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[0008] 

compressed transmission of neural network data to processing resources on a parallel compute  

processor or general purpose graphics processing unit, according to an embodiment. FIG. 33A 

FIG. 33A-33B illustrate compute architectures 3300, 3320 configured to enable  

illustrates a compute architecture 3300 in which data decompression is performed within a  

5 compute block 3 302. The illustrated compute block 3 302 may represent one of the compute 

blocks 2724A-2724N as in FIG. 27. FIG. 33B illustrates a compute architecture 3320 in which  

data compression and decompression is performed within a processing resource.  

[0009] 

and hardware scratch buffer 3304 that is coupled to memory 3308 via a DMA controller 3306. The 

memory 3308 can be main memory or system memory of a data processing system as described 

herein. The compute block 3302 includes a set of processing resources as described 

As shown in FIG. 33A, compute architecture 3300 includes a compute block 3302  

10 

herein and can be similar to any of the compute blocks 2724A-2724N as in FIG. 27. The scratch 

buffer 3304 can be a high-speed on-chip memory, such as on-chip static random access memory 

(SRAM). In one embodiment the scratch buffer 3304 is optimized to store feature block units or 

kernel block units for neural network operations performed by the compute block 3302. 15 

[0010] In one embodiment the decoder 3312 can be hardware decoder logic that is integrated  

20 

into the compute block 3302 to enable compressed transmission of neural network data across the 

compute architecture. For example, when processing a CNN, the compute block 3302 can 

generate output feature map (OFM) data in the scratch buffer 3304 in an uncompressed format. 

An encoder 3316 integrated into the DMA controller 3306 to enable the writing the output 

feature maps data to the memory 3308 in a compressed format. When the OFM of one layer 

become the input feature map (IFM) of the next layer, those IFMs are read from memory 3308 as 

compressed data 3314 and stored in the scratch buffer 3304. The decoder 3312 can enable the 

compute block 3302 to read in the compressed data 3314 without requiring the data to be 

decoded. Alternatively, a codec unit having both encode and decode logic can be integrated into 

the DMA controller 3306, enabling compressed data to be transmitted and read by the DMA  

25 

controller 3306. The feature map data can then be decompressed by the DMA controller 3306 

and written to the scratch buffer 3304 in an uncompressed format to be read by the compute block 

3302. 

30 [0011] In the embodiments described herein, the specific encoding format for kernel and  

35 

feature data can be varied based on the statistics of the data to be encoded. Analysis of neural 

network feature map data indicates that many feature maps may be highly sparse. Analysis of 

neural network kernel data indicates that while the kernel data is not as sparse as the feature map 

data, many values in the kernel data are repeated. The dynamic range of kernel data is relatively 

low, which indicates that raw data allocate more bits than required to store the coefficients.  

95 
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CLAIMS 

What is claimed is: 

1.  A general purpose graphics processor comprising: 

a compute cluster including multiple processing resources coupled with a 

cache memory, at least one processing resource including a matrix accelerator, the 5 

matrix accelerator configured to perform a matrix multiply operation on multiple 

elements of a first matrix and a second matrix, wherein the first matrix is a sparse 

matrix, wherein elements of the first matrix are compressed into a first compressed 

representation, and wherein the first compressed representation includes a set of non-

zero value elements and metadata to identify the non-zero value elements; 10 

wherein the first compressed representation is to be stored to the cache 

memory in a second compressed representation that includes a compressed set of non-

zero value elements; and 

wherein the at least one processing resource is configured to: 

load the second compressed representation from the cache memory and store 15 

the second compressed representation to a memory within the at least one processing 

resource in the first compressed representation; 

load selected elements of the second matrix from the cache memory and store 

the selected elements to the memory within the at least one processing resource, 

wherein the selected elements of the second matrix correspond with non-zero value 20 

elements of the first matrix stored within the first compressed representation and are 

selected based on the metadata for the non-zero value elements; 

perform the matrix multiply operation on elements from the first compressed 

representation and the selected elements of the second matrix; and 

write output of the matrix multiply operation to the memory within the at least 25 

one processing resource. 
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2.  The general purpose graphics processor as in claim 1, wherein the cache memory is a 

level two cache memory. 

3.  The general purpose graphics processor as in claim 2, wherein a compressor is to 

compress data stored to the level two cache memory. 

4.  The general purpose graphics processor as in claim 1, wherein the memory within the 5 

processing resource includes a level one cache memory 

5.  The general purpose graphics processor as in claim 1, wherein  the memory within the 

processing resource includes a register file. 

6.  The general purpose graphics processor as in claim 1, wherein  the memory within the 

processing resource includes a memory within the matrix accelerator. 10 

7.  The general purpose graphics processor as in claim 1, wherein the first matrix 

includes weight data associated with a neural network. 

8.  The general-purpose graphics processor as in claim 7, wherein the second matrix 

includes input activation data associated with the neural network. 

9.  The general-purpose graphics processor as in claim 8, wherein the output of the 15 

matrix multiply operation includes output activation data associated with the neural 

network. 

10.  The general-purpose graphics processor as in claim 9, wherein the output of the 

matrix multiply operation is a dense matrix. 

11.  The general-purpose graphics processor as in claim 1, wherein the matrix accelerator 20 

includes a systolic array of processing elements. 

12.  The general-purpose graphics processor as in claim 1, wherein the cache memory 

couples with a compressor to compress the first compressed representation into the 

second compressed representation and a decompressor to decompress the second 

compressed representation into the first compressed representation. 25 

13.  A method comprising: 

on a general-purpose graphics processor:  
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performing a matrix multiply operation on multiple elements of a first matrix 

and a second matrix via a compute cluster including multiple processing resources 

coupled with a cache memory, at least one processing resource including a matrix 

accelerator, wherein the first matrix is a sparse matrix, wherein elements of the first 

matrix are encoded into a sparse encoding, and wherein the sparse encoding includes 5 

a set of non-zero value elements and metadata to identify a location for the non-zero 

value elements; 

storing the sparse encoding to the cache memory, the cache memory coupled 

with a compressor to compress the sparse encoding within the cache memory into a 

compressed representation of the sparse encoding that includes a compressed version 10 

of the set of non-zero value elements; and 

via the at least one processing resource: 

loading the compressed representation of the sparse encoding from the cache 

memory; 

decompressing the compressed representation of the sparse encoding into the 15 

sparse encoding; 

storing the sparse encoding to a memory within the at least one processing 

resource; 

loading elements of the second matrix from the cache memory; 

storing the selected elements to the memory within the at least one processing 20 

resource, wherein the selected elements of the second matrix correspond with non-

zero value elements of the first matrix stored within the sparse encoding and are 

selected based on the metadata to indicate the locations for the non-zero elements; 

performing the matrix multiply operation on the non-zero value elements from 

the sparse encoding and the selected elements of the second matrix; and 25 

writing output of the matrix multiply operation to the memory within the at 

least one processing resource. 
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14.  The method as in claim 13, wherein the cache memory is a level two cache memory 

and the compressor is to compress data stored to the level two cache memory. 

15.  The method as in claim 14, wherein the memory within the processing resource 

includes a level one cache memory. 

16.  The method as in claim 13, wherein the memory within the processing resource 5 

includes a memory within the matrix accelerator. 

17.  A data processing system comprising: 

a memory device; and 

a general purpose graphics processor comprising 

 a compute cluster including multiple processing resources coupled with a 10 

cache memory, at least one processing resource including a matrix accelerator, the 

matrix accelerator configured to perform a matrix multiply operation on multiple 

elements of a first matrix and a second matrix, wherein the first matrix is a sparse 

matrix, wherein elements of the first matrix are encoded into a sparse encoding, and 

wherein the sparse encoding includes a set of non-zero value elements and metadata 15 

to identify a location for the non-zero value elements; 

wherein the sparse encoding is to be stored to the cache memory; 

wherein the cache memory couples with a compressor to compress the sparse 

encoding into a compressed representation of the sparse encoding in association with 

a write the cache memory, wherein the compressed representation of the sparse 20 

encoding includes a compressed version of the set of non-zero value elements; and 

wherein the at least one processing resource is configured to: 

load the compressed representation of the sparse encoding from the cache 

memory, decompress the compressed representation of the sparse encoding into the 

sparse encoding, and store the compressed representation to a memory within the at 25 

least one processing resource; 

load selected elements of the second matrix from the cache memory and store 

the selected elements to the memory within the at least one processing resource, 
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wherein the selected elements of the second matrix correspond with non-zero value 

elements of the first matrix stored within the compressed representation and are 

selected based on the metadata to indicate the locations for the non-zero value 

elements; 

perform the matrix multiply operation on elements from the compressed 5 

representation and the selected elements of the second matrix; and 

write output of the matrix multiply operation to the memory within the at least 

one processing resource. 

18.  The data processing system as in claim 17, wherein the cache memory is a level two 

cache memory and the compressor is to compress data stored to the level two cache memory. 10 

19.  The data processing system as in claim 17, wherein the memory within the processing 

resource includes a level one cache memory. 

20.  The data processing system as in claim 17, wherein the memory within the processing 

resource includes a register file. 

21.  The data processing system as in claim 17, wherein the memory within the processing 15 

resource includes a memory within the matrix accelerator. 

22.  The data processing system as in claim 17, wherein the first matrix includes weight 

data associated with a neural network and the second matrix includes input activation data 

associated with the neural network. 

23.  The data processing system as in claim 22, wherein output of the matrix multiply 20 

operation includes output activation data associated with the neural network. 

24.  The data processing system as in claim 23, wherein the output of the matrix multiply 

operation is a dense matrix. 

25.  The data processing system as in claim 17, wherein the matrix accelerator includes a 

systolic array of processing elements. 25 

 


