
A METHOD OF ENABLING DIGITAL MUSIC CONTENT TO BE
DOWNLOADED TO AND USED ON A PORTABLE WIRELESS
COMPUTING DEVICE BACKGROUND OF THE INVENTION 1. Field
of the Invention This invention relates to a method of
enabling digital music content to be downloaded to and
used on a portable wireless computing device. The term
'portable wireless computing device' used in this
patent specification should be expansively construed
to cover any kind of portable device with two way
wireless communication capabilities and includes
without limitation radio telephones, mobile
telephones, smart phones, communicators, personal
computers, computers and application specific devices.
It includes devices able to communicate in any manner
over any kind of network, such as GSM or UMTS, CDMA
and WCDMA mobile radio, Bluetooth, IrDA etc. 2.
Description of the Prior Art The past few years have
seen enormous changes in the way music is distributed
and consumed. The traditional method, where the
consumer buys a physical product in a shop and listens
to it at home, has declined, and total worldwide
revenue for the music industry has dropped from a
little under $40bn i 2000 to $31bn in 2005. Meanwhile
there has been an enormous upsurge in the distribution
of digital music over the internet, initially in the
form of illegal file sharing, but latterly more and
more as paid for downloads. Portable digital audio
players (DAPs), exemplified by the Apple iPod(tm),
have had a dramatic effect on the global music
marketplace. Just five years after the introduction of
the first portable digital audio player, digital music
sales global have already grown to well over $5bn in
2005. To reverse these trends, the music labels are
now turning their attentions to pursuing the mobile
market, where music is sold via mobile phones (or
other kinds of portable wireless device) and
distributed over the cellular wireless network. The
potential value is already clear from the explosive
growth of the ringtone market, and both the music
labels and mobilenetwork operators MNOs believe that
mobile full-track music could provide more revenue,
better security and improved pricing compared to
digital music on a PC. The mobile phone has some
distinct advantages over the iPod and other DAPs. As
well as playing music, mobile phones are connected to
an increasingly fast, secure wireless network where
users can locate and share music on the move and pay
for content using the MNO's inbuilt and convenient
billing facilities. Increasing innovation from the
mobile handset manufacturers is helping to move the
market forward. There are still significant challenges
ahead, however. The reliance on mobile internet
technology WAP (Wireless Application Protocol) as the
primary means of selling full music content is
limiting. The technology is unfriendly, slow and
cumbersome for users. Indeed, the world's largest
mobile phone group, Vodafone Global, has avoided
selling full music downloads on anything but
top-of-the-range 3G phones because of the end-user
difficulties associated with WAP. Many other operators
have been forced to take a similar approach. This has
limited the take-up of full music download services -
only a small minority of mobile phone subscribers can
use or have access to 3G. In the relatively mature
2005 UK market, less than half a million of Vodafone'
s 14.4 million customers have 3G - a market
penetration of around 3%. Many other operators have no
or only very limited 3G penetration. MNOs are also
concerned about the poor music play experience
available, even on current topof- the-range 3G
handsets. Even when devices are marketed as
top-of-the-range music phones they generally fail to
deliver a user experience akin to a run-of-the-mill
MP3 player. Two alternatives to WAP based acquisition
of full music content are currently favoured:
Streamed services, which offer users a personalised
radio service streamed to their handset.  Music shop
applications, running locally on a mobile telephone,
and which offer users the ability to purchase music
tracks and albums directly from the mobile telephone
Streaming radio solutions are however a niche
marketplace. The requirement for a constant data-
connection and the lack of full user control of what a
user listens to means the consumer proposition and
appeal is limited. Streaming solutions also suffer
limited handset reach and arequirement for high speed
(usually 3G) data connection. Operators implementing
such services must also plan and invest for a
significant network burden - all music tracks must be
redownloaded every time they are played. Music shop
applications offer a more compelling user proposition
but also suffer limited handset reach, with a focus on
3G and niche Symbian handsets. The user experience on
such devices is also limited currently with competitor
products offering only limiter pay per track services
and with limited functionality that fails to approach
the richness of a high quality DAP. This limited
functionality, combined with relatively small music
catalogues, has severely limited the appeal of these
solutions to date.SUMMARYOF THE RPESENT INVENTION The
present invention provides a mature, reliable and
convenient solution which will enable users to easily
acquire, listen to and manage music on portable
wireless computing devices. An implementation is
called MusicStation(tm). MusicStation provides a
method of enabling digital music content to be
downloaded to and used on a portable wireless
computing device, the method comprising the steps of:
(a) a software application running on the wireless
device, the application having been automatically
adapted to parameters associated with the wireless
device without end-user input; (b)the application
enabling an end-user to browse and search music
content on a remote server using a wireless network;
to download music content from that remote server
using the wireless network and to playback and manage
that downloaded music content; (c)the application
including a digital rights management system that
enables unlimited legal downloads of different music
tracks to the device and also enables any of those
tracks stored on the device to be played so long as a
subscription service has not terminated. This
invention has the promise of being genuinely
transformative of the way people acquire and listen to
digital music. It brings together, for the first time,
a number of technologies which operate synergisticaUy
to provide a total solution that is significantly
greater than the sum of its parts. For example,
because the application can be automatically adapted
to parameters associated with the wireless computing
device without end-user input, it becomes feasible to
automatically provision very large numbers of portable
wireless devices with the application (either prior to
sale, or to allow users to download and install the
application -e.g. by simply giving a remote server the
correct portable wireless device make and model
number). The installed base of mobile telephones, for
example, could therefore readily run into the tens, if
not hundreds of millions -far larger than any DAP. The
application also enables an end-user to browse and
search music content on a remote server using a
wireless network; to download music content from that
remote server using the wireless network and to
playback and manage that downloaded music content:
hence, not only will the installed base greatly exceed
any DAP solution, the functionality will b e better
than any DAP because it will be possible to search and
acquire new music directly from the device over the
wireless network (this is a far more natural process
than acquiring music via a web based on-line catalogue
using a desktop machine andthen synching a DAP with
the desktop machine). Finally, the application
includes a digital rights management system that
enables unlimited legal downloads of different music
tracks to the device and also enables any of those
tracks stored on the device to be played so long as a
subscription service has not terminated. This allows
users to explore new music far more effectively than
before and, with rapidly decreasing memory costs, to
store thousands of music tracks on even mid-range
devices. Music companies will be willing to make
entire catalogues of music available because of the
robust DRM model, the huge installed user base and the
ease of exploring and acquiring new music. This
creates a positive feedback, with more and better
content attracting more users, in turn attracting more
content. MusicStation has a number of key advantages
over its competitors:  A comprehensive and intuitive
user experience that wraps all music functions;
Compatibility with a wider range of handsets than any
competitor, as a result of the Device Adaptive
Architecture (DAA - see below for more details), which
ensures the software application runs on almost all
music-capable handsets (irrespective of model or
manufacturer) and looks and operates in a practically
identical fashion on all of them. MusicStation
maximises the benefits of the mobile phone. Unlike
DAPs, where music can only be acquired in the home,
MusicStation users can discover and acquire new music
anywhere;  MusicStation does not need a PC, broadband,
iTunes or a credit card to work.  MusicStation
supports innovative new models Eke AYCE
(all-you-can-eat -i.e. unlimited downloads) and user
community features such as making friends and sharing
playlists. The MusicStation Product MusicStation is
designed to be the key enabling technology that will
enable the mass-adoption of the mobile phone as the
successor to the unconnected Digital Audio Player
(DAP). To ensure success, the design and development
team have focused on the following key requirements in
order to deliver a next generation mass-market music
product:  A User Experience that Beats the Best DAP
The traditional native player on mobile phones has
been second rate when compared to the best DAPs.
MusicStation provides an interface that is as complete
as any market-leading DAP but which is also optimised
for the benefits of a connected device. Maximising the
Benefits of Connectivity The mobile phone is an
"Almost Always Connected" (AAC) device, so a
handset-based music product can enable music
purchasing directly when on the move, not just when it
is physically attached to an internet-connected PC.
Ensuring N o Reliance on a PC An integrated handset
product should not require the user to own a
broadband-connected PC at all. This is particularly
key in developing markets where mobile phone users do
not generally have access to such technology, nor
indeed a credit card. Where users do have access to a
PC they should be able to access music and playlists
whether they are at their desk or on on-themove - but
there should be no reliance on personal computer,
broadband or credit card technology.  Enabling Direct
Billing A mobile music application should be able to
leverage on the billing relationship between the
consumer and the MNO. By providing a much more
convenient one-touch billing method for content
purchase - irrespective of location - music sales can
be truly maximised, especially compared with an
at-desk, web-based credit card application, with a
cumbersome registration process which also requires a
difficult synchronisation requirement with the
portable device.  Enabling Wire-free Listening An
on-handset music application must be able to use the
Bluetooth functionality available in many mobile
handsets to allow music to be played and shared with
other Bluetooth enabled devices such as wireless
headphones, in-car stereos and hi-fi systems.  Taking
Advantage of 24x7 Availability 



The mobile phone is the electronic device most likely
to be present with a user 24/7, giving a far wider
opportunity for consumer interaction, be that
listening, purchasing or the managing of music. It is
therefore important that a music application is
designed to b e attractive and easy to use, even to
subscribers who stumble across it accidentally whilst
exploring handset functionality for the first time. '
Giving Users Community Featutes As an Almost Always
Connected (AAC) device, the mobile phone can deliver
community interaction features on-the move, the key to
enabling improved consumer music discovery through
shared playlists and playlist charts generated by
users. This is a key advantage over the unconnected
DAP.  Making the most of a Fortuitous Handset Roadmap
The vast majority of handsets will be music capable by
Ql 2007 - even if they are not actively promoted or
branded as a music phone by the MNO or manufacturer.
To maximise revenue potential, any music application
should be available for every music-capable handset,
be it 2.5G or 3G, whatever the manufacturer, enabling
MNOs to consider full download music as a mass market
opportunity for the first time. MusicStation has been
designed around these key requirements. The end result
genuinely able to turn the vast majority of
music-capable handsets into "Super-DAPs". Critically,
MusicStation gives all the performance and user
experience quality of a DAP (in terms of music playing
and management), whilst also offering all the browse,
search, acquire, playlist and celebrity playlist
features of leading PC based on-line music stores. On
top it offers music users tribal community features,
which can improve their music discovery process - and
personalised news and views (neither of which are
available on any DAP). Other key features include:  A
single user intuitive interface which wraps all music
play/playlist management/content
acquisition/news/community functionality;
Availability of all functions available during music
playback (news acquisition, searching/browsing, etc);
Intelligent Parallel Downloading technology, allowing
for intelligent caching of favourite content;  Inbuilt
network awareness (Features and interface
intelligently adapt depending on level of network
connectivity available - 3G/2.5G/0G);  Direct billing
integration (enabling extremely convenient one-touch
billing without the requirement for a credit card or
account) - billing infrastructure for the subscription
service ispart of the billing infrastructure provided
by a network operator that controls the wireless
network;  Industry standard music file protection by
DRM. The DRM also enables the purchase of a music
track such that the track can still be played if the
subscription service is terminated. Being a connected
application, unlike DAPs, MusicStation is able to
offer an All-You-Can-Eat (AYCE) weekly or daily
subscription package directly from the handset for the
first time. There is much evidence that the average
music revenue per AYCE subscriber is substantially
higher than that from a traditional PPT (pay per
track) user. To date most AYCE implementations have
been desktop-based subscriptions rather than being
sold on a connected mobile device. Device Adaptive
Architecture (DAA) One of the biggest problems for
mobile applications to date has been the difficulty of
porting applications onto new handsets and delivering
applications that work across multiple handset
manufacturers and models. Resolving this challenge is
one of the most important technical difficulties that
MusicStation addresses. Device Adaptive Architecture
(DAA) is the solution. In essence, DAA enables
MusicStation to be deployed on more mobile phones than
any competitor. It is also enables MusicStation to
ported to new handsets in hours rather than weeks or
months -with the creation of a manufacturer and
handset model specific version of the application in
each case. Until DAA, all mobile applications - be
they music-specific or more generalised - suffered
limited handset reach. Typical obstructions included:
Manufacturer variations in handset design/memory
capabilities;  OS and firmware release and related
bugs;  Screen size, pixel number, colour depth, keypad
control and softkey variations;  Physical size;  Media
file and format support (e.g. audio, picture, video,
animation);  Java version and platform implementation
differentials;  Handset-specific security models;
Connection handling and capabilities;  Failure to
adhere to published specifications; Computing
horsepower and other computational resources.  Memory
Network capabilities and handling of the device,
including one or more of CSD, GPRS, 2G, 2.5G, 3G, WAP,
SMS, Bluetooth, Infrared, Wi-Fi, WiMAX. In essence,
features vary wildly by handset and by manufacture
rand also network operator - and many handsets may
suffer bugs in their implementation. Device Adaptive
Architecture (DAA) resolves these issues and enables
the product to be ported automatically to the vast
majority of all music-capable 2.5G and 3G handsets in
record time. DAA captures parameters associated with
these various features and allows an application to be
automatically custom built for a specific
handset/network operator combination without end-user
input. Further details on DAA may be found in WO
2006/061595, the contents of which are incorporated by
reference. It is also critically important to note
that MusicStation's reference platform is Java. A few
competitive products have been built on the
easy-to-address Symbian platform. Whilst it is
relatively easy to build applications for this
platform, it does not offer the opportunity for a
mass-market music proposition. Less than 10% of
handsets globally have Symbian on board and many of
those are business-focused handsets. Java is the most
widely adopted mobile platform and critical to handset
reach. It is available on almost all medium and high
end handsets. The combination of Java and DAA
technology means MusicStation can be delivered to more
consumers than any other technology - and critically
act, look and feel almost identical irrespective of
manufacturer or model. MusicStation will be available
in Java, Symbian, Windows Mobile, Linux and BREW.
Other features include the following:  the application
present a graphical user interface in which shows
multiple userselectable tabs, each tab being
associated with a core function of the application. O
each tab is visible at any time the application is
running O one tab is associated with a home function
that provides access to all available content and to a
search functiono one tab, if selected, gives details
of the track that is currently playing o one tab, if
selected, provides access to community and news
features. o one tab, if selected, displays the current
queue of tracks for listening and/ or downloading.
the application present a graphical user interface in
which multiple screens show a 'more' menu item that is
context sensitive and, if selected, provides access to
further functions relevant to a currently selected
item and/or the currently displayed screen.  the
application is controlled using a multi-tasking
context sensitive joystick; the specific function of
the joystick is shown by an on-screen icon above it.
The operation of the joystick is replicated by numeric
keys in the keypad, e.g. the numeric key 5 is up; 0 is
down; 7 is left and 9 is right.  the application
provides a context appropriate acquire function in
which a function equivalent to 'Get New Artist' is at
the same level in the menu as 'Artist'. A function
equivalent to Get New Track is on the same level in
the menu as the menu listing of tracks for an artist.
the application enables one device to act as a master
playback device such that other wirelessly connected
portable wireless devices playback the same music
track, in time synchronisation. The wireless
connection can be a short range wireless connection,
such as Bluetooth.  the application provides a
dedicated 'play' numeric key which always toggles back
to the play screen, which shows the track currently
being played.  the application provides variable
timeouts, with different screens have different
timeouts -e.g. a search screen never snaps back but a
news screen snaps back after 20 seconds, compared with
a standard navigation screen, that might snap back
after 7 seconds.  the application displays targeted
news filtered according to the end-user's playback
habits.  the application tracks, and feeds back to a
remote server, detailed end-user listening data. The
data includes how long tracks have been listened to,
what tracks are skipped through and when. The data can
be locally cached on the device and then sent back to
the server as a piggyback over a communication that
happens anyway. The device will pre-emptively send the
data back without waiting for the communication
expected to happen anyway, only if the userhas not
downloaded for more than a set time. This data can be
used to enrich a music suggestion engine that provides
music track suggestions for display on the device.
the application displays shared playlists.  . the
application displays playlist charts generated by
users  all functions of the application are available
during music playback.  the functions available during
playback include news acquisition, as well as music
track search, browse, and acquire. Another aspect is a
portable wireless computing device that enables
digital music content to be downloaded and used, the
device including: (a) a software application running
on the wireless device, the application having been
automatically adapted to parameters associated with
the wireless device without end-user input; and in
which: (b)the application enables an end-user to
browse and search music content on a remote server
using a wireless network; to download music content
from that remote server using the wireless network and
to playback and manage that downloaded music content;
and (c)the application including a digital rights
management system that enables unlimited legal
downloads of different music tracks to the device and
also enables any of those tracks stored on the device
to be played so long as a subscription service has not
terminated. A third aspect is a software application
that enables digital music content to be downloaded
and used on a portable wireless computing device; (a)
the application running on the wireless device, the
application having been automatically adapted to
parameters associated with the wireless device without
end-user input; and in which: 



(b)the application enables an end-user to browse and
search music content on a remote server using a
wireless network; to download music content from that
remote server using the wireless network and to
playback and manage that downloaded music content; and
(c)the application including a digital rights
management system that enables unlimited legal
downloads of different music tracks to the device and
also enables any of those tracks stored on the device
to be played so long as a subscription service has not
terminated. A final aspect is a music track that has
been downloaded using the software application defined
by the third aspect.Definitions Mobile Telephone: A
type of telephone which is connected to the telephone
network via wir eless technology through the air
rather than through a physical wire or other physical
connection or form of cable. Mobile Phone, Phone,
Mobile, Mobile Handset or Handset: A type of Mobile
Telephone. Mobile Network: A network which provides
wireless connectivity for Mobile Telephones so that
they can operate and provide functions such as making
telephone calls or accessing network-resident data or
services. Mobile Network Operator (MNO): A company or
organisation which operates a Mobile Network and the
subscribers or users who use Mobile Telephones on that
network. Global Mobile Network or Mobile Phone
Network: The sum of all Mobile Networks operated by
Mobile Network Operators in the world. Wireless
Network: A network which provides wireless
connectivity to client computing devices. Such a
network includes Wi-Fi, WiMAX and the Global Mobile
Network. Server: A networked computing device which
exists to provide networked application services,
features and functions such as information supply,
database search and transactions to one or more client
computing devices which make connection to it and make
requests for services from it. There are generally
many clients to each server and each client is usually
of a smaller size and of smaller computing capability
than the server. Services: The networked computing
services, features and functions which are typically
provided by a Server to one or more network connected
client computing devices. Services include information
supply, database search and transactions. Such
services are architecturally practical to deploy
centrally in the network and typically impractical to
deploy on a client computer due to the client's size
and power. Client: A computing device connected to a
network delivering the features and functions of a
network-centric application to the user or consumer of
the application. The Client typically connects to a
Server and requests Services. Network Application: A
type of application or service that is
network-centric, in that it is delivered by a
combination of software running on a Client performing
the function of theapplication's interface to the end
user or consumer, supported and complemented by
Services provided by software on a Server which are
accessed by the Client over a network. Wifeless
Computing Device: A type of Client which connects to
the network via a Wireless Network. Such devices
include Mobile Telephones, Personal Digital Assistants
(PDAs), Games Consoles (e.g. Sony PSP) or other
wirelessly network connected client computing devices.
The type of the Wireless Computing Device is further
defined by it's Manufacturer, Make, Version, Operating
System, Firmware Version. Wireless Device or Wifeless
Client: A type of Wireless Computing Device. Software
Application: The Client software application which is
to be delivered over-the-air to, or pre-installed on,
the Wireless Computing Device. Software Components:
Individual units of software which form the components
of the Software Application which is being customised
for the Wireless Computer Device and part of the
Device Adaptive Architecture (DAA) software library.
Mobile Content: Digital files and data representing
electronic products used by, consumed, played, viewed
or rendered on Mobile Phones. Examples include
ringtones/ring tunes, wallpapers/pictures,
screensavers/animations, realtones/truetones, full
music downloads, video, SMS & MMS alerts, mobile
games, and many other current and emerging Mobile
Phone consumable entertainment and information
products. Metadata: Individual items of data or
collections of data, potentially hierarchically
related, which describe the attributes or behaviour of
Wireless Computing Devices, Wireless Networks,
Software Components, Network Applications or Mobile
Content.BRIEF DESCRIPTION OF THE DRAWINGS Figure 1is a
Scheduler class diagram. Figure 2 is Client Schedules
a task. Figure 3 is UI thread adds a task to the
queue. Figure 4 is an example of a binary heap. Figure
5 is Binary heap stored in an array. Figure 6 is State
diagram for a Task. Figure 7 is cache upper and lower
limits for each type of data objects. Figure 8 is Data
objects used to configure exceptions. Figure 9 is
Device specific exception. Figure 10 is Screen
Captures -Get new. . . option. Figure 11 is
Personalised Menu Item and Recommendations Contained.
Figure 12 is Screen capture -rating an item. Figure 13
is Screen capture -News. Figure 14 is Screen capture -
Buzz member recommendations. Figure 15 is Personalised
Menu Item and Recommendations Contained for Cool
Members and Buzz Playlists. Figure 16 is a matrix of
correlations between tracks. Figure 17 is a Weightings
Matrix. Figure 18 is a set of normalized weightings
lying between 0 and 1. Figure 19 is an Associated
Artists Matrix, which is a matrix of correlations
representing how strongly associated pairs of Artists
are in the system, based on ratings, and customer
plays. Figure 20 is an Associated Customers Matrix,
which is a matrix of correlations representing how
strongly associated pairs of Customers are in the
system, based on ratings, and customer plays.Figure 21
is part of a Table of Associations Matrix property,
Inputs to Recommendation and Results Mechanism. Figure
22 is part of a Table of Associations Matrix property,
Inputs to Recommendation and Results Mechanism. Figure
23 is part of a Table of Associations Matrix property,
Inputs to Recommendation and Results Mechanism. Figure
24 is part of a Table of Associations Matrix property,
Inputs to Recommendation and Results Mechanism. Figure
25 is part of a Table of Associations Matrix property,
Inputs to Recommendation and Results Mechanism. Figure
26 is Calculating the implicit rating value. Figure 27
is Properties of a message. Figure 28 is Properties of
an image. Figure 29 is Properties of the client
version. Figure 30 is Translated messages. Figure 31
is Device Message properties. Figure 32 is Device
Message / Help Message properties. Figure 33 is
Service Messages. Figure 34 is Service and Device
Specific Messages. Figure 35 is Client Build message.
Figure 36 is Screen capture- Roaming options. Figure
37 is configurations of the Roaming behaviour for
MusicStation. Figure 38 is Screen capture - Roaming
Warnings. Figure 39 is Screen capture - Roaming
Warnings -Ask prompt. Figure 40 is Screen capture -
Roaming Warning -Ask prompt. Figure 41 is Screen
capture -Roaming Options set to On. Figure 42 is
Screen capture -Roaming Options set to Off.Figure 43
is shows the tide, content and result of the
responses. Figure 44 is Request / response flow
between client and server. Figure 45 is Server sending
a request to the client. Figure 46 is details of
[major]. [minor]. [micro], Variant name and Platform
identifier. Figure 47 is details of error data. Figure
48 is an example of the client sending error data to
the server. Figure 49 is an example of the client
sending error data and a photo to the server. Figure
50 is an example of the server sending a Jpeg photo
with a single parameter. Figure 51 is status codes.
Figure 52 shows the server sending the newsl.data
file. Figure 53 shows the server sending the
news2.data and news3.data files. Figure 54 is the
server response which indicates which range of data
has been sent Figure 55 is the server sending a Sent
line that the client had not sent a corresponding Get
line in die request. Figure 56 shows that Artist data
object which contains a collection of Releases. In
turn, a Release contains a collection of Tracks.
Figure 57 shows diat an alternative method is to store
each collection of objects in its own file. So in our
My Artists' example die list of Artists is stored in a
file (userartists.data) but die list of albums for
each artist is not. The list of albums is stored in a
separate artist file, one for each artist (e.g.
artist.123.data). Each album is then stored in its own
file (release.4567.data) tiiat contains die tracks.
Figure 58 shows how object groups can use die same
data object without having to duplicate the data.
Figure 59 shows tiiat one can store die artist name as
well as the id in die y Artists' data file. Figure 60
is Client sets object and gets all modified objects.
Figure 61 is Client requests object and gets all
modified objects. Figure 62 is Client sends objects
modified in offline mode.Figure 63 is object change
log. Figure 64 is customer object. Figure 65 is
customer object change log. Figure 66 is a
ChangeLogRecord object. Figure 67 is an
object_change_log table. Figure 68 is a
customer_object_change_log table. Figure 69 is a
Logger which contains a LogRecord for each client log.
Figure 70 is the customer_logger table. 



Figure 71 is DRM Overview. Figure 72 is Service
Registration Request Parameters. Figure 73 is MNO
Added Metadata. Figure 74 is Service Registration
Response Parameters. Figure 75 is MusiStation RI
Registration Request Parameters. Figure 76 is RI
Registration Response Parameters. Figure 77 is
MusicStation RO Acquisition Request Parameters. Figure
78 is MusicStation RO Acquisition Response Parameters.
Figure 79 is Content Acquisition Request Parameters.
Figures 80 - 164 are screen shots of the MusicStation
implementation. Figure 165 is a system
overviewDETAILED DESCRIPTION ARCHITECTURE . / .
Multi-threading A key aspect of the player is that it
performs multiple threads simultaneously. There are 3
main threads:  User Interface (UI) thread  Animation
thread  Scheduler thread There is also an HTTP
connection thread which actually downloads data and
loads it into a buffer while the Scheduler thread
reads from this so as not to be blocked by the
connection. Typically the UI thread will respond
immediately to the user navigating to a new screen by
displaying that screen and scheduling a task to load
the data behind the screen, either from the local file
system or remotely over an HTTP connection. The load
task is added to the task queue. The queue is ordered
by task priority, task type and scheduled execution
time. Most tasks are scheduled for immediate
execution, in which case the execution time is set to
the time the task was added to the queue. Some tasks
are scheduled with a small delay; for example playing
a track is scheduled with a one second delay to allow
quickly skipping through the tracks on a playlist.
When a new task is added to the task queue we compare
its priority to the currently executing task (if there
is one). If its priority is higher then the current
task, we attempt to cancel the current task. Only
tasks that take an excessive time to complete can be
cancelled. This is to avoid tasks hogging the
execution thread whist other higher priority tasks are
waiting. Anexcessive amount of time is longer than a
few seconds. The cancelled task is then rescheduled.
The execution time is set to the time the task was
originally added to the queue. 1.1.1. Scheduler The
Scheduler is a facility for threads to schedule tasks
for immediate or future execution in a background
thread. Tasks may be scheduled for one-time execution,
or for repeated execution at regular intervals. The
Scheduler object has a single background thread that
is used to execute all of the scheduler's tasks
sequentially. If a scheduler task takes excessive time
to complete, it "hogs" the timer's task execution
thread. This can, in turn, delay the execution of
subsequent tasks, which may "bunch up". Any task that
may take longer than a few seconds to execute must
implement interruptQ. The interruptQ method is called
when a task with a higher priority is added to the
task queue and will be called on the currently
executing task by the thread adding the task. The runQ
method called by the scheduler thread must throw an
InterruptedException at the earliest opportunity. The
Scheduler will catch this exception and then
reschedule the interrupted task for execution based on
its priority and the time it was originally added to
the queue. The newly added task is then picked up and
executed. This class is thread-safe: multiple threads
can share a single Scheduler object without the need
for external synchronization. See Figure 1: Scheduler
class diagram and Figure 2 : Client Schedules a task.
1.1.1.1. TaskQueue This class represents a scheduler's
task queue: a priority queue of Tasks, ordered on
priority, taskType and executionTime. The task
priorities are based on the CLDC Thread priorities. As
such there are 3 priorities defined: 'MAXJPEIOEITY is
the maximum priority that a task can
have.NORM__PRIORITYis the default priority that is
assigned to a task. MIN_PRIORITY is the minimum
priority that a task can have. Tasks with the same
priority are further subdivided by taskType. For
example, this allows us schedule the data for a screen
before the images. This could be achieved by using
different priorities however it is likely we'll want
to lower the priority of a task (e.g. the user
navigates to a different screen) without changing the
type. By separating the concepts of priority and
taskType the design is more flexible and I think
easier to understand. Initially the 3 types ordered by
importance are: DATA is used for tasks that request
object data files. AUDIO is used for tasks that
request audio files. IMAGE is used for tasks that
request image files. The executionTime ensures that
tasks with the same priority and taskType are executed
in the order that they are added to the queue. See
Figure 3: UI thread adds a task to the queue.
Internally the queue is stored as a binary heap so the
cost to schedule a task is log n, where n is the
number of concurrently scheduled tasks. A large number
(thousands) of scheduled tasks should present no
problem. There is no cost for retrieving the next
scheduled task, which is always at the root. See
Figure 4: An example of a binary heap. We always add
an element to the bottom of the heap and then call the
fixUpQ method to find its place in the heap. The
fixUpO method compares the added element with its
parent and swaps them if they are not in the correct
order. An array is used to store the heap and because
the heap is always complete (there are never any gaps
in the tree) it can be stored compactiy. No space is
required for pointers; instead, for each index i,
element a[i] is the parent of two children a[2i+l] and
a[2i+2]. See Figure 5. Binary heap stored in an array.
1.1.1.2. TaskA task can be scheduled for one-time or
repeated execution. A task can be in one of 3 states:
'SCHEDULED: This task is scheduled for execution. I f
it is a non-repeating task, it has not yet been
executed. 'EXECUTED: This non-repeating task has
already executed (or is currently executing) and has
not been cancelled. CANELLED: This task has been
cancelled (with a call to Task. cancel). See Figure 6:
State diagram for a Task. The MusicStation client uses
a single Scheduler to schedule all file connections,
either from the local file system or remotely over an
HTTP connection. The scheduler uses a single thread so
all file connections are handled serially. A Task must
ensure that it only has an open connection when it is
in the executed state. As only one task is ever in the
executed state we can guarantee that we only ever have
one connection open. Also, any task that supports the
interruptQ method must be able to resume without
storing any state information about the file it was
writing to. This is important because another task may
have modified the file since the task was interrupted.
1.1.2. Use Cases 1.1.2.1. User opens Playlists The
user opens the application and immediately opens the
Playlists menu. The Playlists menu display the "My
Playlists" PlaylistSet filtered using the two filters
"My Private Playlists" and "My Public Playlists". When
the screen is displayed a LoadTask is added to the
TaskQueue to load "My Playlists". The LoadTask.
taskType is DATA and the LoadTaskpriority is
MAX_PRIORITY. When the LoadTask is added to the
TaskQueue, the scheduler thread, which is waiting on
the queue, is notified. It takes the task from the
queue and executes it by calling the TaskrunQ method.
The task checks to see if the "My Playlists" object
data file exists on the file system. In this case it
doesn't so an HttpConnection is opened and the file is
read over the stream. The file is read into a buffer
(65k) and each time the buffer is filled it is written
to the memory card andused to populate part or all of
the data object (note very few data files will be
larger than the buffer). As the PlaylistSet data
object is populated with Playlists, these Playlists
contain image references. As each image reference is
read, an ImageLoadTask is created and added to the
TaskQueue. The ImageLoadTasktaskType is IMAGE and the
ImageLoadTask-priority is MAX_PRIORITY. Once "My
Playlists" has finished loading, the scheduler takes
the first ImageLoadTask from the queue. Because the
image doesn't exist on the local file system it is
loaded over HTTP. This continues until all images have
been loaded. 1.1.2.2. User opens Playlists and
immediately selects New Playlists The user opens the
application and then opens the Playlists menu. Before
"My Playlists" have loaded the user selects "Get New
Playlists". As above a LoadTask is immediately added
to the TaskQueue to load "My Playlists" when the user
opens Playlists. The LoadTasktaskType is DATA and the
LoadTaskpriority is MAX_PRIORITY. Before the LoadTask
has finished the user selects "Get New Playlists".
This immediately calls TaskQueue.changePriorityO to
downgrade all MAX_PRIORITY tasks to NORM_PRIORITY
because we are changing screens. Any outstanding tasks
for the last screen need to have a lower priority than
tasks for the new screen. A LoadTask is then added to
the TaskQueue to load "New Playlists". The
LoadTasktaskType is DATA and the LoadTaskpriority is
MAX_PRIORITY. Adding the new task causes interruptQ to
be called on the "My Playlists" LoadTask. As data
objects are typically small (less than 4k) interrupts
are ignored. However because the "My Playlists"
LoadTask has had its priority lowered to NORM_PRIORITY
any ImageLoadTasks it creates are also created with
NORM PRIORITY.Once the "My Pkylists" LoadTask has
finished loading, the scheduler takes the "New
Playlists" LoadTask from the queue and executes it.
Once "New Playlists" has loaded the images for the "My
Playlists" screen load in the background. 1.1.2.3.
User starts Playlist The user selects a Playlist from
"My Playlists" and chooses the Play option. All of the
Tracks in the Playlist are added to the play queue. A
StartTask is added to the TaskQueue for the first
track. The StartTasktaskType is AUDIO and the
StartTask.priority is MAX_PRIORITY. We then add a
FetchTask to the TaskQueue for each Track. The
FetchTasktaskType is AUDIO and the FetchTaskpriority
is MIN_PRIORITY. Note, a 



FetchTask is added for each Track including the first
track. This is because the StartTask could be
cancelled by the user selecting Next before the task
has finished. A FetchTask will first check to see if a
file exists and has been fully downloaded before
making an HttpConnection. When the StartTask has
finished (and the track begins to play) a PrefetchTask
is added for the second track. The
PrefetchTasktaskType is AUDIO and the
PrefetchTask.priority is MAX_PRIORITY. Depending on
the connection rate the second track should have
prefetched before the first track finished. In which
case the first and second FetchTasks are discarded
(the files already exist) and the third tracks
FetchTask begins to load. 1.1.2.4. User starts
Playlist and opens Inbox The user selects a Playlist
from "My Playlists" and chooses the Play option.
Halfway through downloading the first track the user
opens the Inbox tab. As above, a StartTask is added
for the first track and FetchTasks added for each
track. When the user opens the Inbox a LoadTask is
created .for the ""Inbox" StorySet. The
LoadTasktaskType is DATA and the LoadTaskpriority is
MAX_PRIORITY. The priority of the StartTask is changed
from MAX_PRORITY to NORM_PRIORITY and the "Inbox"
LoadTask is added to the TaskQueue. The interruptQ
method is called on theStartTask which causes the
StartTaskrunQ method to throw an InterruptedException
the next time readQ returns (when the 65k buffer is
filled). The scheduler catches the
InterruptedException and the StartTask is rescheduled
to run after the "Inbox" LoadTask. The "Inbox"
LoadTask is executed and it creates ImageLoadTasks for
each story. These are created with MAX_PRIORITY and
will all be executed before the StartTask is resumed.
Once the images are loaded the StartTask resumes by
first checking if the file exists and how much has
already been read. The task will then request the
remainder of the audio file. Once the file has been
downloaded the track will play and a PrefetchTask will
be added for the next track. 1.1.3. Background
downloading 1.1.4. Dynamic playlist management 1.2.
Intelligent memory management MusicStation
intelligently manages the memory available on each
handset and / or memory card. Before downloading an
object MusicStation will ensure that there is enough
memory available for the object. If there is not
enough room, MusicStation will perform a series of
checks before deleting an object. MusicStation will
delete the object with the oldest last modified date,
ensuring that the objects that are deleted are those
files that are not in heavy use or not in use at all.
1.2.1. Downloadable Objects There are three types of
downloadable objects within MusicStation. These
include: Data - any data that needs to be updated such
as menu items, charts, text within news articles
etc.Image - any images within MusicStation. These
include the images on the Attist and Album profiles
and the images associated with a news article.  Audio
- the audio files. Caches Using the Max memory card
use option on the Options menu a user can define the
maximum percentage of the memory card that
MusicStation will use for storage. This setting
determines the allocated memory for MusicStation. The
allocated memory is then divided into caches for each
type of data object. A cache exists for each of the
downloadable objects. Each cache has an upper and
lower limit: An upper limit is the maximum amount of
memory a cache can utilise. It exists to ensure that a
user does not exceed the allocated memory. A lower
limit is the minimum amount of memory a cache can
utilise. A lower limit exists to ensure that memory is
consistently distributed between the different data
objects. The upper and lower limits are defined as a
percentage of the allocated memory. The cache upper
and lower limits for each type of data objects have
been defined as shown in Figure 7. 1.2.2. Downloading
objects Before an object is downloaded, MusicStation
will run a series of checks to ensure that by the
downloading the file that the lower and upper limits
are not breached. MusicStation maintains a list of
each type of object, which is sorted in order of last
use. The object that was most recently used is at the
top of the list and the object with the oldest last
used date will be at the very bottom of the list. If
downloading of an object exceeds the upper limit of
that object's cache, the following process will occur:
DELETE JWITHOUT_CHECK - MusicStation will delete the
data object, of the same type, that has the oldest
"last used" date. If there is no available memory to
download the object, the following process will
occur:DELETE_WITH_CHECK - DELETE_WITH_CHECK will
locate the data object, of the same type, that has the
oldest "last used" date and attempt to delete this
object. The delete will proceed if it does not take
the cache under the lower limit. If the delete takes
the cache under the lower limit, DELETE_WITH_CHECK
will locate the audio object with the oldest last
"last used" date and delete the audio object. If
DELETE_WITH_CHECK cannot delete an audio object, it
will proceed with step 1. Locate the data object, of
the same type, that has the oldest last "last used"
date and delete this object. 1.3. Device specific
media delivery Each piece of content is "tagged" with
the container, format, bitrate and sample rate (e.g.
m4a, acc+, 48kbps, 44.IkHz). The playback of content
is tested on the device using a piece of base content
(pink noise) encoded in all variants of container,
format, bitrate, sample rate and mime type. The
results of these tests are sent via the test client
back to the server and stored. Each container, format,
bitrate, sample rate and mime type has a preference
when compared to the others stored on the server. When
the client then makes a request for an additional
piece of content the server returns either: A list of
links to that piece content encoded in the variations
of container, format, bitrate, sample rate and mime
type that played back. This is done by matching the
"tags" on the content that played back to the
available "tags" on the additional piece of content.
This list is ordered by preference. A link to that
piece of content encoded in the top encoding
preference. A audio playback quality test is performed
on this auto-selected item to confirm that it is of
acceptable quality. If it is not then the second
preference would be examined, and so on down the list.
The audio quality test makes use of audio software to
analyse the output of the phone's headphone socket.2.
User experience features 2. 1. Client exception
handling The MusicStation client is regularly
downloading and updating files in the background
whilst the customer is using the application. When an
error occurs we may want to retry, inform the user or
do nothing depending on the task that is being
performed and the error that was thrown. This document
describes how we will decide what action to take when
an error occurs. 2.1.1. Exception Listener There are 3
main threads that control the MusicStation client The
UI Thread handles all key presses, the Paint Thread
handles all screen redraws and the Task Thread handles
loading data. Exceptions can be thrown in any of these
threads but they are always passed to the
ExceptionListener exceptionThrownQ method. The
ExceptionListener then decides how to handle the
exception based on: The Exception that was thrown The
Event that caused the Exception The priority of the
Event The super class of the Exception These
parameters are used to lookup the ExceptionConfig for
this exception. The ExceptionConfig contains all of
the information needed to decide how to handle the
exception. 2.1.2. Exception Config The ExceptionConfig
is used to decide whether to automatically retry the
event that caused the exception or whether to show an
error message to the user.The following objects ate
used to configure exceptions: ExceptionConfig:
Contains the default behaviour for this exception
ExceptionEvent: Overrides the default behaviour for a
specific Event and priority ExceptionLang: Contains
the error messages in each language supported by the
device See Figure 8 Data objects used to configure
exceptions. Only exceptions that occur in the Task
thread cause a retry. The following attributes are
used to decide whether and how to retry the Task:
firstRetrylnterval: We may want to initially retry the
request quickly firstRetryCount: The number of times
to retry or 0 to not retry secondRetrylnterval: We may
then want to back off and leave a longer period
between retries secondRetryCount: The number of times
to retry or 0 to not retry allowSessionRetry: If there
is a server error or the file was not found we may
want to disallow the same request to the server for
this session. deleteLocalFile: If the file is
corrupted we may want to delete the local file and
retry loading the file from the server. Any exception
can display an error message to the user. The
following attributes are used to decide whether and
what to display to the user. showAlert: If true,
displays an error message to the user with one or more
options continueOption: Goes back to the last screen
retryOption: Retries the Task upgradeOption: Installs
a new version of the application closeOption: Closes
the application openBrowserOption: Retries die request
in the mobile's WAP browser exceptionLangs: The error
message in each supported languageFor any exception,
these values can be overridden for a particular event
or we can fall back to the values defined for the
exception's superclass. 2.1.3. Device Specific
Exceptions Some devices do not throw the expected
exceptions. For example the Nokia N70 throws an
IOException with message "-34" when the server does
not respond rather than the more specific
ConnectionNotFoundException. The DeviceExceptionConfig
object allows us to specify mappings between device
specific exceptions and the expected exceptions. The
following fields map a device specific exception to
and expected exception: 



exceptionClassName: The Exception thrown by the device
exceptionString: The result of the Exception.toStringQ
method exceptionld: The known Exception this maps to
See Figure 9 Device specific exception 2.1.4. Database
Requirements clientjauild
event_type_set_idFKnumber(10)not NULL
exception_set_idFKnumber(10)not NULL The event and
exception sets are created at build time and the
indexes are used at runtime to map events and
exceptions sent between the client and server.
event__type priorityvarchar(12)DEFAULT NORMAL, in
(MIN, NORMAL, MAX) The prioriyt is used to determine
which events are sentfrom the client to the
serverfirst. Both the priority and severity level can
be updated on the client by the server.event_type_set
idPKnumber(lO) automaticnumber(l)not NULL, default O
countnumbet(12)not NULL, default O guidvarchar(32)not
NULL namevarchat(96)not NULL data_classification
created inserted modified The set of events createdfor
a client build. This set is used at runtime to map
events sent by the client to event ytpes in the
database. event_type_set_item
event_type_set_idPKnumber(10)not NULL
event_type_idPKnumber(10)not NULL
event_type_namevarchar(96)not NULL eventJ
re_indexnumber(l O)not NULL, UNIQUE INDEX
data_classification created inserted modified The
index is the mapping between a client event and an
event type on the server. The index will be defined as
a constant in the EventType data object. All
references to an event in the client code will use
this constant. exception_set idPKnumber(lO)
automaticnumber(l)not NULL, DEFAULT O
countnumber(12)not NULL, DEFAULT O guidvarchar(32)not
NULL namevarchar(96)not NULLdata_classification
created inserted modified The set of exceptions
createdfor a client build. This set is used at runtime
to map exceptions sent by the client to exceptions in
the database. exception_set_item
exception_set_idPKLnumber(10)notNULL
exception_idPK_aumber(10)not NULL
exception_namevarchar(96)not NULL
exception_indexnumber(10)not NULL, UNIQUE INDEX
data_classification created inserted modified The
index is the mapping between a client exception and an
exception on the server. The index will be defined as
a constant in the ExceptionConfig data object. L .U
references to an event in the client code will use
this constant. exception idPK number(10)not NULL
guidvarchar(32)not NULL namevarchar(96)not NULL
event_type_idFKnumber(10)not NULL
class_namevarchar(128)not NULL
superclass_namevarchar(128)
first_retry_intervalnumber(l 0)
fkst_retry_countnumber(10)
second_retty_intervalnumber(10) second_retty_coi
nmxunber(l 0)
aUow__session_retrynumber(l)delete_local_filenumber(l)
show_alertnutnber(l) continue_optionnumber(l)
retty_optionnutnber(l) upgtade_optionnumbe  (l)
close_optionnumbe(l) open_browser_optionnumber(l)
messageJkey_idFKnutnber(l) descriptionvarchar (256)
commentsvarchar (256) data_classification created
inserted modified Contains fields that controlhow an
exception that is thrown on the client is handled. The
exception configuration is included in the JAR at
build time and can be updated at runtime on the client
by the server. exception_event exception_idPKnumber(l
0) caused_by_event_type_idPKnumber(10)
event_priorityPKnumber(10) in (ALL, MIN, NORMAL or
MAX) first_retty_intervalnuinber(l 0)
fitst_retry_countnur aber(10)
second_retry__intervalniunber(l 0)
second_retty_countnumber(l 0)
aUow_session_retrynutnber(l) delete_locd_f enumber(l)
show_alertnurnber(l) contmue_optionnumber(l)
retry_optionnumber(l)
upgrade_optionnumber(l)close_optionnumber(l)
open_browser_optionnumber(l) messageJcey_idFKnumber(l)
event_indexnumber(l 0) descriptionvarchar (256)
commentsvarchar (256) data_classification created
inserted modified Exception handling can be ovenidden
for specific events and specific eventpriorities.
device_exception deviceJdPKnumber(lO)
exception_class_namePKvarchar(128)
exception_stringPKvarchar(256) exception_idFKnutnber(l
0) automaticnumber(l)not NULL, DEFAULT 0
data_classification created inserted modified Maps
deuce specific exceptions onto known exceptions. This
table is populated by the detective during device
commissioning. 2.2. Recommendations This document
describes the approach taken with making
recommendations to customers from within the
MusicStation application. Omnifone views the ability
to make ever-changing,relevant and up-to-date
recommendations as key to the strategy of creating
loyalty towards the MusicStation application.
Recommendations, properly implemented, encourage
exploration and discovery that in turn lead to more
purchases of new music. Additionally they allow us to
optimise the MusicStation experience in the restricted
mobile environment. 2.2.1. Recommendations within
MusicStation MusicStation contains several features
designed at promoting personalised recommendations to
the customer. These features are spread over the Home,
Inbox and Buzz tabs and are described in detail in the
following sections. 2.2.1.1. Recommendations on the
Home tab See Figure 10 Screen Captures -Get new. . .
option Whenever a customer selects the Get new
playlists, Get new artists, Get new albums or Get new
tracks option from the Home tab, they are presented
with a list of menu options, some of which are
personalised suggesting recommendations to the
customer based upon their recent listening habits. The
menu items that contain personalised recommendations
are shown in Figure 11. 2.2.1.2. Information that
influences music recommendations 



Music recommendations for the Home tab are made based
upon the interaction of two factors unique to the
customer: The implicit factor: This is based upon the
listening habits of the customer (i.e. the type of
music they listen to and the frequency with which they
listen to it). The explicit factor: How the customer
actually rates music that they listen to. Also
counting towards the implicit factor will be any
cHck-throughs on Inbox content that the customer has
made (for more information please refer to section
2.2.1A - Recommendations on the u tab) See Figure 12
Screen capture -rating an item. In terms of the
explicit factor Customers are pushed recommendations
for music similar to other music that they have rated
as Love it, andare not recommended any content that is
defined as similar to music they have rated with Hate
it. 2.2.1.3. Making music recommendations These
implicit and explicit factors for each customer are
combined, and mixed with known relationships between
Artists and other Artists, Tracks and other Tracks and
so on. The outcome is a list of personalised
recommendations to the customer. Over time, as we
collect information on which Artists, Albums, tracks
and Playlists are popular (or not), these
recommendations will become even more tightly geared
to what the customer is most likely to find relevant.
The system will automatically push to the customer the
most popular Artist, Albums or Tracks that have direct
relationships with the top Artists / Albums and Tracks
that the customer listens to or purchases. 2.2. 1.3.1.
The importance of 'recency' It is important that
recommendations are only made based upon the
customer's recent listening habits, and not their
listening habits for all time. This ensures that the
suggestions are the most relevant to the customer at
the time of creation, and do not consist of a clouded
swathe of very broad suggestions that are influenced
by a customer that may have, say, very changeable and
diverse tastes. In terms of MusicStation, recency is
defined by the last N Artists / Albums / Tracks or
Playlists that the customer has listened to or
purchased. The actual value of N is configurable based
on observations, enabling fine-tuning over time of the
recommendation process. 2.2.1.4. Recommendations on
the Buzz tab 2.2.1 .4.1. Recommendations through News
See Figure 13 Screen capture -News. All News content
(news stories, events notifications, promotions for
particular Artists etc.) is personalised to the
customer based upon the same implicit and explicit
factors described for the Home tab. Additionally, as
describedpreviously, where users click-through on News
content, e.g. a promotion linking to an Artist
homepage, this event is tracked, and is then used as a
'positive vote' for that Artist in the overall
recommendation process. 2.2.1.4.2. Recommendations
through Buzz members See Figure 14 Screen capture
-Buzz member recommendations. The Buzz tab contains
two main elements that contain recommendations
directed at each individual customer. These are
described in the table in Figure 15. Recommendations
for members (i.e. MusicStation customers) are made by
linking customers whose listening and rating history
for music is similar (internally the system measure
the 'affinity' of customers to all other customers,
and select those with the highest level of affinity
for the customer in case). If a customer selects a
recommended member then they are able to listen to,
and rate, their Shared Playlists. 2.2.2. Supporting
Logical Structures for Making Recommendations We will
have three main structures to support the making of
these recommendations.  Associated Tracks Matrix
Associated Artists Matrix  Associated Customers Matrix
We will discuss the physical infrastructure of systems
in a later section. For the moment it is enough to
consider that these structures will be frequently
refreshed, every 24 hours. 2.2.2. 1. Supporting
Structure 1 - Associated Tracks Matrix The Associated
Tracks Matrix is a matrix of correlations representing
how strongly associated pairs of Tracks are in the
system, based on ratings, and customer
plays.2.2.2.1.1. Stage 1 - Produce counts of Track
associations For Tracks we will build a matrix like
the one above, representing: Counts of customers who
have either/or fully played, or have rated as Love
It!, the Tracks in the pair. Important Notes and Rules
The matrix in Figure 16 only considers a universe of 5
Tracks. We are likely to be considering 500,000 for
go-live. In order to be included as a count in 1), the
user in question must have listened fully (as defined
by the licensing agreements) AT LEAST TWICE. The
rationale behind this is that, if a customer listens
to a Track more than once, then they probably like it.
If they only listen to the Track once then they may
only be exploring new music, but not be impressed
enough to ever go back to it. If a customer rates two
Track pairs highly, and listens to both more that
twice, then this will have the effect of adding 2 to
the corresponding intercept in the matrix. This is the
maximum influence that one user can ever have on a
Track intercept pair. A Track that has been rated as
Love It!, but never played, still counts towards an
association. This matrix covers all Tracks, and all
ratings and plays, across all services, within the
global MusicStation offering. The same applies to the
Artists Associations Matrix described further on. .
You will note that half the matrix is duplicated
across the diagonal. Therefore, in theory, only half
of the matrix is needed. 2.2.2.1.2. Stage 2 - Weight
the Track associationsWe now need to take the matrix
from Stage 1 and apply Weightings and produce
correlations that take account of the fact that some
Tracks might just simply be popular to ALL customers
(and hence are not necessarily highly correlated for
individual associated pairs). The formula that we
apply to do this is known as a TF'IDF formula. A
description of how the TF IDF formula works, in the
context of keywords belonging to a document of web
search, is outlined here: TF = Term Frequency A
measure of how often a term is found in a collection
of documents. TF is combined with inverse document
frequency (IDF) as a means of determining which
documents are most relevant to a query. TF is
sometimes also used to measure how often a word
appears in a specific document. IDF inverse document
frequency A measure of how rare a term is in a
collection, calculated by total collection size
divided by the number of documents containing the
term. Very common terms ("the", "and" etc.) will have
a very low IDF and are therefore often excluded from
search results. These low IDF words are commonly
referred to as "stop words". Notes on this equation:
The TF = frequency (or the intercept value in the
Stage 1 matrix).  The IDF is represented by the latter
(/g) part of the equation, and is a base-2 logarithm.
P(T 1) represents the overall probability of Track 1
appearing at least once in the different pairings in
the matrix (i.e. it is simply how many times it occurs
at least once in a pairing, divided by the total
number of Tracks).  The IDF is raised to the power of
3. This is not a fixed constant, but is something that
can be experimented with in order to refine the
recommendations. A well-known online music-recommender
uses the value of 3 for this constant, and so we would
be wise to follow their knowledge and lead. As an
example of the equation's use, if we wish to calculate
a weighting for Track 1 and Track 2 from the Stage 1
matrix, then we would perform the following
calculation This gives a weighting for Track 1 and
Track 2 of 34. We can now produce a new Weightings
Matrix, shown in Figure 17, including the sum of all
the weightings at the end of each row and column.
2.2.2.1.3. Stage 3 - Normalize the weightings We now
need to normalize the weightings. Essentially all this
means is that we create a new matrix where every
weighted correlation in the matrix is divided by the
overall sum for the correlations in that row or
column. Using the example of Track 1 and Track 2
again, we would simply divide 34 by 110.5, providing a
normalised weighting of 0.31. The result of this is
that we now have a set of normalized weightings lying
between 0 and 1 as shown in Figure 18. In the
resulting table, the nearer the value is to 1, then
the higher the correlation between the Tracks.In the
world of recommendations, the values in the table are
now called Pre-Computed Associations (PCAs), by virtue
of the fact that they are correlations, at that they
are reproduced on ,a regular basis (but generally not
updated in an ongoing manner due to the amount of
number crunching involved). 2.2.2.2. Supporting
Structure 2 - Associated Artists Matrix The Associated
Artists Matrix is a matrix of correlations
representing how strongly associated pairs of Artists
are in the system, based on ratings, and customer
plays, e.g. as shown in Figure 19. The Associated
Artists Matrix of PCAs will essentially be built in
exactly the same way as that for Tracks. The criteria
for inclusion in the Artist Plays Matrix is that the
customer must have fully played at least one track
from that Artist at least twice. Again, the maximum
influence a single customer can have on the matrix is
a an additional value of 2 (in the instance where they
have both rated a pair of Artists as Love It! And have
fully listened to at least one Track from both Artists
at least twice. N.B. Ratings for Tracks or Albums by
this Artist have no influence on the Associated
Artists Matrix. 2.2.2.3. Supporting Structure
3-Associated Customers Matrix The Associated Customers
Matrix is a matrix of correlations representing how
strongly associated pairs of Customers are in the
system, based on ratings, and customer plays. See e.g.
Figure 20. The Associated Customers Matrix of PCAs can
be built as part of the same process for generating
the Associated Artists matrix.The criteria for
inclusion in the Associated Customers Matrix is that
the customer must have fully played at least one track
from the same Artist* at least twice. Again, the
maximum 



influence a single customer can have on the matrix is
a an additional value of 2 (in the instance where they
have both rated THE SAME pair of Artists as Love It!,
and have fully listened to at least one Track from
both Artists at least twice. N.B. Choosing common
Artists here is likely to be beneficial over choosing
common Tracks since the implications for calculations
and processing power will be lowered. 2.2.3. Making
Recommendations This section describes how the
described structures are used to generate
recommendations fro:  "More like this" Track, Album or
Artist  Tracks 'U ou might like"  Albums 'U ou might
like"  Artists 'U ou might like"  Playlists 'U ou
might like"  "Recommended Members" as listed on the
Buzz Cool Members screen  Recommended Playlists as
listed on the Buzz Cool Playlists screen -is this the
same list as Playlists you might like?  "Find in
Playlists?"  Inbox - editorial and promotional All the
functionality described runs at run-time on a
per-request basis*, based upon the calculated PCAs.
See Figures 21, 22, 23, 24 and 25. 2.2.4. Generating
Starred Ratings This section explains how we generate
the 5-star ratings for Artists /Albums /Tracks
/Playlists. 2.2.4.1. Inputs to the rating systemThere
will be two inputs to the star-ratings system -
explicit ratings (i.e. Love It! and Hate it!), and
implicit ratings (i.e. number of listens to Artists /
Albums / Tracks, specifically the number of times a
customer has fully-listened to that Artist / Album or
Track, and at least twice). It is recommended that,
where possible, the ratings be mad up of a 50/50 split
of explicit and implicit measures.* * This will also
have the advantage that customers cannot simply
abusively rate stuff to get it to appear with a higher
or lower star rating. 2.2.4.2. Calculating the 5-star
rating for Artists/Albums /Tracks /Playlists
2.2.4.2.1. Calculating the explicit rating value The
explicit rating for an Artist/ Album/Track/Playlist is
simply based upon the proportions of customers who
rated the Artist/ Album/Track as Love It! against
those who rated it as Hate It!. It is calculated as
follows: 1) Take the number of customers who have
rated the Artist/ Album/Track/Playlist as Love It!. 2)
Divide the value in (1) by the overall number of
customers who have rated the
Artist/Album/Track/Playlist (i.e. either as Love It!
or Hate It!) 3) Multiply by 5 to provide a rating
value out of 5. For example, consider that for Angels
- Robbie Williams, we have 45 Love It! ratings and 18
Hate It! ratings. The rating value is then: 45 Rating
_value 1x5 =3.57 45 +18 2.2.4.2.2. Adjusting the
rating value to handle low number of ratingsI order to
avoid abuse, and to prevent lots of 0 or 5 star
ratings appearing in the system in situations where
only a few customers have rated an Artist/
Album/Track/Playlist, we should always include two
phantom ratings of Love it! and Hatelt! in the
calculation. Thus the final calculation becomes:
2.2.4.2.3. Calculating the implicit rating value For
calculating the implicit rating value we need to
create a baseline for comparison. The most sensible
baseline is one that represents the average number of
plays per customer for all
Artists/Albums/Tracks/Play]ists that have been fully
played at least once by each individual customer (i.e.
it is not fair to include
Artists/Albums/Tracks/Playlists that have never been
listened to within the calculation). We can that take
this baseline to represent a 2.5 rating within the
system, and adjust all other ratings up or down
accordingly by normalising the distribution to around
the 2.5 rating value. As an example, if the average*
number of plays per customer for the Track: Angels -
Robbie Williams is 12.90, and the average number of
plays for all Tracks (that have had at leas one full
play) per customer is 4.66, with a standard deviation
of 4.23, then we would do the following: Average plays
per customer for Angels - Robbie Williams = 12.90
Normalized plays (around a mean of 0) = (AV. PLAYS -
OVERALL AV. PLAYS) / (STDEV) Therefore, normalized
plays (around a mean of 0) = (12.90 - 4.66) / 4.23 =
1.95 Therefore, normalized plays (around a mean of 2.5
stars) = 2.5 + 1.95 = 4.45(N.B. It is feasible that,
in very extreme circumstances, this value could be <
0, or > 5. In this case we will cap the value at 0 or
5 accordingly) The overall representation of how this
works in a universe of 6 Tracks is represented in
Figure 26. * N.B. Use the MEAN average initially, but
we should also experiment with the MEDIAN average
since the latter will have the effect of removing the
influence of individual customers who just play one
Artist/ Album/Track/Playlist in an obsessive manner
(!) 2.2.4.2.4. Calculating the overall rating value
The overall 5-Star rating is calculated by simply
taking the average of the implicit and explicit
ratings, and rounding up to the nearest half star
(round up since we want to be positive in what we
present!). Thus the overall rating for Angels - Robbie
Williams = (3.53 + 4.45)7 2 = 3.99 Therefore Angels -
Robbie Williams receives a 4-star rating. 2.2.4.3.
Calculating ratings for Customers The ratings for
customers will be based upon a 50 / 50 average of: 1)
The ratings and number of listens that a customer has
had to their shared Playlists. 2) The number of
friends the member has. The former is calculated in a
similar manner to that described in section 2.2.4.2,
and likewise, for the implicit part, only considers
Playlists that have been listened to by other
customers and at least twice. Once we have the overall
ratings for all the customer's playlists then we will
simply take an average of all of them to produce a
final rating (5 star or other more desirable
representation). The second part is calculated as the
mean number of friends with respect to the
averagenumber of friends for the entire service data
set, i.e: Normalized friends (around a mean of 2.5) =
2.5 + (AV. PLAYS - OVERALL AV. PLAYS) / (STDEV) 2.3.
Searchfunction This whitepaper describes the search
interfaces, processes and results sets that make up
the MusicStation music search. Due to the nature of
the mobile working environment the search mechanism
within MusicStation has been designed so that it is
simple and intuitive to use, whilst at the same time
being an extremely powerful feature. Emphasis is
placed upon providing relevant and accurate results
quickly to the MusicStation customer base. At the same
time as this, it should be remembered that much
ongoing automated work is being done in the background
to push relevant Artists, Albums, Tracks and Playlists
to the customer under the You might like, Recently
Added and Featured Artists / Albums / Tracks /
Playlists menu options. The contents of these menu
options are updated constantly and are based upon a
customer's unique tastes and their purchasing and
listening habits. 2.3.1. Search Interface 2.3.1.1.
Basic Search The basic search provides quick but
powerful access to the MusicStation music database.
The search is performed by the customer entering a
keyword (or set of keywords) and then further refining
thek search by one of:  Artist  Album  Track
Additionally it is possible to further restrict the
search to non-classical music only or classical music
only, with the default being the selection previously
used. Otherwise the system will search both.2.3.1.2.
Advanced Search The Advanced Search screen allows for
extensive and finer control to be employed over the
search process. Using the Advanced Search screen it is
possible to filter the result set by:  Artist, Album
or Track  Genre  Chart position (highest)  Minimum
customer rating  Language  Country In addition it is
possible to search the following fields for classical
music:  Work Title  Album Title  Composer
Soloist/Performer  Conductor  Orchestra/Ensemble
Record Label 2.3.2. General Principles to Support
Searching in MusicStation There are ten basic
principles that have been adhered to in creating the
MusicStation search. These principles are provided
here with examples where appropriate. 2.3.2.1. No
dependence on non-alphanumeric characters Different
customers will use non-alphanumeric characters in
different ways. For example some may use a hyphen as a
separator in an Artist title. Others may simply use a
space. In the mobile environment entering
non-alphanumeric characters can sometimes be tricky
and is prone to error. Therefore, for the purposes of
search, there is no dependency on non-alphanumeric
characters, and by way of example, the following are
all considered to be equivalent:  s club 7  s-club-7
sclub7 2.3.2.2. No dependence on character case This
simply means that, for example, the following are
considered equivalent 



s club 7  S CLUB 7  S Club 7 2.3.2.3. International
variations of characters are treated as equivalent
Different customers will use non-English characters in
different ways. For example a British person may
search for:  Bjork ..when what they really should be
searching for is:  Bjdrk In MusicStation such
discrepancies do not matter since the search system
matches international variation of English letters to
their English alphabet equivalents (and vice versa).
2.3.2.4. Numerics are treated as the same as their
written equivalents (and vice versa) In an Artist
search a customer may enter, for example, "50 Cent" or
"Fifty Cent". Both these cases are handled by the
system. 2.3.2.5. Abbreviations and different ways of
writing words do not matter Internal mapping . tables
ensure that commonly used abbreviations and equivalent
representations are understood. Thus the following
keywords are all be considered by the system as
equivalent:  Boys to Men  Boys 2 Men  Boys I I MenIn a
similar vein "and" and "Sc" are considered to be
equivalent. 2.3.2.6. There should be no dependence on
correct positioning of "The" We are not concerned
about how "The" is used. For example the following
keywords are all be seen as equivalent by the system
and the correct result will be returned:  The Rolling
Stones  Rolling Stones, The, or simply:  Rolling
Stones 2.3.2.7. Customers do not always enter the full
set of keywords Someone searching for "Rage Against
the Machine" may simply enter "Rage" as a keyword and
expect MusicStation to return a sensible set of
results to choose from. 2.3.2.8. Customers do not
always spell words correctly Though we are primarily
looking for an exact match we recognize that customers
often misspell words. We use fuzzy-logic and phonetic
matching techniques to suggest search Artists, Albums
or Tracks to the customer when all else fails.
2.3.2.9. If they know what they want then take them
there If a customer searches for "rage against the
machine" and this results in 1 result being returned
then they will be forwarded automatically to the "Rage
Against the Machine" Artist Homepage. We will not
present them with a result set containing a single
Artist that they must then click on. 2.3.2.10. We will
learn from use of the system and optimize it
accordingly There may be variations of Artist, Album
or Track names that customers search for, that are
quite different to the one stored in the database.
Structures exist to ensure that when we see a new
variation in a search keyword, we are able to match it
to the intended Artist, Album or Track name, thus
ensuring that all future searches using that variation
are successful. Similarly, when sorting the search
results will make use of knowledge of the popularity
of the results (as played by customers) ensuring that
the most popular (and hence the most likelyresult for
the intended search) are nearer the top. When this is
occasionally not correct the customer may choose an
alpha-sorted view instead. 2.3.3. The Search Process
The following is a description of the search process
from the point where the customer enters their search
keyword(s) for an Artist search. N.B. The same
principles below are also applicable to the Album or
Track searches. 1) An exact match for the entered
search keyword(s) is searched for, but based on the
underlying principles outlined in Section 2.3.2 -
General Principles to Support Searching in
MusicStatioti. 2) We then search for instances of the
search keyword(s) within the Artist names. For
example, given the search keyword "BOB MARLEY", valid
matches are: a) "BOB MARLEY *" b) "* BOB MARLEY *",
and: c) "* BOB MARLEY" (where * is a 'wildcard'
representing any sequence of characters) Matches of
type (a) are viewed as higher priority in the returned
results list than those of type (b) and (c). If (1)
and (2) returns only 1 match then we go direct to
Artist homepage (and the Album Homepage for Albums,
and the Now Playing screen for Tracks). Otherwise we
list matches from 1), followed by matches from 2)
ranked by popularity and then alphabetically. If we
have found matches from the above then we leave the
search routine. Otherwise we move on to approximate
matching:We repeat steps 1) to 4), but this time by
making use of phonetic and fuzzy-logic matching to
find matches that sound similar to the keyword or are
spelt slightly differently. Any matches that are
returned from this process are preceded by the header:
"No exact matches found. Did you mean:" so that it is
clear to the customer that the search results are not
precise matches. The result set is again ranked by
popularity and then alphabetically. 2.3.4. Finding in
results In instances where the results list is large
the customer may search for more specific items by
using the 'Find' option on the 'More popup' menu to
navigate through the list looking for a specific
string. When the customer submits the first occurrence
of it is found. The next result can be moved to
quickly by use of the 'Next' option on the left-hand
soft-key. 2.3.5. Refining the Search It is possible to
refine a search from the results set page using an
option on the TVIore popup' menu. What this means is
that the user may search again (in either the Basic or
Advanced Search) but -with the search keyword box and
all pre-selected filters maintained allowing for them
to be quickly refined. 2.3.6. Format of the
Seatch-Results Set When a search results in a search
result-set being returned the count of elements in the
set will be presented in the top right of the page.
The format of the actual results themselves is
different dependent on whether the search was for an
Artist, Album or Track. These formats are described in
greater detail in this section. 2.3.6.1. Artist Search
The top Artist Name matches are returned, sorted by
popularity of the Artist as measured by the system.
These are followed by further matches of similar (but
lower) popularity, sorted in alphabetical order.
2.3.6.2. Album Search The Album search will return
results in the following format: Album Name - Artist
Name (Year of Release)Having the ear of Release'
ensures that, for example, re-releases (which may
contain bonus or updated tracks) can be easily
distinguished from the original. The top matches are
returned sorted by popularity of the Album as measured
by the system. These are followed by further matches
of similar (but lower) popularity, sorted in
alphabetical order. 2.3.6.3. Searching Tracks The
Track search will return results in the following
format: Track Name - Artist Name (Track Length) Having
the 'Track Length' (in mm:ss) ensures that Tracks
having the same name (but of different length) can be
distinguished. This can often occur with re-mixes on
different Albums. N.B. Having the Album Name here is
deemed as unnecessary and undesirable due to the
overall length of the string that would result in what
is a tightly restricted environment. Also, if the same
Track occurs on different albums, then it will only be
returned once. The top matches are returned sorted by
popularity of the Track as measured by the system.
These are followed by further matches of similar (but
lower) popularity, sorted in alphabetical order.
2.3.7. Find in Playlists At suitable points in the
system, when a Track is being referenced, the customer
can search for that Track within Playlists by using
the 'More popup' option 'Find in playlists'. A list of
Playlists shared by other MusicStation customers (or
contained within other system-published Playlists) is
returned, sorted by popularity. 2.4. Multi-language
support This document describes how we manage and use
messages to build a client build for a specific
device, service and client version.2.4.1. Development
Each client version released by Development has a
default set of messages used by the client. This
message set is maintained during the development of a
release by the developers. Each message in the message
set is text or a label that appears somewhere in the
client. See Figure 27 Properties of a message. A
message is added to the default message set by adding
a record to message_set_item with the next available
message_index. The message index is used in the source
code to access messages in the message set. The index
is defined as a constant in the Message object: public
static int OPEN_LABEL_INDEX = 104; This constant can
then be used to get the message in the currently
selected language:
openCommand.setLabel(messageSet.getMessage(OPEN_LABEL_
INDEX)); This message set is set as the default
message set for a client version. Images that are
packaged in the build are defined in the default image
set. Images are selected from this set based on the
image role. See Figure 28 Properties of an image. The
client version is released with the default message
and image sets. See Figure 29 Properties of the client
version. 2.4.2. Client Version Release The following
records are packaged with a client version release
from development to the Build System:  The default
message set and message set items  The messages and
message keys used by the default message set  The
message langs in English and any other test languages
The default image set and image set items The images
used by the default image set 



2.4.3. Message Translation Translated messages can be
loaded into the Build System at any time. A language
is available for selection by the build user when each
message in the default message set has a message lang
for that language. See Figure 30 Translated messages.
When adding a message to a service message we enforce
that a message lang record exists for all languages
supported by the service. Similarly if a build user
selects a device to use with that service we ensure
that all device messages have a message lang for all
languages supported by the service. Because a client
build is built for multiple languages but we can only
include one icon, logo and splash screen in the jar
there's no need for translation of images. The images
defined for a service are in the default language for
that service. 2.4.4. Device Messages A message set can
be defined for a device. This allows us to override
messages in the default message set for the selected
device. See Figure 31 Device Message properties. For
example a help message may be specific to a particular
device: see Figure 32 Device Message / Help Message
properties. At time of build, messages defined for the
selected device override messages in the default
message set that have the same message key. 2.4.5.
Service Messages Messages can also be defined for a
service. These messages override the default and
device message sets although in practice messages
should be either device specific or service specific
and not both. See Figure 33 Service Messages. A
service also has a default language and a set of
service languages. These are set as the default
language and supported languages for the client build
however the build user is able to editthese before
doing the build if the build needs a different default
language or only a sub-set of the languages. 2.4.6.
Service And. Device Specific Message And Images In
some instances we want to specify that a message or an
image is specific to a particular device and a
particular service. For example we may want to use an
service icon that has been manually resized on a set
of devices. See Figure 34 Service and Device Specific
Messages. 2.4.7. Message Substitution Any service or
device property that can be referenced in the database
is available for substitution into the default message
set. For example to substitute the customer support
phone number: To get help please call
${service.company.companyAddress.customerSupportTeleph
one} The default message set supports substitution and
this is hidden from the build user. When they view the
default message it will have the phone number already
substituted in. Device and service messages also
support substitution. The tools that manage device and
service messages should hide the syntax from the build
user. If a substituted value isn't defined for a
device or service the build user is required to set
the value before the build can proceed. 2.4.8. Client
Build The user has chosen the client version, device
and service. The default message set for the version
provides the base for the messages selected for the
build. These messages are then overridden by the
device and service messages sets respectively. These
are then overridden by any messages specified in the
service_device message set. The selected languages for
this build ace then used to filter the message lang
records for the supported languages.A client build
message is created for each message in each language
and copied into the client build message table for
this build. See Figure 35 Client Build message. Taking
a copy of the message at build time allows us to:
Keep a record of any substitutions made  Update
messages without having to duplicate locked messages A
client build image is created for each image in the
default image set and then overridden with any images
in the service image set. These are then overridden by
any images specified in the service_device image set.
These images are then resized and renamed and packaged
in the jar. Client build messages and images form part
of the client build definition and are published to a
Production Server when that client build is published
to it. 2.4.9. Publishing Client Builds For each client
build the following message related tables are
released to the Production System:  Client_build: The
record for this client build  Client_build_message:
The records for this client build  Message: Each
message referenced in client_build_message
Message_key: The key for each message  Message_lang:
The message_lang for each message in each supported
language.  Client_build_image: The records for this
client build  Source image files: Each image file
referenced in client_build_image 2.5. Roaming network
selection When the phone is "Roaming" a user will
experience additional charges when using MusicStation.
These charges will be applied when a user downloads
tracks or whenMusicStation updates menu items and
images while the phone is roaming. A user can
configure the Roaming behaviour for MusicStation.
2.5.1. Configuring Roaming Behaviour See Figure 36
Screen capture- Roaming options Within MusicStation a
user can configure the Roaming behaviour for
MusicStation. See Figure 37. I f the Roaming behaviour
for Menu < 'picture updates is set to Ask they -will b
e shown a warning message which will ask them to
approve / deny downloads, updates and additional
charges while roaming for a given session. See Figure
38 Screen capture - Roaming Warnings When the user
attempts to download a track while Roaming and the
Roaming behaviour for tracks is set to Ask they will b
e shown a warning message which will ask them to
approve / deny downloads, updates and additional
charges while roaming. This action, approval / denial,
will configure the settings for the current session.
See Figure 39 Screen capture - Roaming Warnings -Ask
prompt 2.5.2. Roaming Warnings and Errors Blable
actions can b e classify in two categories:  Track
Downloads -downloading of audio files.  Menu and
picture updates -updating of menus includes items such
as Chart listings, You might. like recommendations,
Cool members and Buzz playlists. Updating of pictures
such as a changed image on a Buzz profile or
downloading new images for artist and album pforiles.
The follow process will occur for every connected
billable action for each new session of MusicStation.
The server should examine the response headers of all
requests coming from the client.  When roaming is
detected and the user selects a bilkble action then
examine the roaming option set for mat type of action
on the Options menu.  If that action is marked as On
(allow) on the Roaming options menu then the action
will be performed as normal.  If that action is marked
as Off (disallow) on the Roaming options menu then a
popup will be displayed explainng that it is blocked.
If that type of action is marked as Ask on the Roaming
options then the first time in a session that an
action of this type is selected then the Roaming
Warming will be displayed. Subsequent actions will
then be treated based on the answer that the user
provided. 2.5.3. Roaming Warnings 2.5.3.1. Roaming
Options set to Ask When bilkble actions are set to Ask
on the Roaming Optios menu the following Roaming
Warning is displayed. The user will be prompted to
select a setting for this type of billable action
while roaming. See Figure 40 Screen capture - Roaming
Warning -Ask prompt  If the user selects Don't Allow
then die all subsequent actions in this area will
display the Roaming error for the rest of this session
or until Reset Location is selected  If the user
selects Allow then all subsequent actions in this area
will go ahead with no further prompts, for the rest of
this session or until Reset Location is selected  If
the user selects Terms & Conditions a WAP page display
terms and conditions for MusicStation use. Closing the
WAP browser returns to MusicStation at the above
prompt. As soon as the user returns to their home
network this warning would no longer be displayed.
2.5.3.2. Roaming Options set to OnWhen billable
actions ate set to On on the Roaming Options menu the
following Roaming Warning is displayed the first time
a user performs a billable action in a roaming
session. The user may have set the roaming preferences
some time in the past and forgotten that they had
allowed these chargeable actions. See Figure 41 Screen
capture -Roaming Options set to On. The user is warned
that they will be charged for either track downloads
or menu and picture updates. Track downloads and / or
menu and picture updates will proceed. These options
can be changed on the Roaming options menu. > 2.5.3.3.
Roaming Options set to Off When billable actions are
set to Off on the Roaming options menu the following
Roaming Warning is displayed the first time a user
performs a billable action in a roaming session. See
Figure 42 Screen capture -Roaming Options set to Off
The user is warned that Track downloads and / or menu
and picture updates will not proceed. These options
can be changed on the Roaming options menu. 2.5.4.
Detecting Roaming The following process describes how
MusicStation detects that a phone is roaming:  Every
HTTP request from the MusicStation client to our
server goes through the MNO's gateway  They have
configured the gateway to add certain information to
the header. For example: X-WSB-Identity:$(MSISDN);
X-TELENOR-SGSN:$(ElADIUS:SGSN-IP-Address)^:-
bearer:$(BEARER_TYPE)  The second field here is the IP
address of the SGSN. It is the IP address of the
gateway which the handset is communicating through.
We compare this IP address with a list of IP addresses
of the gateways on the MNOnetwork.  If the IP address
is not on this list then this means that the handset
is roaming 



The server makes this evaluation by looking up the IP
address in the list and if it decides it is roaming it
then it pushes that status back to the client which
will then run through the rules and user prompts
described in 2.5.2. Roaming Warnings and Errors. 3.
Community features In addition to an end user's
ability to interact with the server in an individual
capacity the client and server also provide certain
community functionality whereby users can interact
with one another. Each user has the ability to create
an individual profile, send 'friend' requests to other
users and thereafter send their playlists or
recommendations by artist, album or individual tracks
to confirmed 'friends'. 3. 1. Registration The first
step in participating in the community features is the
requirement for a user to register a unique profile
within the community environment (also known as Buzz)
3.1.1. N o member name defined When the user attempts
to access the community features but the user has not
registered their Buzz user name then the Buzz home
page displays an invitation for the user to register
with Buzz. Member name is only mandatory field:
customer_preference.nickname In addition the user can
optionally enter a catchphrase and/or select an image
as their avatar:  customer_preference. catchphrase
customer_preference.avatar_image_idIf member name is
unique in this service, and passes the swear word
filter then the Buzz home page shows the newly defined
details for this member. If member name is not unique
in this service the client returns to the screen,
replacing the user entered member name with the
suggested member name for the user to either accept or
modify. When the user has provided a member name then
the Buzz home page shows the previous details for this
member and a count of the user's confirmed friends and
the number of listens to their shared playlists:
Customer_count.friend_count  playlist_count.play_count
3.1.2. Member name defined When the user has provided
a member name then the Buzz home page shows details
for this member.  customer_preference.nickname
customer_preference.avatar_image_id
customer_preference.catchphrase
customer_data.calculated_rating  Customer_cou
pt.friend_count (count of customer_to_customer where
customer_id = ${customerld} and
customer_to_customer.friend_status APPROVED)
play_count_otherplaylist (sum of
playlist_count.play_count where
playlist.owning_customer_id = ${customerld}) Rating is
computed from their popularity. The algortihm is
included in 2.2 Recommendations. Menu options give
access to shared playlists and ranked community
members (3.4 Buzz Cool Members) who will be of
interest to this member. They also give access to the
user's own playlists and their friends (3.6.1 Buzz
Friends).3.2. Edit My Profile An option exists via the
context sensitive menu that allows the user to edit
thek profile, which is displayed on their Buzz profile
screen and can be viewed by other members if
appropriate options are set. It is displayed when the
user selects an "Edit My Profile" option from the
context sensitive menus within the Buzz Main screen.
The user can edit their Member Name, their
catchphrase, their image and viewing options:  Show
Profile - controls whether this member's profile is
ever visible to other members. The default is Yes.
Show my top tracks - controls whether this user's
favourite artists are listed on their member profile
screen. The default is Yes. 3.3. Shared Playlists A
menu option gives access to shared playlists which
will be interesting to this user. "You Might Like"
playlists are other users' shared playlists which have
been selected for this user by the Recommendation
Engine. See 2.2 Recommendations. For each shared
playlist the client displays the Shared playlist name,
the star rating and the member who created the
playlist:  playlistname  playlist.owning_customer_id
customer_info.recommend_playlist_set_id
playHst.image_set_id  playlist_data.calculated_rating
3.4. Bu CooI Members A menu option gives access to
members who will be interesting to this member. "You
Might Like" members are other members who are similar
to this member. See 2.2 Recommendationsfor detail of
how this list is created. Only members who have the
"Show Profile" option set on thek Edit My Profile
screen and are not already confirmed friends of the
user will be listed here with the following details:
customer_preference.nickname
customer_preference.avatar_image_id
customer_info.recommend_customer_set_id
customer_data.calculated_rating  count of playlist
where owning customer_id = ${recommendedCustomerld}
3.5. Another Member Profile A user can view details of
another member of the MusicStation service. When a
member is opened from a list of members (e.g. from the
3.4 Cool Members screen) aspects of their profile are
displayed. This screen can never be shown for a member
who has not yet signed up to Buzz and set up at least
their member name. The view includes a list of all of
this member's playlists that they have shared. Opening
one of these displays the playlist. For each playlist
the screen shows the rating and the number of times
that a track from that playlist has been listened to
with a qualifying play. If there are no shared
playlists then the message "This member has not yet
shared any playlists." is displayed in this section
under the Shared Playlists heading. ' In addition, a
list of the other member's top tracks is displayed.
This section (including the title) is only shown if
the member being displayed on this screen has the
"Show my top tracks" flag set on the 3.2 Edit My
Profile screen. The list displays this member's top 5
tracks. This is the all time top 5 most played tracks
by this member listed with most popular at the top.
The user can select Play on any of these tracks. The
fields included are:  custome^preference.nickname
customer_preference.avatar_image_id
customer_preference.catchphrase
customer_data.calculated_rating
pky_count_otherplaylist (sum of
playlist_count.play_count where
playHst.owning_customer_id = ${customerld})
Customer_count.friend_count (count of
customer_to_customer where customer_id = ${customerld}
and customer_to_customer.friend_status = APPROVED)
playlistname  playlist_data.calculated_rating
playlist_count.play_count . playlist.image_set_id 3.6.
Bu d as Friend This screen is displayed when a user
selects "Add as Friend" option from the context
sensitive menu anywhere a member is selected. The user
can send a message as part of their friend request.
When the Add as Friend option is selected against a
member, and the member is not yet this user's friend a
friend request screen is displayed with fields for the
name of the member the friend request is going to and
a text body where the member can enter some text which
will be sent to the other member as an introduction as
to who they are. Fields include:
customer_preference.nickname
customer_to_customer_request.body 3.6.1. My Friends A
"My Friends" menu option displays a list of this
member's friends. If the user has no friends then this
displays the message "Your list of friends will be
shown here". In addition a list of this member's
pending friends requests is dsiplayed. This title and
list is not shown if there are no pending requests.
Fields include:  count of customer_to_customer where
customer_id = ${customerld} and
customer_to_customer.friend_status = APPROVED  from
customer_to_customer_request where friend_status =
REQUESTED3.6.2. Add Friend by Name A user can select
an "Add Friend by Name" menu option to add another
user by their profile name. This option is only
available if this user has done the Buzz registration
and registered their member name. The user needs to
enter the member name of the friend to send friend
request to. Fields include:
customer_preference.nickname
customer_to_customer_request.body When the member
selects "send" and a member with that name is found
(whether that member has their Show Profile option set
or not) a When the member selects "send" and no member
of that name is found the user is notified and asked
to re-enter the member name. When the member selects
"send" and that member is already this user's friend
the user is again notified to this effect 3.6.3. Add
Friend by Telephone Number This screen is displayed
when a user selects an "Add Friend by Number" option.
The user needs to enter the phone number of the friend
to send friend request to. We assume that they are
entering without the country code and the default
country code will be that of the country that the
service is associated with. Fields include:
customer_person.mobile_msisdn
customer_to_customer__request.body When the member
selects "send" and a member with that number is found
(whether that member has their Show Profile option set
or not) a When 



the member selects "send" and no member of that number
is found the user is notified and asked to re-enter
the member name. When the member selects "send" and
that member is already this user's friend the user is
again notified to this effect3.7. Send Track or
laylist This screen is displayed when a user selects a
"Send to Friend" option on a track or playlist
anywhere in the context sensitive menus. The user may
select one or more friends to send the track or
playlist to. The user must have their own member name
set and at least one friend for the Send to Friend
option to be enabled. Fields include:
mail_attachment.track_id  customer_preference.nickname
customer_mail.customer_id  mailbody A list of this
member's friends is displayed. The user clicks a
friend to select and clicks again to deselect. Any
number of friends may be selected. For each friend
thek rating, number of friends and number of listens
are displayed. On selecting send a confirmation
message is displayed and the user is returned to their
initial screen. 3.8. Send a Message The client also
has the capability od sending a message without the
addition of content identification. The message screen
displays the following fields:
customer_mail.customer_id customer_preference.nickname
mailbody 3.9. Who 's Listening This screen is
displayed when a user selects a 'Who's Listening"
option from the More menu on a track, album, artist or
playlist anywhere in the menus. The screen shows the
last ten members registered with Buzz who played the
item that this user selected Who's Listening option
on. What is displayed depends on the type of objects
the option was selected against as follows: Track -the
last 10 members to play that track  Album -the 10
members to play a track that is in that album  Artist
-the last 10 memebers to play a track by that artist
Playlist-the last 10 members to play a track from that
playlist. The fields are:  customer_track order by
last_play_date  customer_release order by
last_play_date  customer_artist order by
last_play_date  customer_playlist order by
last_play_date 3. 10. Inbox Included in the community
views is an "Inbox" that displays all messages to a
user including messages and recommendations from other
users. 3.10.1. Inbox Track Recommendation Message
Arrived When a member sends this user a track a
message will appear in the Inbox with the following
fields defined:  mailkind = MESSAGE
mail.from_customer_id  mail.sent_date  mailkind =
TRACK RECOMMENDATION  mail.from_customer_id If the
user opens a message by selecting it then a message
screen is displayed with the following fields:
mail.from_customer_id
customer_preference.avatar_itnage_id mail.sent_date
mail_attachment.track_id Recommended tracks. Albums,
attists or playlist names appear highlighted in the
message and as a user scrolls through the message each
subsequent one is highlighted. Clicking on a track
name has the same behaviour as if the user had
selected Add to Playing on a track in a track list.
I.e. the track will be added to the end of the current
playlist and a popup displayed notifying the user of
this. 3.10.2. Inbox Playlist Recommendation Message
Arrived When a member sends this user a playlist a
message will appear in the Inbox with:
mail.from_customer_id maiLkind = PLAYLIST
RECOMMENDATION mail_attachment.playlist_id If the user
opens a message by selecting it then a message screen
is displayed with the following fields:
mail.from_customer_id
customer_prefetence.avatar_image_id  mail.sent_date
mailbody  mail_attachment.pkylist_id 3.10.3. Inbox
Friend Request Message Arrived When another member
makes a friend request to this member then a message
will appear in this member's inbox. When opened they
have chance to approve or deny it. We do this within a
popup since the user is being asked for interaction.
The message heading displays:
customer_to_customer_request.to_customer_id ,
customer_to_customer_request.fiend_status = REQUESTED
Opening the message displays:
customer_to_customer_request.to_customer_id
customer_to_customer_request.body Selecting continue
displays a pop-up with the options:  Approve -only
displayed if Friend Request highlight (don't grey out
since for vast majority of Inbox items this option is
not relevant)  Deny -only displayed if Friend Request
highlight  Block -only displayed if Friend Request
highlight  Report Abuse -only displayed if Friend
Request highlight The users response is stored in:
customer J:o_customer_request.response (APPROVED,
DENIED, BLOCKED, ABUSED) 3.10.4. Inbox Friend Request
Response Arrived When a member responds to a friend
request from this user then that response will appear
in this member's inbox. There are three possible
responses that this member will see depending on
whether the other member accepted, denied or blocked
the friend request:
customer_to_customer_request.friend_status The table
in Figure 43 shows the title, content and result of
the responses. 3.10.5. Inbox Text Message Arrived A
text message is similarly displayed in the Inbox and
the relevant fields are: mail.from_customer_id
customer_preference.avatar_image_id  mail.sent_date
maiLbody 3. 11. General Message Alerts and Expiry
3.11.1. Message Alerts When a message or messages
arrive for a member then we display one of the small
popups at the base of the screen. The popup will be
displayed once for each group of messages that arrive,
and can be displayed as soon as the server has passed
those messages to the client. The next messages will
be checked for and displayed 2 seconds after the
client has snapped back to the Now Playing screen so
as not to interrupt the user flow. If there is no
Current Playlist then the popup is displayed 2 seconds
after when the client would have snapped back if there
had been a Current Playlist. After one popup has been
read and acknowledged then if any more messages arrive
during this session then another popup will be
displayed. Messages sent while this member was offline
will therefore likely be displayed soon after they
start the application. 3.11.2. Message Expiry Read
messages will be expired 1 day after they have been
read. Unread messages will be expired 5 days after the
user has been alerted to their existence. Unread
messages will be expired 30 days if the user has not
been in the application and hence not been alerted to
their existence. Expired messages will be removed from
the Inbox at a convenient time. It is not essential
that the expiry periods are adhered to exactly. For
example they might be removed from the Inbox at the
start of the next session after their expiry. An
additional field is therefore defined for the date
mail is received: customer_mail.received_date 4.
Graphic User Interface (GUI) features Appendix 1
describes the GUI. 5. Communications architecture 5 .
1.mCom 5.1.1. Overview MusicStation client
applications are requited to connect to the
MusicStation server to download and upload various
data. The protocol that MusicStation uses to connect
to the server must be capable of being implemented on
a variety of client technologies, e.g. Java, Symbian,
and Windows Mobile. It must also solve the issues
documented in the document "Connected MusicStation
Issues and Requirements" 5.1.1.1. Protocol History
MyFone used HTTP to transfer data. This experience
showed up several issues with the HTTP request and
response having to pass through operator gateways.
Operator gateways and various mobile phones regularly
interfered with the HTTP headers, usually by failing
to forward them. This is one of the key factors that
led to the creation of this protocol. To transfer
several files in one response, this protocol took
inspiration from MIME. An earlier revision of this
document used MIME like boundaries to separate the
different files in the response. This was changed to
use the offset and length notation in the header. This
allows a client to quickly access the data objects.
Only the header needs to be parsed, and not the body 



contents, (see section 3.2.7) Previously status codes
used a binary representation to allow them to be
extensible whilst still being understood by older
clients. This has been simplified to use integer
values that can be easily understood by humans as well
as by the client. The server sending the most
appropriatestatus code to the client addresses the
issue of introducing new status codes. The server will
only ever send status codes that the connected client
version understands. It was previously not possible to
uniquely identify acknowledgments if the same file had
been requested several times in a session, or if the
acknowledgement was sent in a different session to the
session that the data file was sent in. The
acknowledgement id principle used in Sent and Put
lines solves this issue. 5.1.1.2. Protocol Overview
The client must initiate all communication because of
the way in which mobile phones connect to the
internet. As the mobile phone does not have a static
IP address, and because it will usually connect via a
mobile operator gateway there is no way for the server
to initiate the communication. MIDP2.0 handsets could
use the Push Registry functionality to send an SMS to
the application requesting that the client makes a
request to the server, but this functionality may not
be available on all target handsets and client
platforms, so therefore the MusicStation protocol
should be based upon the client initiating the
communication. The protocol must be able to run over
HTTP and TCP/IP socket connections. These are the two
most commonly available connections made available to
us by the client platforms. The protocol will assume a
reliable transport layer. The protocol will not need
to be able to rerequest individual packets of a
particular response. Therefore UDP socket connections
will not be a supported transport mechanism. To
support an unreliable transport layer would require a
lot of extra functionality in the MusicStation
protocol and TCP is available on all clients that have
UDP. The protocol must be able to support the client
transferring data to the server as well as the client
making requests for data from the server. This is
required so that error data, logging data, usage data,
playHst information and user related data can be
transferred from the clients to the server. As the
MusicStation is a request / response protocol it is
modelled closely on HTTP, borrowing several of HTTPs
features. The MusicStation protocol is text based
using the ASCII character set only, this is so that it
can be implemented on many different client platforms
without any of the encoding issues associated with
binary data.The diagram below shows the
request/response flow between the client and the
server. This is an example of a simple request from
the client being fulfilled by the server. AH
client/server communication happens in this same basic
way. See Figure 44 Request / response flow between
client and server The next diagram shows how the
server sends a request to the client. As the
client/server communication must always be triggered
by a client request, the only way for the server to
make a request from the client is for the server to
piggyback the request on a response it sends to the
client. See Figure 45 Server sending a request to the
client. Note that in normal operation the server will
always respond to a client request, even if there is
no data in the response. The response may include just
a status code (see "The Server "Response" protocol'
section). Robot clients and requests exceeding a
requests per minute threshold are not normal
operation, and the server has no obligation to respond
to these requests. Real clients that do not receive a
server response are expected to retry the request
after a reasonable time. Like HTTP the MusicStation
Protocol uses a header to hold the meta-data about the
body of the message, which contains the actual data
being transferred. This document describes the
protocol, which is concerned with just these headers.
The body of the message can differ for the various
client implementations. Like HTTP the header and body
are separated by an empty line. 5.1.2. The Client
Request protocol 5.1.2.1. Header 5.1.2.1.1. The
protocol identifier The first part of any request will
be the protocol identifier. This is so that the server
receiving this request can validate that the data it
has received is indeed from a client. The protocol
identifier should be short so that it does not put an
overhead on the request. The protocol identifier used
by MusicStation is:MSTP This stands for MusicStation
Transfer Protocol. 5.1.2. 1.2. The protocol version
number Along with the protocol identifier is the
protocol version number. This protocol identifier is
entirely separate from the client version number, the
server version number and the data objects used by the
client version number. There can be many different
versions of the client application that will all use
the same protocol version number. The protocol version
number will be in the form major.minor The minor
number should be increased for incremental changes to
the protocol, and the major number should be increased
with significant changes to the protocol. Initial
development versions of the protocol will have a major
number of 0. This will be incremented to 1 on the
first production release of the protocol. The server
software should always be able to handle every
released version of the protocol so that it is
backwardly compatible with all older client versions.
The protocol version number will be on the same line
as the protocol identifier, and separated from the
protocol identifier by a forward slash. ' ' MSTP/0.1
This line indicates that this is version 0.1 of the
MusicStation protocol. 5.1.2.1.3. The request
identifier Each request sent by a MusicStation client
will include an identifier. This identifier must be
unique to this request in the current session. There
is no requirement for the request identifier to be
globally unique. This request identifier can be any
string up to 32 characters long. This could be
implemented as an integer starting at 1 and being
incremented for every requestmade by the client. This
request identifier is requited so that the server can
identify duplicate requests from clients. MyFone
experience has shown that mobile phone client requests
can sometimes be very unreliable. This means that the
client must be able to automatically retry a request
if it has not received a response within a reasonable
amount of time. When the client has not received a
response, this could be because the request never got
as far as the server, or it could be because the
server's response got lost in the operator gateway on
it's way back to the client. By including the request
identifier it is straightforward for the server to
identify duplicate requests. The client must send the
same request identifier for any re-tried requests. The
request identifier can come at any point underneath
the request identifier and request version number.
MSTP/0.1 Requestld: 123456 This identifies a request
by this client. If the client retries this request,
the request id in the retry must by 123456. 5.1.2.
1.4. Client name and version number Every request must
include the client name and version number. This
information can then be used on the server to perform
a look up of the abilities of this client. This means
that new abilities can be added at any time to the
client without having to change the information given
in the protocol. For example, if a client identifies
itself as the MIDP version 0.4.6 client, then the
server knows which format it need to return the data
objects in. The server also knows what music encoding
is supported by this client. And the server knows that
this client does not support encrypted music
files.MSTP/0.1 Requestld: 123457 Client: MusicStation
0.4.6 MIDP Nokia/N70 This identifies the client as the
Java client version 0.4.6 running on a Nokia N70
handset. The server can then look up which abilities
this client has. The format of this string:
"MusicStation" [major]. [minor]. [micro] "Variant
name" "Platform identifier" See Figure 46 for details.
5.1.2. 1.5. User's globally unique identifier Every
request must include the user's globally unique
identifier. The one exception to this is the initial
registration request. If a request does not include
the user's globally unique identifier, then the server
will respond with notification that the client is
required to register. This globally unique identifier
allows the server to lookup various information about
the user. The client should not construct the globally
unique identifier. The identifier will be created by
the server during the registration process, and then
assigned to the client. The client must then include
this identifier in every subsequent request. MSTP/0.1
Requestld: 123458 Client: MusicStation 0.4.6 MIDP
Nokia/N70 UserGUID: AB12YZ This identifies the user
with the Globally Unique Identifer AB12YZ. The server
can use thisinformation to look up user details such
as preferred language, territory, operator and
branding. 5.1.2.2. Data requests 5.1.2.2.1. Basic data
request Most of the requests from the client will be a
request for data from the client. For example the
client may request the latest news from the server.
MSTP/0.1 Requestld: 123459 Client: MusicStation 0.4.6
MIDP Nokia/N70 UserGUID: AB12YZ Get: inbox.data This
is an example of a request for the inbox.data data
object file. 5.1.2.2.2. Data request with path
information Data requests may also have path
information associated with them. This uses a syntax
similar 



to HTTP. URLs. A / (forward slash) character is used
as a directory separator. MSTP/0.1 Requestld: 123459
Client: MusicStation 0.4.6 MIDP Nokia/N70 UserGUID:
AB12YZ Get: games/namethattune/question.data This is
an example of a request for the question.data data
object file which has the path games/namethattune.
5.1.2.2.3. Data request with query Data requests may
optionally include parameters that the server will use
to construct the data object to be returned to the
client. This request data is included by using HTTP
query stringsyntax. MSTP/0.1 Requestld: 123460 Client:
MusicStation 0.4.6 MIDP Nokia/N70 UserGUID: AB12YZ
Get:
advncedSearch.data?type=ariist&query=artist%20name&cou
ntty=uk&language ::::en This is an example of a
request for the advanced search results. The requested
resource has a ? (question mark) character to separate
the name of the requested resource from the parameters
for this resource. The parameters are name/value
pairs. Each name/value pair is delimited by a &
(ampersand) character, and the name and value part are
separated by an (equal sign). The values have been URL
encoded, so that the space character in the search
term "artist name" has been replaced by the URL
encoded version %20. 5.1.2.2.4. Data request with
multiple requests The client may request multiple
resources from the server at the same time. To do
this, the client sends several GET lines, one for each
resource requested. MSTP/0.1 Requestld: 123461 Client:
MusicStation 0.4.6 MIDP Nokia/N70 UserGUID: AB12YZ
Get: inbox.data Get: charts.data This is an example of
a request for the inbox.data file and a request for a
charts.data file. A situation like this may occur when
the client is making a request for a resource it
requires immediately (in this example inbox.data), and
is also required to update a resource in the
background (in this example charts.data). The GET
lines should be ordered in the priority that the
client would like the receive theresources in the
server response. Occasionally the client may have a
partial response cached, and require only some of the
data returned from the server. In cases like this, the
client may want to make a request for only a certain
part of the data. The client can do this by using the
range parameters on a GET line. The range parameters
are separated from the requested resource name by a ;
(semi colon) character. If there is more than one
range parameter then the range parameters are
separated by a ; (semi colon) character. The range
parameters are from and to. Both of these should be
followed by an = (equal sign) character, and then an
integer number of bytes. 5.1 .2.2.5. Partial data
request Below is an example of a partial request for
the inbox.data file. The client is requesting all of
the inbox.data file from the 34th byte onwards.
MSTP/0.1 Requestld: 123462 Client: MusicStation 0.4.6
MIDP Nokia/N70 UserGUID: AB12YZ Get: inbox.data;
from=34 Below is an example of a partial request for
the inbox.data file. The client is requesting all of
the inbox.data file from the 128th byte up until the
256th byte. MSTP/0.1 Requestld: 123463 Client:
MusicStation 0.4.6 MIDP Nokia/N70 UserGUID: AB12YZ
Get: charts.data; from=128; to=256 When making a range
request, the client should not expect the returned
data to be of the rangeasked for. The server response
will include the details of the range returned, and
the client should use the range information in the
.server response, and not the range information in
it's own request for further processing. This is
because the server may have a reason for returning a
different range of data. For example if the data has
changed since the client last requested it. 5.1.2.3.
Sending data to server On occasions the client may
need to send data to the server. For example, to send
error information to the server. The client can do
this by using the put line. A Put line has several
parts. Each part is separated by a ; (semi colon).
Put: error.data; ackld=l; offset^O; length=160;
type^'application/octet-stream" where: see Figure 47
for details of error data. This is an example of the
client sending error data to the server. See Figure
48. The block of zeros and ones signifies the body of
the message. This is the binary data that is being
transferred by this protocol. The format of this data
is outside the scope of this protocol because the
format will differ depending on the client
implementation technology. The data in the body starts
at position 0, and has a length of 1,60 bytes. The
offset and length values in the Put line reflect this
information. The content type in the Put line tells
the server how to interpret this data. 5.1.2.3.1. Send
data with multiple puts The client may b e required to
send multiple resources to the server at the same
time. In a similar way to using multiple Get lines,
the client may send multiple Put lines. See Figure 49
for an example of the client sending error data and a
photo to the server. In the body of the request, the
error data is shown in bolder text to the photo data.
The length and offset positions in the request tell
the server the offset into this data, and the length
of thedata. 5.1.2.3.2. Send data with parameters In a
similar way to the Get line, the Put line also
supports parameters on a Put. The syntax for this is
the same as the Get line syntax, which is modelled on
the HTTP query string syntax. In Figure 50 is an
example of the server sending a Jpeg photo with a
single parameter (name "Fave Tracks"). Note, although
the Put line is very similar to the Get line, the Put
line does not support the range values From and To. A
failed Put will require a full resend of the data. The
client will know whether the Put has failed because it
will not receive an acknowledgment receipt from the
server (see 'The server "Response" protocol' section)
5.1.2.3.3. Client acknowledgements So that the server
can always have perfect knowledge of what data exists
on each client, the client is required to acknowledge
the receipt of every piece of data sent to it by the
server. This is done by sending one Ack line for each
data file successfully received and stored. The Ack
line parameter is the ackID assigned by the server
when it sends the file. MSTP/0.1 Requestld: 123466
Client: MusicStation 0.4.6 MIDP Nokia/N70 UserGUID:
AB12YZ Ack: 200606191 1030001CHARTS This request shows
the client acknowledging that it has successfully
received and stored the data file which had an
assigned acknowledgment id of 2006061 911030001CHARTS.
The client must only acknowledge fully received files.
It must never acknowledge partially received files. If
a client partially receives a file, it should make a
Get range request for the rest of the data. Once all
of the data has been received and stored, the client
can then send theacknowledgement for this data.
5.1.2.3.4. Client acknowledgment with multiple acks A
request may include multiple acknowledgement lines.
MSTP/0.1 Requestld: 123466 Client: MusicStation 0.4.6
MIDP Nokia/N70 UserGUID: AB12YZ Ack:
2006061911030001CPiARTS Ack: 200606191 1030001INBOX
This request shows the client acknowledging that it
has successfully received and stored the data files
with acknowledgement ids of 200606191 1030001CHARTS
and 2006061911030001INBOX. 5.1.2.3.5. Not acknowledged
notification If the client does not successfully
receive and store a data file it has requested, it
should send a Not Acknowledged notification to the
server. MSTP/0.1 Requestld: 123466 Client:
MusicStation 0.4.6 MIDP Nokia/N70 UserGUID: AB12YZ
Nak: 2006061911030001CHARTS This request shows the
client telling the server that there was a problem
with the receiving or storing of the data file with
acknowledgement id 2006061911030001CHARTS. The server
will now know that this file does not exist on the
client. Usually when the client sends a Nak, it is
very likely to have some accompanying error data that
explains the reason for the Nak. If the server
receives a Nak, and no error data, it may want to ask
the client to send the log file details. If the client
persistently sends Naks to the server, theserver may
want to increase the logging level on the client to
help identify the cause. 5.1.2.4. Session identifier
Each request the client sends to the server should
include a session identifier. The client should not
remember this session identifier between restarts. On
the first request after starting up, the client should
not include a session identifier. The server will
respond by sending back a new session identifier. The
client should then include this identifier in every
subsequent request until the user closes the client. 



MSTP/0.1 Requestld: 123467 Client: MusicStation 0.4.6
MIDP Nokia/N70 UserGUID: AB12YZ Sessionld:
FJSKNfBKSKSDKELSH Get: inbox.data This request shows
the client has previously been assigned a session
identifier of FJSKNBKSKSDKFLSH. For more details on
how the client gets this session identifier see the
'Server "Response" protocol' section. 5.1.3. The
Server Response protocol 5.1.3.1. Header 5.1.3.1.1.
The protocol identifier The protocol identifier used
in the server response should be identical to the
client request protocol identifier. Clients should
check this identifier so that they know the response
if in the MusicStation Protocol format. The protocol
identifier used by MusicStation is: MSTP5.1.3.1.2. The
protocol version number The server can support many
different versions of the protocol at the same time.
The server should always respond with the same
protocol version number as the client used in the
request. This is because this is the only protocol
version number the server can be sure that the client
supports. Along with the protocol identifier, the
client should check the protocol version number in the
response to so that they know the protocol version
being used is a version that they understand. MSTP/0.1
This is an example of the server sending the
MusicStation Transfer Protocol identifier and using
protocol version number 0.1 . 5.1.3.1.3. Response
Status Codes With each response the server will send a
status code. The status codes are shown in Figure 51.
The status codes are always 4 digits. This is to allow
enough codes to allow for future expansion. 3 digit
codes have not been used to avoid confusion with HTTP
status codes. The status codes are extensible, new
codes can be added at any time. The server will make
sure that clients are only ever sent status codes that
the client understands. The status codes are grouped
into 2 sections. Codes starting with the digit 1 (i.e.
1000 - 1999) are to be used for codes relating to a
successful operation. Codes starting with the digit 2
(i.e. 4000 - 5999) are to be used for a failed
operation. Within the failure range of codes, there
are two further groups. Codes starting with the digits
4 (i.e. 4000 -4999) are to be used for failure when
the client is at fault. Codes starting with the
digitis 5 (i.e. 5000-5999) are to be used for failure
when the server is at fault. This example below shows
a successful response from the server.MSTP/0.1
StatusCode: 1000 5.1.3.1.4. The response identifier So
that the client can verify that the response it
receives is in response to the request it made, each
response from the server will echo the client's
request identifier. MSTP/0.1 StatusCode: 1000
Responseld: 234567 This example shows the server
response to the client request with a request id of
234567. 5.1.3.2. Setting the session identifier The
first request from the client each time it is started
up will not contain a session identifier. The server
should respond to this request with a newly assigned
session identifier. -MSTP/0.1 StatusCode: 1000
Responseld: 234568 SetSessionld: FJSKNBKSKSDKFLSR This
response shows the server setting the session id to
FJSKNBKSKSDKFLSR. If the client receives any response
with a SetSessionld line, then the client must start
using the new session id immediately. There may be
cases where the server assigns a new session id to a
client that already has a session id. For example this
could happen when the session has timedout on the
server. 5.1.3.3. Sending data Most responses from the
server are likely to include at least one data object
file. Theses datafiles are sent in the body of the
response. For each Get line sent in the request by the
client, the server should return a Sent line. The
server must generate an acknowledgement id that it
sends along with the data. This is so that when the
server receives an Ack line, it knows which data is
being acknowledged. It is the servers responsibility
to generate these acknowledgement ids in a way that
uniquely identifies the data file sent. The Sent line
must include the byte offset position into the body of
data where the client can find the data, it must also
include the length of the data and the content type of
the data. Byte offset and length are used in the
MusicStation protocol because they make for relatively
straightforward processing. This has been used in
preference to a boundary parameter as used in
multipart MIME. This response in Figure 52 shows the
server sending the newsl.data file. 5.1.3.3.1. Sending
multiple data files in a response The server may also
send multiple data files in a single response. This is
done with multiple Sent lines in the same way as the
client sends resources to the server with multiple Put
lines. The response in Figure 53 shows the server
sending the news2.data and news3.data files. In the
body of the response the data is shown in bold text.
The client knows which body data is for which data
file because of the offset and length parameters on
the Sent line. 5.1.3.3.2. Partial data request If a
client request was for a certain range of data, and
the server sends only this range of data, then the
server response must indicate which range of data has
been sent. See Figure 54. This response shows that the
data returned at is the data from byte 160 to the end.
There are 40 bytes of this data, and they are
positioned at 0 bytes into the body of the data (i.e.
the start of the body). Note that the offset value is
an index into the body of the data and is not to do
with the range values.The range to value may be used
in a Sent line to show that the data in the response
does not go to the end of the data file. The client
should always read the response headers and use these
to process the data rather than the client sent
request headers. This is because the range requested
might not be the range returned if the server has a
reason to return the full data file. 5.1.3.3.3. Push
da/a to the client The server may also send Sent lines
for data it wants to push to the client. This is done
by the server sending a Sent line that the client had
not sent a corresponding Get line in the request. See
Figure 55. This response shows the server sending the
newsl.data and the command.data file. Any pushed data
should always follow the requested data in the
response body. 5.1.3.4. Acknowledgements 5.1.3.4.1.
Acknowledging received data When the client sends data
to the server (for example error data), the server
must acknowledge the receipt of this data so that the
client knows the server has successfully received this
data. MSTP/0.1 StatusCode: 1000 Responseld: 234569
Ack: 3 This response shows the server acknowledging
the receipt of the data file which the client sent in
a Put line and the client assigned a acknowledgment id
of 3. 5.1.3.4.2. Sending a not acknowledged
notification Equally the server can negatively
acknowledge the receipt of the data if there has been
an issue receiving or storing the data. This will
allow the client to resend the data.M8TP/0.1
StatusCode: 1000 Responseld: 234569 Nak: 4 This
response shows the server acknowledging the failed
receipt of the data file which the client assigned an
acknowledgement id of 4. 5.1.3.4.3. Acknowledgment
requests If the server has sent data to the client,
and then in the next request with a different request
id from the client the server did not receive an
acknowledgement for that data, then the server can ask
the client to acknowledge whether it has received the
data or not. This is done by the server sending
anAckRequired line in the response. MSTP/0.1
StatusCode: 1000 Responseld: 234574 AckRequired:
200606191 11230NEWS2 This is an example of the server
asking the client to acknowledge the data file that
was previously sent with an acknowledgement id of
2006061 9111230NEWS2. Note that the server is not
required to ask for acknowledgements of data files,
the client should send the automatically. The
AckRequired line is used when the connection is less
than perfect and a previously sent acknowledgement
from the client has not reached the server for some
reason. 5.1.4. Connection levels Clients will have
varying levels of connection speed, reliability,
bandwidth and latency. Each client data object request
will have a predefined priority level associated with
it. The client will dynamically change it's
connectivity level threshold based upon the
availablebandwidth and the number of successful
connections. The priority levels are  IMMEDIATE -The
client must send this request immediately, and not'
queue this request. This should be used for requesting
data objects that are required to show the screen
requested by the user. 



SOON -This client may send this request immediately if
the network speed / bandwidth is available. This
information is useful to the server in deciding what
data objects to push to the client.  WHENEVER - The
client does not need to need to send this information
to the server in any time critical period. The server
needs to be informed of this information, but the data
can be sent along with the next request. The client
can calculate its bandwidth based upon the time it
takes to transfer a large amount of data. This is
probably best done when transferring an audio file.
The client can calculate its connectivity threshold
based upon the bandwidth and the number of successful
connections, and the number of connections that are
interrupted to send a higher priority request. Clients
with a good connectivity will have a connectivity
threshold that allows all messages of priority SOON or
above to be sent immediately. Client with a poor
connectivity will have a connectivity threshold of
that only allows IMMEDIATE messages to be sent
immediately. 5.1.5. Command data objects In
MusicStation MIDP 0.4.6 the only data objects that
exist are content data objects. A new type of data
object is required in the connected MusicStation
version. These are required so that the server can
request or send various data to the client. These data
objects are sent by the MusicStation Transfer
Protocol, but are not part of the MusicStation
Transfer Protocol. They are not part of the protocol
because different command objects will be used for
different client implementations, but the same
transfer protocol will be used for all
implementations. 5.1.5.1. Server command data objects
In addition to content data objects and image files
the server needs to be able to send thefollowing
commands to the client  Please send total file space
size to the server.  Please send remaining file space
size to the server.  Please send log file to the
server.  Please send errors to the server.  Please
change client logging level.  Set property.  Get
property.  Please delete a file.  Please send details
of what files you have.  Please send bandwidth
details.  Please change connection level.  Please
request data file.  Please request audio file.
Registration data. Items are likely to be added to
this list as new functionality is added to the client
and server. It's worth noting that the server will
frequently be more aware of the client's connection
details than the client is. For example a MIDP client
on a Nokia N80 has no way of knowing whether the HTTP
connection is via an operator gateway, or whether it's
via a Wireless LAN. The server will know whether the
client connection is via an operator gateway because
the connection will be coming from a known operator IP
address range. 5.1.5.2. Client command data objects
The client needs to be able to send the following data
to the server  Pkylist data.  Image files.  Total file
space. Available file space.  Log file data.  Current
logging level.  Error info.  Info on which files have
been deleted to free up space for other files.
Current bandwidth level.  Data file used.  Screen
shown.  Property value.  Current client time.
Registration data. 5.1.5.3. Timings The server will be
recording the time that various client events have
occurred. Clients should report times to the server in
the number of seconds since midnight GMT on 1st
January 1970. For Example, in MIDPl. 0, this can be
obtained by:
Calendar.getlnstance^imeZone.getTimeZoneC'GMT'^.getTim
eQ.getTimeQ The MIDP specification says that the GMT
timezone must be supported, but if for some reason it
is not supported, then the handset can simply use (new
DateQ).getTimeO to get the client time. Each client
stores timing data using it's own time settings. When
this data is transferred to the server, the server can
then convert and store these event timings in it's own
format. The server will do this by comparing the
clients local time, with it's own time. The
deltabetween client reported times and server times
can then be calculated. The current client time
command object must contain the time that the data is
sent to the server so that the server calculated time
is as accurate as possible. 5.2.Client data
synchronisation 5.2.1. Introduction Most screens in
MusicStation are populated by data. This data is
transferred from the server and stored locally in
files on the client. When data on the server changes
the files on the client need to be updated to reflect
those changes. Also, the user is able to create and
modify files on the client, for example adding tracks
to -a playlist. These changes need to be reliable
communicated back to the server. The user can also
make changes to data through MusicMate. These changes
may conflict with changes made on the device. The
client and server need to be able to synchronize their
data and the server wiH handle any conflict
resolution. 5.2.2. Data Objects Data Objects are the
basic unit of object that is passed between the server
and client and client and server. They encapsulate the
representation of some entity that is displayed within
the client interface (such as an artist, album, etc)
or data and needs to be sent back to the server (like
a user-defined playlist). They are passed between the
server and client and are stored securely on the
phone. Data objects can be delivered to the client by
the server at anytime that it needs to update
something on the client. . The data objects are able
to write themselves to a file and these are used to
transfer data between the client and server. The file
header contains the data object version used to write
the file. The latest versions of the data objects are
able to read and write files in all supported
versions. The version is passed to each read and write
method and this allows us to switch what gets read or
written based on the version. Using this method the
server is able to write data object files for older
versions of the client. The target version is set in
the file header and then each write method ensures
that the output isin the format for that version. The
server is also able to read files written by an older
client using the same method. When the file is read
into the data object the read method uses the version
to switch what attributes are read from the file. Data
objects contain the data used to populate screens in
MusicStation. They use methods that allow them to
write and read themselves to and from a file or
stream. They are used to transfer data between the
client and server and to load and store data locally
in files on the memory card. 5.2.2.1. Data Object
Groups A data object can contain a collection of other
data objects, for example an Artist data object
contains a collection of Releases. In turn, a Release
contains a collection of Tracks. See Figure 56. Data
object can also store lists of objects, for example
ArtistGroup stores a list of Artists. The 'My Artists'
screen uses an ArtistGroup data object to display all
artists owned by the user. Because Artist contains
Releases and a Release contains Tracks, Artist and
Release are also data object groups. 5.2.2.2. Data
Object Views A data object view provides a sorted and
filtered view of a data object group. All screens in
MusicStation that are populated by data are backed by
one or more views. Any changes to data object group
are propagated to the view, which is responsible for
updating the screen to reflect these changes. This
allows us to display a screen immediately before a
data object is loaded. As the data object is loaded in
the background these changes result in updates to the
screen, for example the list of Artists on the 'My
Artists' screen grows as each Artist is loaded. 5.2.3.
Data Object Files Each data object group is stored
locally in a file. For example, the 'My Artists'
ArtistGroup is stored in its own file. If the user
owns 100 artists, each with an average of 2 albums"
containing 10 tracks this data object soon becomes
very large. When this ArtistGroup object is written it
"The user doesn't have to own both albums but both
albums exist in the artist data objectwill create a
large file and when it is read back from the file it
will take a while to populate. An alternative method
is to store each collection of objects in its own
file. So in our 'My Artists' example the list of
Artists is stored in a file (userartists.data) but the
list of albums for each artist is not. The list of
albums is stored in a separate artist file, one for
each artist (e.g. artist.123.data). Each album is then
stored in its own file (telease.4567.data) that
contains the tracks. See Figure 57. Because each data
object is stored in its own file, object groups can
use the same data object without having to duplicate
the data. For example 'Snow Patrol' are in the My
Artists' group and the 'Popular Artists' group. If the
user buys 'Chasing Cars' from the 'Eyes Open' album we
only have to update the 'Eyes Open' album data file.
When the user navigates to "Popular Artists' then
'Snow Patrol' the screen will show that the user has
bought 'Chasing Cars'. See Figure 58. However this
approach presents its own set of issues. Because the
'My Artists' data file only contains a list of artist
ids, we need to open each artist file and read the
name of each artist to populate the 'My Artists'
screen. There are several major problems with this
approach. Firsdy, 



we need every artist file stored locally so any
missing files need to be downloaded from the server.
Without these files we are unable to display the
artist names. Secondly, it's relatively expensive to
open a new file connection for each artist in the list
so this approach will be slow. To avoid this we can
store the artist name as well as the id in the 'My
Artists' data file. This means we can build the 'My
Artists' list quickly. However we are then introducing
redundancy because the name is now stored in both the
artist group data file and the artist data file. See
Figure 59 We also may want to sort or filter the list
on another property. For example 'Search Results' show
user owned artists at die top of the list. To do this
we need the owner property as well as the name to
display the list. This is more redundant data that we
are adding to the group data file. Because an object
can b e stored in many groups we need to be aware of
this redundancy andmake sure that either the client or
the server takes responsibility for the updates. In
general the server will be responsible for these
updates and they will be transferred to the client in
response to a client request. Whenever it is possible
for these changes to occur when the client is offline,
the client will take responsibility for propagating
these changes. In these cases, the client will update
the local files whether online or offline. For example
when a customer modifies a playlist image, any
playlist groups that contain that pkylist must be
updated. 5.2.4. Data Object Transfer Data objects are
transferred between the client and the server using
the Connected MusicStation Protocol. It is expected
that most communication with the client will be over
HTTP therefore the client will be responsible for
making the initial request. 5.2.4.1. Client Request
The client won't always know where objects are
duplicated on the memory card. For example the Topular
Artists' group was pushed to the client however the
client has never opened 'Popular Artists' and is
unaware that when the user buys 'Chasing Cars' by
'Snow Patrol' that the 'Popular Artists' data file
needs to be updated to reflect this. However the
server does have this knowledge because it built the
Topular Artists' data file and sent this file to the
client. For this reason the server is responsible for
updating files on the client when records on the
server are modified. When the customer purchases
'Chasing Cars' the server will calculate which data
files on the client contain 'Chasing Cars' and
therefore need to be updated. The server will then
either push these updated objects with the purchase
response or send commands to the client to update
these files when it can. It is preferable that the
response contains all data objects that have been
modified as a result of the request. See Figure 60:
Client sets object and gets all modified objects.
5.2.4.2. Data Object Push When records are updated on
the server whilst the client is offline and these
changes need to be propagated to the client the server
will push these to the client on the next request. For
example, if the customer purchases 'Chasing Cars' from
MusicMate, when the client next connects to the server
any objects that need to be updated will be pushed to
the client. See Figure 61 Client requests object and
gets all modified objects.5.2.4.3. Offline Mode When
the client is offline, the customer is prevented from
performing most actions that can modify data. For
example, they are not able to buy a track. However,
they should be able to create, edit and share
playlists. The client needs to maintain a list of
files that have been edited on the client but have not
been sent to the server. When the client is next
connected it must send these files to the server. All
changes made by the client are sent to the server when
the client next connects. The server will then return
any modified files to the client. See Figure 62 Client
sends objects modified in offline mode. 5.2.5. Change
Log The server maintains a list of objects that have
been sent to the client. When one or more of these
objects are modified on the server, the modified
objects must be delivered to the client as soon as
possible. Similarly the client maintains a list of
objects that have been created or modified on the
client and need to be updated on the server. The
object_change_log table is where -changes that don't
need to be sent immediately are stored. This is for
general system wide changes such as adding a new
artist. This table also handles merging changes made
from several databases. These changes are communicated
when a user session is next created. Customer specific
changes occur in customer_object_change_log. These
changes are communicated to the client immediately.
5.2.5.1. Server Objects The changes to objects on the
server are stored in the object_cha pge_log table.
Whenever a record is inserted, updated or deleted that
may affect one or more object data files one or more
records are inserted into this table. This table also
allows for changes to made in a separate database, for
example on a staging server, and then when the changes
are imported the object_change_log is also imported.
See Figure 63 object change log. The list of data
objects that exist on the client are stored on the
server in the customer_pbject table. Whenever a
session is created for the client we query the
customer_object and theobject_change_log tables to
determine which objects have changed for this
customer. It is possible that this query could return
several change records for a single object. In this
case we only need to consider the last change record.
The objects that have changed need to be returned to
the client. See Figure 64 customer object. Objects
that need to be returned to the client are inserted
into the customer_object_change_log table. Records may
also be inserted into this table when changes occur
for objects that affect only one customer. For example
when the customer purchases a track and we need to
update object data files that reference that track.
See Figure 65 customer object change log. Whenever we
receive a request from a client we'd like to return
all modified objects in the response. In some
situations (where bandwidth is limited or the objects
are large) we may send a command to the client to
request the modified objects later. In situations
where many objects need to be returned to the client,
the priority field is used to determine which objects
are sent first. To get the list of modified objects
for a client we select from the
customer_object_change_log table where
acknowledgement_date is null. At first glance it
appears that the object_modified_date would be
duplicated for. each object_guid and could be
separated into another table. However for performance
reasons object data files on the client contain data
from more than one table and an object may need
updating on one client and not on another. For
example, artist lists contain ownership information
for each artist so that they can be sorted with user
owned artists at the top. When a customer buys a track
by an artist only that customer's artist list has been
modified and needs to be updated. One or more of the
following methods could be used to update the
object_change_log and customer_object_change_log
tables:  Database trigger on a table could populate
the object_change_log table when data was added,
updated or deleted.  Hatch process populates the
object_change_log table for example on an import of
new content data. Entity Listeners or callback methods
xe used on EJB persist, update and remove events. In
most cases callback methods are the most appropriate
however for large inserts, for example a data load, it
tnay be more efficient to use another method. 5.2.5.2.
Client Objects The client must also keep a log of
changes that need to be sent to the server. The client
maintains this list in RMS. Each change is stored in a
ChangeLogRecord object. See Figure 66. The objectGUID
will be the same GUID used to identify the object on
the server unless the client has added this object. In
which case the client will assign a temporary GUID
that will be used until the server updates the object
with its new server generated GUID. Whenever the
client connects to the server it will send all of the
objects in the change log. The server should respond
with an acknowledgement for each object. When the
client receives an acknowledgement it will then delete
the corresponding ChangeLogRecord. 5.2.6. Conflict
Resolution When conflicts occur because the same
object has been modified on the client and server the
server is responsible for resolving the conflict. The
server communicates the resolution to the client by
sending it the updated object. We'll attempt to
minimize the number of situations where conflicts can
occur by making the server responsible for most
updates. Only in a few cases will the client be able
to modify objects and send die changes to the server.
In the prototype the client modifications are limited
to: 1. Create playlist 2. Edit playlist 3. Delete
playlist 4. Edit customer profile (catchprase, icon)
5. Rate track When designing the conflict resolution
strategy we need to bear in mind the following types
ofconflict:  Update conflicts occur when the update to
a record conflicts with another update.  Uniqueness
conflicts occur when the update. to record violates a
uniqueness constraint with a conflicting record.
Delete conflicts occur when a record is updated that
has also been deleted. 5.2.7. Use Cases Whenever an
object is updated or deleted the object_change_log or
customer_object_change_JLog tables must be updated to
reflect this change. Because object data files on the
client contain redundant data it's likely that a
change will affect more than one object. 5.2.7.1.
Server Changes 5.2.7.1.1. Artist releases a new album
The artist 'Snow Patrol' releases the album 'Eyes
Open'. Every client that contains the artist data file
for 'Snow Patrol' needs to be updated. First we insert
change records for 'Snow Patrol' and 'Eyes Open' into
the object_change_log table. See Figure 67. When a
customer who has the 'Snow Patrol' artist file
connects to the server and a session is created the
customer_data_object table is joined with the
object_change_log table to find any objects that have
been modified for this customer. SELECT FROM
customer__object, object_change_log WHERE
customer_object.object_guid =
object_change_log.object_guid AND
customer_pbject.deleted_date IS NOT NULL AND 



customer_object.object_modified_date <
object_change_log.object_modified_date; This query
returns the 'Snow Patrol' object_change_log record.
This record is inserted into the
customer_object_change_log table. See Figure 68.The
customer_object.modified_date field is also updated to
'18/07/2006 13:16:33'. The 'Snow Patrol' data file is
then sent to the client and the
customer_object_change_log.acknowledgement_id field is
set. When the client acknowledges the file then the
customer_object_change_log .acknowledgement_date field
is set. 5.2.7.1.2. Artist is removed The artist 'Cliff
Richard' is removed from MusicStation. Every client
that has stored the 'Cliff Richard' data file or has a
list that contains 'Cliff Richard' needs to be
updated. The object_change_log table is updated and a
deleted record is inserted for the following objects:
Artist ArtistgetAlbums Q Artist.getListsO
ArtistgetAlbums 0.getlists Q ArtistgetPlaylistsO
5.2.7.1.3. Customer shares a playlist The customer
decides to create and share a new playlist 'Sunday
Stroll'. The client sends the new playlist to the
server. Any changes are sent on the next request to
the server. As you are browsing tracks to add to the
playlist it is likely you are communicating with the
server, and each time the changes wl be sent. When the
Playlist object is created the object_change_log table
is updated and a record is inserted into cust
mer_object_change_log for every client that has the
customer's data object file. 5.2.7.1.4. Customer
changes 1Customer shares a playlist The customer
decides to create and share a new playlist 'Sunday
Stroll'. The client sends the new playlist to the
server. Any changes are sent on the next request to
the server. As you are browsing tracks to add to the
playlist it is likely you are communicating with the
server, andeach time the changes will be sent. When
the Pkylist object is created the object_change_log
table is updated and a record is inserted into
customer_object_change_log for every client that has
the customer's data object file. 5.2.7.1.5. Custome
Customer shares a pkylist The customer decides to
create and share a new pkylist 'Sunday Stroll'. The
client sends the new pkylist to the server. Any
changes are sent on the next request to the server. As
you are browsing tracks to add to the pkylist it is
Likely you are communicating with the server, and each
time the changes will be sent. When the Pkylist object
is created the object_change_log table is updated and
a record is inserted into customer_object_change_log
for every client that has the customer's data object
file. 5.2.7.1.6. Customer changes knguage The customer
selects a different knguage. We'd like all files that
contain language specific data to be updated. Both the
messages property file and editor captions need to b e
updated to reflect this change. Only pkylists display
editor captions on the client and so for any playlist
on the client that has an editor caption a record is
inserted into customer_object_change_log. 5.2.7.1.7.
Customer adds track to playlist whilst server deletes
track A user adds a track T to a playlist whilst
offline. Meanwhile the server deletes track T. When T
is deleted a record is inserted into
object_change_log. When the client sends the updated
pkylist we'll compare the changes with the records in
object__change_log and delete the track from the
pkylist and send it back. The customer won't be
informed of this, the track will just disappear.
5.2.7.1.8. Customer adds track to playlist whilst
server renames track A user adds a track T to a
pkylist whilst offline. Meanwhile the server renames
track T.When T is renamed a record is inserted into
object_change_log. When the client sends the updated
playlist we'll compare the changes with the records in
obiect_change_log and rename the track on the playlist
and send it back. 5.2.8. Device Memory Management The
device is able to communicate to the server how much
memory there is left for storage. The server will use
this information to decide if any files should be
deleted from the client when delivering updates. The
object_last_used field in the customer_object table
stores the date the client last used a particular
object. This field is populated from log data sent
from the client to the server. The server uses this
data to determine which files should be deleted. The
server may also use other methods to predict which
files should be deleted, for example a story no longer
exists in any list. The client also maintains a list
of last used files and is able to delete these itself
before it runs out of memory. This list is stored in
RMS and references files by relative path and
filename. The path and filenames will be short because
we intend to remove any meaning from the names. This
acts as a safety valve in case there's a problem with
the deletion logic on the server. 5 . .Incomplete
downloads 5A .Client logging We need to log user
actions, events and exceptions on the client and send
them to the server in order to:  Debug information
during testing  Provide information for customer
support  Collect usage data for reports and
recommendations 5.4.1. Logger The Logger object is
used to control logging on the client. It is a
DataObjectSet and can be synchronized with the server
using MSTP.Logger contains the following attributes:
Level: The level at which logs are stored, events at a
lower level are discarded . o DEBUG: Events that are
useful to debug the application o INFO: Informational
messages that highlight the progress of the
application o WARN: Indicates that there's a potential
problem o ERROR: An error occurred but the application
managed to continue O OFF: Nothing is logged
Priority: Controls the frequency that logs are sent to
the server o MIN: When the client next makes a request
to the server or when maxSize is reached. o NORMAL:
Every 5 minutes (or as MIN) o MAX: Every 30 seconds
(or as MIN) This behaviour will be controlled by
properties and can be tuned  MaxSize: The maximum
number of records to store on the client  TimeOffset:
The time difference between the server and client
LogRecords: The logs themselves The Logger contains a
LogRecord for each client log. The LogRecord conatins
the following attributes:  Message: Readable
description of what happened  Level: The level of this
log  Date: The server time calculated using the client
time and timeOffset  Sessionld: The server sessionld
when this event occurred (if any)  EventTypeGuid: The
identifier in the event_type table for this event (if
any)  Parameters: The parameters that are pertintent
for this event See Figure 69.5.4.2. Client Debugging
Whilst the client is in testing we need to allow the
testers to easily view the client logs so that they
can understand what was going on when the error
occurred and can include these in Mantis bug reports.
The client will log the following:  Tasks including
all parameters requited to run the task  Commands
including all parameters required to run the command
Exceptions including all relevant information Each
LogRecord will be logged as an incident and can be
viewed by the tester using the Incident Monitor's web
interface. Because each record is logged using the
server time the incidents can be ordered by date to
give a list of client and server actions in the
sequence that they occurred. 5.4.3. Customer Support
When the customer contacts customer support we need to
push the Logger object from the client to the server
so that customer support can see the last LogRecords
generated by the client. The client needs to initiate
the push, which it may not do for a while if the log
priority is set to MIN. Therefore we need a method for
commanding the client to post the Logger object. We
need to log enough information to recreate the user's
situation. This information will be stored in the
LogRecord-parameters Hashtable. If the eventTypeGuid
attribute is set a record will be inserted into the
customer_event table and the parameters inserted into
customer_event_yal. We will use a queue to insert into
customer_event and customer_event_val so that event
logging doesn't delay the response to the client. The
exception is when the customer_logger.priority is set
to MAX. In this case we want to see events as they
happen and these records will be inserted directly
into the database. 5.4.4. Usage Data Client usage data
is populated using triggers on the event table. So for
example when we receive an event for the customer
plays a track the customer_track.play_count is
incremented.5.4.5. Database Requirements Customer
support needs to be able to control the logging
generated by the client and the frequency that it's
sent to the server. This is controlled using the
customer_logger table. See Figure 70. Whenever this
table is changed a record is inserted into
customer_object_log so that the updated Logger object
can be pushed to the client. 6. DRM 6. 1. Introduction
MusicStation is a mobile phone based software
application which allows users to discover, manage and
listen to music on their phone on the move using the
mobile network. Omnifone takes MusicStation to market
primarily in partnership with Mobile Network Operators
(MNOs) whilst working closely with the music industry
to ensure the widest and best range of music is 



available to MusicStation users. Such vast libraries
of digital music media are extremely valuable and need
to be protected from theft and abuse whilst enabling
valid paying users seamless access. Digital Rights
Management (DRM) provides a method to control and
facilitate the legitimate distribution and use of
digital media. The primary handset technology platform
for MusicStation is Java 2 Platform Micro Edition
(J2ME). This platform was chosen because it provides
the widest mobile phone handset reach. This document
describes the methods used by Omnifone's J2ME
MusicStation handset application and associated
network services to distribute protected content and
securely issue the rights to use that content.
MusicStation's DRM is an implementation of the Open
Mobile Alliance (OMA) DRM v2 specification. This
specification has been widely adopted by both the
mobile & music industries as their preferred method of
protecting content for mobile devices. Whilst OMA DRM
vl has been widely adopted by handset vendors, at the
time of writing, there are very few handsets which
support OMA DRM v2. For this reason the OMA DRM v2
implementation discussed in this document is that
which Omnifone has built into the MusicStation handset
application and the associated MusicStation network
services.6.1.1. DRM Overview Before content is
delivered, it is packaged to protect it from
unauthorised access. A Content Server (CS) delivers
DRM Content, and a Rights Issuer (RI) generates and
delivers associated Rights Objects. The Content Server
and Rights Issuer embody roles in the system.
Depending on deployment they may be provided by the
same or different actors, and implemented by the same
or different network nodes. For example, pre-packaged
protected content can be distributed across multiple
Content Servers for efficient delivery of content. See
Figure 71 DRM Overview. A Rights Object governs how
DRM Content may be used. It is a document specifying
permissions and constraints associated with a piece of
DRM Content. DRM Content cannot be used without an
associated Rights Object, and may only be used
according to the permissions and constraints specified
in a Rights Object. Like all OMA v2 systems,
MusicStation DRM makes a logical separation of DRM
Content from Rights Objects, known as "separate
delivery". DRM Content and Rights Objects may be
requested separately or together, and they may be
delivered separately or at the same time. For example,
a user can select a piece of content, pay for it, and
receive DRM Content and a Rights Object in the same
transaction. Later, if the Rights Object expires, the
user can go back and acquire a new Rights Object,
without having to download the DRM Content again.
Rights Objects associated with DRM Content have to be
enforced at the point of consumption. The DRM Agent,
inside of the MusicStation handset application,
embodies a trusted component of the application,
responsible for enforcing permissions and constraints
for DRM Content on the device, controlling access to
DRM Content on the device, and so on. A Rights Object
is cryptographically bound to a specific DRM Agent, so
only that DRM Agent can access it. DRM Content can
only be accessed with a valid Rights Object, and so
can be freely distributed. This enables, for example,
"super-distribution", as users can freely pass DRM
Content between them. To access DRM Content on the new
device, a new Rights Object has to be requested and
delivered to a DRM Agent on that device. 6.1.1.1.
Protection of Content Objects The DRM Content Format
(DCF) is a secure content package for DRM Content,
with its ownMIME content type. In addition to the
encrypted content it contains additional information,
such as content description (original content type,
vendor, version, etc.), Rights Issuer URI (a location
where a Rights Object may be obtained), and so on.
This additional information is not encrypted and may
be presented to the user before a Rights Object is
retrieved. Only the media content (e.g. music file) is
encrypted in the DCF file. The Content Encryption Key
(CEK) needed to unlock DRM Content inside a DCF is
contained within the associated Rights Object. Thus it
is not possible to access DRM Content without a Rights
Object. DRM Content can only be used as specified in a
Rights Object. MusicStation DRM includes a mechanism
allowing a DRM Agent to verify the integrity of a DCF,
protecting against modification of the content by some
unauthorised entity. 6.1.1.2. Protection of Rights
Objects A Rights Object is protected using a Rights
Encryption Key (REK). The REK is used to encrypt
sensitive parts of the Rights Object, such as the
Content Encryption Key. During delivery, the REK is
cryptographically bound to the target DRM Agent. In
this way only the target DRM Agent can access the
Rights Object, and thus the CEK. Rights Objects are
therefore inherently safe. 6.2. MusicStation on the
Handset Irrespective of which provisioning method was
used, the MusicStation application ends up being
resident on the user's mobile phone handset. Each
MusicStation handset application installation is a
tailored build of software potentially unique to each
different phone model and handset firmware version.
The software builds are created and managed by
Omnifone's patented Device Adaptive Architecture (DAA)
and delivered to the correct handset using Omnifone's
sophisticated application provisioning software
described below. 6.2.1. MusicStation Provisioning
Working with the MNO there are two ways that the
MusicStation mobile handset application is
"provisioned" onto the phone, both of which are dealt
with in detail in this chapter. The preferred method
for distributing the MusicStation application to a
handset is to preload (preinstall) the application on
the device before it reaches the end-user. Experience
of delivering this type of application has shown that
discovery by end-users can be as high as 93% when
preloaded in the most desirable manner with a hard-key
(music button) on the phonewhich statts the service.
Similar experience in OTA provisioning of this type of
application by MNOs has shown success rates (i.e.
ratio of successfully connected users to requestors)
to be an order of magnitude lower than when the
application is preloaded. 6.2. 1.1. Application
Preload (Preinstall) Typically this type of device
customisation is done by the handset vendor at the
request of the MNO and performed before the handset
leaves the vendor's premises. It can also be performed
by handset distributors, such as Mobiltron, who have
customisation capabilities in the supply-chain or
perform the same in cells at the warehousing
facilities of the MNO. Wherever this preload is
performed it is supported by Omnifone's Preload
Provisioning tool, the Preloader. The Preloader is a
network-connected desktop application used by staff at
the preloading facility. Access to the Preloader is
controlled by a Software License, a userid & password
and filtered by a list of authorised IP addresses.
Access to the Preloader can b e revoked at any time
either by user, Software License or by organisation.
The Preloader provides an authorised party with access
to the latest and most appropriate MusicStation client
software builds. Omnifone can control which software
builds any Preloader has access to by vendor and
model. The Preloader enables the easy location,
download and local storage of the correct MusicStation
client software build for integration into the handset
customisation tools and processes of the installing
party. In-built into the Preloader is a notification
system which can alert installers to the fact that new
software builds are available for download. 6.2.1.2.
Over-The-Air Delivery (OTA) Due to an open OTA API,
Omnifone supports a number of touch points and
mechanisms by which a user might acquire MusicStation
OTA. These include, but are not limited to:  (MNO) WAP
portal request.  SMS text in request.  Web based
request.  IVK. acquisition.  Web services link. Deep
MNO network integration such as when SIM is first seen
on network. Irrespective of request mechanism, the
MusicStation application is delivered by offering the
end-user a WAP download page either directly inside a
WAP portal they are already surfing or via WAP push if
the application was requested via another method.
6.2.1.3. Application Reinstall The MusicStation
application contains the ability to force a full
reinstall of the application if so instructed to do so
by the Server. In this instance the MusicStation
application is redownloaded using OTA WAP download. If
the application reinstall is mandated by the Server
the old version of the application will not run.
6.2.2. MusicStation Handset Application Embedded
Metadata Inside each MusicStation handset application
is a set of information and metadata automatically
inserted and used for a variety of purposes as
described here. 6.2.2.1. Handset Vendor, Model,
Version and Firmware Revision Every MusicStation
handset application is built for a specific handset
vendor, model, version and firmware revision
combination. Metadata identifying this combination is
embedded in every MusicStation application build. As
such the Server knows exactly what type of handset
configuration each MusicStation application is running
on. This is the case even if the Server has never
communicated with this particular MusicStation
application before. 6.2.2.2. Software License Every
MusicStation handset application is built specifically
for a particular MusicStation Service. To affect this
every MusicStation handset application has a "Software
License" embedded inside it. The Software License is a
512 bit random number which, when presented to the
Server, is used to relate this application instance to
a particular MusicStation Service. Each Service is
either locked or unlocked, only unlocked Services are
usable by end-users. 6.2.2.3. MusicStation Root CA
Certificate Each MusicStation application has the
MusicStation Root CA Certificate embedded within the
application. This certificate, described in much more
detail in later sections of this document, is used to
sign and validate messages sent between the
MusicStation handset application and theServer. 6.2.3.
Application Permissions & Signing J2ME implements a
security tnodel -which means that certain functions
that you would normally expect a software application
to have access to (e.g. accessing memory/file systems,
or accessing the network) are actually restricted.
Clearly an application like MusicStation makes
extensive use of such features and as such needs
access to these common but security protected features
of a handset. In order to provide the MusicStation
application with access to these restricted functions,
the application is "signed". The signature and
resulting PKI certificate of the signer is stored in
the JAD file of the application. When the MusicStation
application is run, this signature is examined and the
certificate is validated to one of the protected
domain root certificates already on the handset for
these purposes. I f the application is correctly
signed the restricted features become available. 



The root certificates already on the phone are
generally either root certificates from the phone
manufacturer, mobile network or certificate authority
such as Verisign. 6.2.4. DRM Pertaining to the
MusicStation Application Itself There are a number of
ways in which hackers attempt to break DRM systems.
One of these ways is to reverse engineer the software
code which implements the DEM. It is for this reason
that the MusicStation handset application is always
installed using the DRM resident on the phone to
protect the software from being removed. Although
advanced DRMs such as OMA v2 are not present on many
handsets, OMA vl, which supports the required
"forward-lock" content control mechanism, is present
on the majority of handsets. Forward-lock does as it
suggests, it disables the forwarding or transferring
of the content item, in this context the MusicStation
handset application, from the phone. Whether
MusicStation is preloaded or OTA installed, it is
installed as an OMA vl forward-lock protected file. To
further secure OTA deliveries of the MusicStation
application, only OTA requests for application
downloads confirmed to issue from the MNO network
gateways are supported. This ensures that the
application code is only ever downloaded over a
particular MNO's mobile Internet to a phone rather
than being issued from the general Internet. This is
implemented byconfirming that the source of touting IP
addresses found in the network communications headers
and metadata are those gateways stored in the Service
database and known to be those of the MNO. 6.2.5.
Preloading Music Music content can be preloaded on to
a phone at the same time as the application is
installed. This content is either free for promotion
and might not be DRM'd, or it is for purchase and
subject to the same DRM as would have been applied if
the music were downloaded OTA via MusicStation.
Preloaded content enables MusicStation to come out of
the box playing. 6.3. Using MusicStation For The First
Time Before a MusicStation application can be used by
its owner it must first connect to the MusicStation
Server so that it can be registered with the
appropriate MusicStation Service and issued with a
Client Certificate (and an associated Client Private
Key) so that it may access the DRM protected music
content which it downloads. In order to be issued with
Rights Objects (containing the access rules and the
keys to access ' the DRM protected content) the
MusicStation application must also register with the
Rights Issuer, this two-step registration process is
described in this chapter. 6.3.1. MusicStation Service
Registration The first time MusicStation starts it
knows that it needs to connect to the MusicStation
Server in order to register with a Service and be
equipped with a Client Certificate and the Client
Private Key so that it may access DRM protected
content. In order for the registration to occur the
Server needs to be able to uniquely identify the
device. The "2-pass" MusicStation Service Registration
Protocol is the protocol by which this is achieved.
This protocol includes identification of the device
and the subscriber followed by the secure transfer of
the Client Certificate and the associated Client
Private Key from the MusicStation Server (the
Certificate Authority) back to the Device. As it is
imperative that only this MusicStation Device can
access the Client Private Key, the registration
protocol uses HTTPS secure communications. 6.3.1.1.
Service Registration Request The MusicStation
application attempts to access the handset's IMEI,
Bluetooth Address, IMSI and the subscriber's MSISDN so
that it might provide information to the Server to
uniquely identify the Device and the user. The request
parameters sent to the Server are described in
thetable in Figure 72: Service Registration Request
Parameters. One of IMEI, Bluetooth Address or IMSI
must be supplied to identify the device or SIM card at
the server. 6.3.1.2. MNO Added Metadata As
communications from the MusicStation handset
application to the MusicStation Server are routed
through the networking equipment of the MNO the
following subscriber and potentially also handset
identifiers are added to the HTTP request headers.
This information is extracted from these headers and
used by the MusicStation Server for added
identification purposes. See Figure 73, One of MSISDN
or Party ID must be supplied to identify the
subscriber at the server. 6.3.1.3. Service
Registration Process When the MusicStation Server
receives a Service Registration Request message these
steps are followed. 6.3.1.3.1. Registration from MNO
Home Network? When the Server receives a registration
request it checks that the mobile data network that
the MusicStation handset application is currently
being used on is the MNO's home network. This is done
using a set of database stored records of the IP
addresses of the MNO's home network gateways and
Internet traffic routing equipment. The normal setting
is to only allow Device registrations on the MNO's
home network or on other specific networks such as
that of a third-party MNO with whom there is a roaming
agreement. 6.3.1.3.2. Customer Credentials
Verification Upon receipt of a request to register a
new MusicStation handset application with a
MusicStation Service the server will perform the
following tests:  Confirm that the Software License is
for a valid and active MusicStation Service.  Confirm
that the subscriber has been identified, e.g. by
MSISDN or Party ID.  Confirm that the MSISDN or Party
ID is a customer of this MNO (if the API exists at the
MNO).  Optionally confirm that the device has been
identified, e.g. by IMEI or Bluetooth ID.Once these
credentials have been conformed, the server moves on
to the PKI stage below. 6.3.1.3.3. MusicStation &
Public Key Infrastructure (PKI) After a MusicStation
Service Registration is successfully completed the
Device will need to register with the Rights Issuer so
that it may request Rights Objects and in turn access
DRM content. The Rights Issuer, however, only
registers Devices which it can positively identify.
This identification is facilitated by the MusicStation
Server acting as a PKI Certificate Authority (CA) and
generating a public key certificate, the Client
Certificate, for each registered MusicStation handset
application and thus attesting to the authenticity and
identity of each Device. The MusicStation Rights
Issuer trusts the CA, it has a copy of the
MusicStation Root CA Certificate so that it can
confirm that the Client Certificate presented to it by
a MusicStation handset application was actually issued
by the CA. Public Key Infrastructure (PKI) is the
arrangement used which provides for trusted
third-party vetting of, and vouching for, user
identities, or in this context MusicStation handset
application identities. It allows the binding of
public keys to users. This is usually carried out by
software at a central location, in this case the
MusicStation Server, together with other coordinated
software at distributed locations, i.e. the
MusicStation handset applications. PKI arrangements
enable users (MusicStation applications, MusicStation
Servers, MusicStation Rights Issuers, etc) to be
authenticated, and to use the information in PKI
certificates (Le. each other's public keys) to encrypt
and decrypt messages traveling between parties in the
system. In general, a PKI consists of client software
(MusicStation handset application), server software
(MusicStation Server) such as a Certificate Authority
and operational procedures. A user may digitally sign
messages using his private key, and another user can
check that signature (using the public key contained
in that user's certificate issued by a CA within the
PKI). This enables two (or more) communicating parties
to establish confidentiality, message integrity and
user authentication without having to exchange any
secret information in advance. The authenticity of the
CA's signature, and whether the CA can be trusted, can
be determined by examining its certificate. This chain
must however end somewhere, and it does so at the
MusicStation CA Root Certificate, so called as it is
at the root of a tree. Root certificates are
implicitly trusted (they are sometimes called the
Trust Anchor) and are included with many software
applications such as web browsers, or in this case the
MusicStation Rights Issuer and the MusicStation
handset application.6.3.1.3.4. Client Certificate &
Client Private Key Generation The first step in
issuing a new Client Certificate is to generate a new
public and private key pair for the MusicStation
handset application which is registering. This
implementation of PKI uses the RSA 1024 bit public key
algorithm. Once the key pair has been generated the
public key is used by the MusicStation CA to build,
then issue the Client Certificate. The Client
Certificate states that the CA attests that the public
key contained in the Client Certificate belongs to the
MusicStation handset application noted in the
certificate. A CA's obligation is to verify an
applicant's credentials, so that users (relying
parties, such as the MusicStation Rights Issuer) can
trust the information in the CA's certificates. The
idea is diat if the user trusts the CA and can verify
the CA's signature, then they can also verify that a
certain public key does indeed belong to whomever is
identified in the Client Certificate. The Client
Private Key is not stored on the MusicStation Server,
only the Client Public Key so that the server can
create messages that only this device can open. The
X.509 standard is used for all MusicStation
certificates. X.509 is an ITU-T standard for public
key infrastructure (PKI). X.509 specifies, amongst
other things, standard formats for public key
certificates and a certification path validation
algorithm. 6.3.1.3.5. Client GUID The Client GUID is a
unique number (Globally Unique ID) which is generated
every time a new MusicStation handset application is
registered with the Server. The Client GUID is
returned to the MusicStation handset application
whereupon it is stored and returned on all subsequent
communications and requests to the MusicStation Server
or the MusicStation RI. 6.3.1.4. Service Registration
Response The Service Registration Response message is
sent from the CA to the Device in response to a
MusicStation Service Registration Request message. It
carries the protected Client Certificate and Client
Private Key over HTTPS. See Figure 74: Service
Registration Response Parameters. Only mandatory if
Status "Success". 6.3.1.5. Post Service Registration
Process After the results are returned for a
successful Service Registration the MusicStation
handsetapplication performs the following tasks.
6.3.1.6. Client Certificate Storage The Client
Certificate for the device is stored in the
application's record management system (RMS) memory
store. KMS in J2ME provides a mechanism through which
applications can persistently store data and retrieve
it later. In a record-oriented approach, J2ME RMS
comprises multiple record stores. 6.3.1.6.1. Client
GUID Storage The Client GUID is encrypted, scrambled
and stored in the application's RMS. This is used in
all future requests to the MusicStation Server and
MusicStation RI. 



6.3.1.6.2. Client Private Key Storage The MusicStation
handset application uses the J2ME private RMS feature.
This means that only the MusicStation application
which created the RMS record store has access to it.
MusicStation, however, goes further to ensure the
security of the Client Private Key. The MusicStation
handset application only stores the Client Private Key
after encrypting it as an extra security measure in
the unlikely event that RMS becomes compromised. More
over the application further obfuscates the Client
Private Key using certain techniques prior to and
during its storage in RMS. 6.3.2. Rights Issuer
Registration Immediately after the Device acquires its
Client Certificate it will attempt to register with
the Rights Issuer (RI). A device must be registered
with a MusicStation Service before it can register and
obtain Rights Objects from the RI. Successful
completion of the RI registration process allows the
Device to acquire a Domain Key (DK). The DK is a
128-bit AES symmetric key used to protect the Rights
Encryption Keys (REKs) of the Rights Objects delivered
to the Device. The RI Registration Protocol is a
complete security information exchange and handshake
between the Device and the RI. The RI Registration
Response message is sent from the Rights Issuer to the
Device in response to a RI Registration Request
message. This message completes the Registration
protocol, and if successful, enables the Device to
establish a RI Context for this RI. The RI Context
consists of information that was negotiated with the
Rights Issuer,during the 2-pass RI Registration
Protocol. This RI Context is necessary for a Device to
successfully acquire Rights Objects. 6.3.2.1. DRM
Domains i A Domain is a set of one to many Devices
that possess a common Domain Key distributed by a
Rights Issuer. Devices in the same Domain can all
access the same Domain Rights Objects (RO) and
potentially then the music protected by those ROs. In
MusicStation the DRM Domains are network-centric. The
RI defines the Domains, manages the Domain Keys, and
controls which and how many Devices are included and
excluded from the Domain. Typically each MusicStation
handset application has its own DK and only one
MusicStation Device is in each Domain. 6.3.2.2. RI
Registration Request The RI Registration Request
message is sent from the Device to the Rights Issuer
to initiate the 2-pass RI Registration Protocol. See
Figure 75 MusiStation RI Registration Request
Parameters. 6.3.2.3. RI Registration Response The RI
Registration Response message is sent from the Rights
Issuer to the Device in response to a RI Registration
Request message. When the registration is successful
it results in a Domain Key being delivered to the
MusicStation handset application. This DK is encrypted
using the Client Public Key found in the Client
Certificate sent to the RI in the request. This way
the DK can be securely transferred to the Device as
only the Device has access to its Client Private Key
which is needed to decrypt and access the DK. See
Figure 76: RI Registration Response Parameters. Only
mandatory if Status = "Success". 6.3.2.4. Post RI
Registration Process After a successful RI
Registration Response is received, MusicStation
encrypts and obfuscates the returned Domain Key and
stores it in the application's private RMS. The DK is
subsequently used by MusicStation to access DK
encrypted Rights Encryption Keys (REKs) in order to
access sensitive parts of Rights Objects (ROs).6.4.
Listening to Music In order to listen to music a
MusicStation Device needs both the music file, stored
as DRM protected content in the DRM Content Format
(DCF), and the RO containing the Content Encryption
Key (CEK) to unlock the DRM. It is possible that at
any one time neither the DCF nor the corresponding RO
is on the Device. ROs contain URLs for the DCF and
DCFs contain the URLs for the RO such that if you have
one you can acquire the other. If neither are on the
Device then the track listing shown in the
MusicStation application also contains the URLs for
both the RO and the DCF, so oftentimes both files are
requested simultaneously after a track has been
located in a search or whilst browsing. 6.4.1. Rights
Object Acquisition The 2-pass RO Acquisition Protocol
is the protocol by which the Device acquires Rights
Objects. This protocol includes mutual authentication
of the Device & RI, integrity-protected request and
delivery of ROs, and the secure transfer of
cryptographic keying material necessary to process the
RO. 6.4.1.1. RO Acquisition Request The RO Acquisition
Request message is sent from the Device to the RI to
request Rights Objects. This message is the first
message of the 2-pass RO Acquisition Protocol. See
Figure 77: MusicStation RO Acquisition Request
Parameters. 6.4.1.2. RO Acquisition Response The RO
Acquisition Response message is sent from the RI to
the Device in response to a RO Acquisition Request
message. It carries the ROs containing the protected
Content Encryption Key (CEK) for the music DCF in
question. See Figure 78 MusicStation RO Acquisition
Response Parameters. OnIy mandatory if Status =
"Success". , 6.4.1.3. Client Certificate Revocation
Once per Device session the RI checks with the CA that
the Device's Client Certificate is still valid. The CA
maintains a certificate revocation list (CRL), a list
of Client Certificates that have been revoked and
should not be relied upon. Whenever a certificate is
used it must be checkedagainst this list to check the
revocation status. The certificate will be revoked if
the CA has improperly issued a certificate, the
private key has been compromised, the user has
violated the CA's usage policy or the MusicStation
administrator has denied access to this Device for any
reason. 6.4.2. Content Download This section descibes
how music content is prepared, protected and
downloaded to MusicStation Devices from the
MusicStation Content Server. 6.4.2. 1. Content
Preparation Before music content is made available for
download from the MusicStation Content Server (CS) it
is protected from unauthorised access by encryption.
Encrypting a music file creates a new file known as a
DRM Content Format (DCF). In MusicStation music
content encryption is performed using a 128-bit RC4
symmetric Content Encryption Key (CEK). Every DCF has
a different 128-bit RC4 CEK. Thus if there are
1,000,000 tracks in the music library and each track
is available in 10 distinct file formats (to cater for
different phone flavours and music
capabilities/codecs) there are 10,000,000 distinct
CEKs, one per physical file. This means that even if
the CEK to one DCF is compromised, no other DCF is
compromised as a result. 6.4.2.2. Content Acquisition
Request Since every DCF is inherently secure, DCFs can
be transported using insecure transport protocols. For
this reason MusicStation Devices request music content
using HTTP. See Figure 79 Content Acquisition Request
Parameters. 6.4.2.3. Content Acquisition Response The
response from the MusicStation Content Server is
typically the binary stream of the DCF file requested
over HTTP. This is predominantly the entire file but
sometimes the file transfer can be interrupted by
broken mobile network coverage. In these situations
the MusicStation handset application makes a
subsequent Content Acquisition Request but this time,
using the Range parameter, it only requests the part
of the DCF that it does not already have. As the DCF
byte stream arrives at the Device the MusicStation
application progressively writes the file to the
handset's file system. Both internal and external
(removal media) memory isutilised. When MusicStation's
allocation of combined internal & external memory is
full, MusicStation removes the track which has not
been played for the longest period of time. This is
repeated until there is enough space available for the
newly requested track. All music content is stored in
the original DCF protected format in which it was
downloaded. In order to access the music inside any
DCF, the corresponding RO is required so that the CEK
may be accessed. 6.4.3. Playing Music Content In order
to play music through the MusicStation application the
music track DCF and the corresponding RO are required
to be on the phone. First the RO is examined to see if
the user has the right to play the music. If so the
CEK is extracted from the RO and used to decrypt the
DCF to access the music track which is then played via
the phone's media player. 6.4.3.1. Evaluating the
Rights Expression Language (REL) Once a request is
made to play a track, for which the relevant RO & DCF
exist on the phone, the Rights Expression Language
contained in the RO is parsed by the MusicStation DRM
Agent. The REL defines the ways in which the content
in the DCF associated with this RO can be consumed and
used by the user. The rights expressed by the REL can
be very rich, examples include:  Content is free for
unlimited playback.  Content can be played once then
must be bought.  Content can be played free for one
week then must be bought.  Content can be played free
for one month but not more than 5 times. .  Content
can be played an unlimited number of times if
purchased.  Content can be played an unlimited number
of times if user is currently inside a valid AYCE
subscription period. 6.4.3,2. Decrypting the Content
If the DRM Agent determines from the REL that the user
is able to play the music then the 128-bit AES REK is
used to gain access to the encrypted CEK for the
associated DCF. The 128-bit RC4 CEK is then used to
decrypt the DCF to access the original music track.
Thisdecrypted track is either stored in non-permanent
handset memory for the duration of the track playback
or it is progressively delivered in as a decrypted
stream to the handset media player depending on the
behaviour of the particular phone. Decrypted music
tracks are never stored permanently on the handset.
6.5. All-You-Can- ELat Services Due to MusicStation's
sophisticated DRM implementation it is possible to
support advanced content access models such as
All-You-Can-Eat (AYCE). This allows users who are
within a valid subscription period to have unlimited
access to download any track and play each track as
often as they like. 6.5.1. Subscription Periods
MusicStation supports a wide range of subscription
periods such as daily, weekly, monthly or any other
period required. A subscription period starts when the
MusicStation Server communicates with the MNO billing
system and successfully charges the user's telephone
bill 



with the appropriate charge for the subscription
period. The MusicStation Server maintains the state of
the user's subscription period by recording the
date/time of the successful charge made to the user's
bill (prepay or postpay) and the length of the
subscription period for which the user was charged.
This information is shared with the DRM Agent on the
MusicStation handset application and thus the Device
knows if the user has a valid subscription or not.
6.5.2. Subscription Expiry The preferred method for
implementing AYCE subscriptions is the rolling
subscription method. In this model the MusicStation
Server automatically purchases a new subscription when
the current subscription period runs out. The user
does have the option to cancel a subscription and this
causes the automatic re-subscription to be suspended.
If the user tries to access content (whether on the
Device or not) after the end of the last valid
subscription period the user is asked if they want to
restart their subscription. If so the rolling
subscription starts again. Where the subscription
model is not a rolling subscription, the user needs to
confirm that they wish to subscribe for another AYCE
period each time the current period lapses.6.5.3.
Parent Rights Object A Rights Object may inherit
permissions from another Rights Object. This mechanism
is used, for example, to specify rights for content
acquired as part of an AYCE subscription. The RO that
inherits permissions is referred to as a Child Rights
Object (C-RO). The Rights Object that contains the
permissions that are inherited is referred to as a
Parent Rights Object (P-RO). The Client Devices verify
that the same Rights Issuer issued the C-RO and its
related P-RO and they both belong to the same Domain
before the associated content is made available to the
user. The P-RO does not reference any DRM Content
directly. 6.5.4. DRM Time The DRM Agent on the phone
ideally has permanent access to an accurate date/time
unchangeable by the user (a DRM time). This is not the
case with mobile phones so MusicStation has to use
various methods to ensure that a reliable DRM time is
available to the DRM Agent so that fair access can be
given to users performing legitimate changes to their
phone date/time whilst resisting those users who may
try to fool the system and gain illegitimate access
within a subscription service. Whilst phones may
legitimately have their date/time changed at any point
(e.g. first time it has been set, changing time zone
or daylight saving) the MusicStation Server always
maintains a reliable date/ time. So whilst there is a
network connection the DRM Agent can always access a
reliable date/time datum. Because the MusicStation
Server date/time is potentially different from the
Device's local date/time the DRM Agent uses timers
relative to the local date/time rather than absolute
date/ times. However it also monitors the local
date/time relative to where it knows the local
date/time should be based on the timers it keeps. This
allows subscriptions to expire without network
connections and also identification of local phone
date/time changes. Whenever a network connection
occurs all the timers and actual date/ time knowledge
is reset. Issues potentially occur when users attempt
to fool the system by setting their date/ time to some
time in the past. These issues are successfully
countered using the following logic:  When the
MusicStation handset application starts, it compares
the local date/time with the last application close
date/time. If the application open date/time is before
the last application close date/time then the
difference between these two date/times issubtracted
from the relative timer.  The net result is that the
longest a determined user can use MusicStation for
whilst they have no network connection is an aggregate
application usage time equaling the length of time of
the paid-for subscription period (e.g. one week). In
order to do this they need to note down the time every
time they close MusicStation and reset their phone
date/time to that time just before and every time they
start MusicStation. Clearly the limited reward does
not appear to be worth the effort.  The date/time is
checked once a minute whilst the application is
running to protect against a user changing the
date/time whilst the application is open. If the
current date/time is before the last date/time then
the difference between these two date/times is
subtracted from the relative timer. If a user
legitimately changes their local date/time to a
date/time in the future and the Device can connect to
the Server expiry times are re-synced with the Server.
If a connection is not available:  If the future time
is still within the valid subscription period then the
tracks will play.  If the future time is greater than
the license expiry time then, outside of a system
configurable threshold, tracks will not play until the
Device connects to the Server. It is not possible to
distinguish between the user putting their clock
forward (whilst MusicStation is not running) and the
user not using MusicStation for a long period of time.
A reconnection to the server via the data network is
required to reactivate the user or renew the
subscription. 6.5.5. AYCEAccounting Accounting for
AYCE systems requires an absolute count of every play
of every track by every end-user. Track consumption
information is therefore requited to be transferred
back to the Server where all qualifying plays by all
MusicStation Devices in a particular Service are
aggregated together. These aggregated play counts are
used to determine what the royalty payments are to
each rights owner whose music has been played in the
accounting period. Tracks which are played for less
than a preview threshold period, such as 30 seconds,
are considered to be free previews and are not
included in the royalty payments calculations. So that
MusicStation does not cause unnecessary network
traffic, play counts are buffered onthe Device until a
natural network connection is required by the
application. This buffering extends also to OG
(flights and tunnels etc) where play counts can be
buffered for extended periods of time and sent to the
server when a connection is finally made. 6.5.6.
Blended Models MusicStation provides for a blended
commercial model where users who are in AYCE may still
make outright purchases of tracks. If the subscription
period ends without renewal, those tracks that the
user has purchased may still be accessed. 6.6.
Appendix L : Key Management This is a description of
the cryptographic way in which the Rights Issuer
issues a Domain Key (DK) to a Device using the public
key known only to the DRM Agent in tibe MusicStation
handset application on the Device. Also described is
the way that the RI protects the CEK in the RO by
using a REK which it delivers to the Device having
first been encrypted using the KD previously delivered
to the Device. 6.6.1. Distributing KD under a Device
Public Key This section applies when provisioning a
Device with a Domain Key, KD. KD is the symmetric
key-wrapping key used when protecting K ("Rights
Object Encryption Key") issued to a Domain D. KD is a
128-bit long AES key generated randomly by the sender
and shall be unique for each Domain D . K1 is the
wrapping key for the content-encryption key K0EK in
Rights Objects. The asymmetric encryption scheme RSA
shall be used to securely transmit KD to a recipient
Device using the Device's RSA Client Public Key. C =
RSA.ENCRYPT(ClientPubKey, Kn ) After receiving C, the
Device decrypts C using its Client Private Key: KD =
RSA.DECRYPT(ClientPrivKey, C) 6.6.2. Distributing K
under a Domain Key KD This section applies when
protecting a Rights Object for a Domain. The
key-wrapping scheme AES-WRAP shall be used. The RI
encrypts K REK using K .C = AES-WRAP(K D, KREK) After
receiving C, the Device decrypts C using KD: KREK =
AES-UNWRAP(KD, C)Appendix 1: Screen Flows 7.
Introduction This appendix provides a description of
the screens and user interface of the MusicStation
client. It includes a full feature list and, for each
feature, a description of the user experience and
appropriate screenshots. The features are broken down
into the main functional groups of the application,
which generally follow the application's menu
structure. 7. Screen Layout and User Interaction 7. 1.
Registration See Figure 80. When MusicStation is
started for the first time the user will see a message
while die client is registered with the server and the
user is provided with a unique identifier or GUID.
7.2. Joining MusicStation See Figure 81. When a user
first attempts to use any of the chargeable features
of MusicStation for the first time they are asked to
Join with a optional free trial period. They are then
asked to confirm and given an option to view the Terms
and Conditions via a wap link. Thereafter subscription
is confirmed and they are required to select continue
on confirmation. A user that has successfully
subscribed is known as a MusicStation member. 7.3.
Tabs and Menus See Figure 82. The user interface is
separated into four tabs. Each tab is focused on a
particular core function of MusicStation.  Home
-provides the user access to all the content available
iaMusicStation including Charts and to all the core
functions such as Search, Options, etc. It also
highlights content the user has downloaded (i.e both
"store" and "library"). Buzz - provides access to the
community features and music news.  Lineup - displays
the current queue of ttacks for download and
listening.  Playing - displays details of the track
that is currently being played. The Home tab and Bu
tab consist of multiple screens arranged in a
hierarchical menu structure. 7.4. Menu and Tab
Navigation The user uses the joystick to navigate
through the tabs and menus of the application. See
Figure 83. 7.5. The More Menu 7.5.1. Accessing
Functions See Figure 84. Every screen includes a More
menu on the handset's right hand soft key which
provides access to functions relevant to both the
currently selected item and to the screen as a whole.
Options that are not currently available are greyed
out on this menu and cannot be selected. The More menu
can be closed again by selecting Cancelvx the right
hand soft key. 



7.5.2. Context Sensitive Options The options available
in the More menu are context-sensitive to the
currently highlighted item. This table lists the
common More menu options and a description of the
action the selected More menu option performs. See
Figure 85 and 86. Please see Appendix 2: Context
Sensitive Menus for a detailed listing of the More
menu options available for each MusicStation option.
7.6. Back See Figure 87. A screen navigation history
is maintained. At any time the user may press the
lefthand soft key to go back to the previous screen in
any given tab. On handsets such as those from Sony
Ericsson, if the handset has a hard Back key then that
can also b e used to go back through the screen
history. 7.7. Music Playback See Figure 88. Various
keys are predefined and associated with music playback
functions so that the user can control playback from
any screen in the application without having to return
to the Playing tab. For example, the [5] key pauses
and resumes the music playback wherever the user is
within the user interface. See Figure 89. 7.8. Help
See Figures 90 and 91. The user may view the keypad
help by pressing the [1] key. This screen displays the
actions performed by pressing any numbered key on the
handset regardless of the user's location in
MusicStation. 7.9. Keypad Lock See Figures 92 and 93.
The keypad is locked by the user pressing and holding
the [*] key. To unlock the keypad the user presses and
holds the [*] again. Music will continue playing while
the joystick is locked but no menu options or other
music playback control keys will be accessible to
prevent accidental use. 7. 10. Minimising See Figures
94 and 95. The application may also be minimised by
pressing and holding the [#] key. To stop the music
the user must re-open MusicStation. 7. 11. Exiting See
Figure 96. When the user selects Close from the More
menu then if music is playing they willbe asked
whether they want music to continue playing.  Exit and
keep music playing - MusicStation will be minimised
and moved into the background on the handset. The user
can then continue to use the handset's functions
whilst listening to music. The user can return to
MusicStation at any time.  Exit and stop music - In
this case MusicStation will stop music playback and
exit completely. The user would need to restart
MusicStation to use it subsequently. 8. Basic Concepts
8. 1. Lineup The third tab or Lineup is a key concept
to a user's understanding of MusicStation. It provides
a permanent view of the user's current selection of
music. Any music the user selects for playing (and by
default downloading if not yet on the handset) is
added to the Lineup. A user can select any album,
playlist or individual track and add it to the Lineup.
Any track that is yet to complete downloading is
greyed out and the percentage downloaded is displayed
alongside. See section 12 for more information. See
Figure 97. 8.2. laylists There are several types of
playlist within the MusicStation user interface.8.3.
Rating See Figure 98. MusicStation provides community
features including providing recommendations for its
users. To allow users to be involved in this process
many different items within the MusicStation interface
can be rated. The following items can be rated:
Tracks  Albums  Artists  Playlists  Other Members A
user rates an item by selecting it in the interface
and then selecting the Rate option from the More menu.
The user has three ratings to choose from for each
item: I love it Neutral I hate it These ratings are
collected from all users and are used by MusicStation
to generate star-ratings for those items. These stars
can be seen at various places throughout the interface
and give the user base a view on the relative
popularity of each item. The user ratings are also
used to generate recommendations and charts, such as
the Top Playlists list {GetNew Playlists screen). 8.4.
Screen Updates MusicStation includes a component
called the Intelligent Background Downloader. This
component is responsible for downloading all music and
data to the handset. It runs in the background and
delivers music for playback, and content for all the
dynamic menus. Because itruns in the background it can
deliver updated content to any screen without
interfering with the user's enjoyment of MusicStation.
For example, news articles listed on the Inbox tab
might be updated while the user is listening to music
so that when the user next switches to the B tab the
latest articles will b e there ready and waiting for
the user. 9. Top-level Menus The user interface is
separated into four tabs. Each tab is focused on a
particular core function of MusicStation.  Home
-provides the user access to all the content available
in MusicStation and to all the core functions such as
Charts, Search, etc.  Buzz -provides access to the
community features and music news.  Lineup -displays
the current queue of tracks queue for listening.
Playing -displays details of the track that is
currently being played. The Home tab and B u tab
consist of multiple screens arranged in a hierarchical
menu structure. The following tables provide a list of
the options in the top-level menus of the Home tab and
Buzz tab and a cross reference to the section of this
document in which they are described in more detail.
See Figures 99 and 100. The Uneup and Playing tabs do
not have any menus. They are a single fixed view
relating to current music. The Uneup displays a
permanent view of the user's current selection of
music for downloading and playing. The Playing tab
just displays the current track. 10. Home 10. 1. Play
lists See Figure 101. The Playlists screen gives the
user access to playlists. The user can view andmanage
their Private and Shared Playsts. The user can also
use the Get N e P'lay'lists options to view and
download pkylists provided by the editorial/content
team or by other users. 10.1.1. My Private Playlists
Private playHsts are those which the user has created
but not shared with the MusicStation community.
Private playlists are listed underneath the My Private
Playlists heading. The user can decide to make any of
these playlists public by selecting a private playlist
and then selecting the Share option from the More
menu. 10.1.2. My Shared Playlists See Figure 102.
Shared Playlists are those playlists which the user
has shared with the MusicStation community. Shared
playlists are listed underneath the My Shared
Playlists heading. The user can decide to make any of
these playlists private again by selecting a shared
playlist and then selecting the Make Private option
from the More menu. 10.1.3. Get New Playlists See
Figure 103. The Get newplaylists option provides
access to Editorial Playlists, Automatically Generated
Playlists, and Shared Playlists from other users. The
user can view, play and rate any of these playlists.
See Figure 104. The lists on these screens are updated
nightly or weekly by MusicStation.10.1.4. Create
playlist See Figure 105. Using the Create playlist
option, the user can create private or shared
playlists. The user provides a playlist name and
selects an image for the playlist from a library of
images. Once created, the user can add tracks to the
playlist using the Add to Playlist options found
throughout the interface. A user can also create a new
playlist after selecting dd to Playlist. 10.2. Delete
pUylist The user may delete any of their private or
shared playHsts by highlighting the playlist and
selecting Delete from the More menu. 10.2.1. View
Playlist See Figure 106. The user can view the tracks
within a playlist. The user will also see the image
associated with the playlist, the playlist's total
playtime and the number of tracks in the playlist. If
the playlist is a Shared Playlist then its star-rating
will also be shown. At the bottom of each playlist is
an ALL TRACKS option that a user can select to add all
the tracks in the playlist to a Lineup. 10.2.2. Rate
playlist The user can rate Shared Pkylists. The
ratings provided by all users and collectively used to
generate Top playlists and You might like. . . lists
which are then fed back to the users on their Get New
Playlists screen. See section 8.3. 10.3. Artists See
Figure 107. The Albums screen gives the user access to
all albums available in the MusicStation catalogue.
The user can view Artists from which they have
downloaded tracks in the past. The user can use the
Get new artists option to view and listen to artists
of general or personal interest to this user.10.3.1.
My Top Artists In the My Top L rtists section of the
Artists screen, the user can view a selective list of
their artists from which they have downloaded tracks.
The list will be composed of artists that the user has
downloaded tracks for. This provides the user with
easy access to their favourite artists. It is
generally all the artists they have downloaded tracks
for but is limited (phone dependent) to ensure it does
not get overly long. 10.3.2. Get new artists See
Figure 108. The Get new artists option provides access
to lists of Artists that have been generated by
MusicStation, either automatically, using user
listening habits and feedback or editorially. These
are based on two main categories: popular artists e.g.
Top artists, Top Pop, Top Rock etc and recommended
artists e.g. You might like. The lists on these
screens are updated nightly or weekly by MusicStation.
See Figure 109. 10.3.3. Artist Profile - View Artist
See Figure 110. The user can view the artist profile
including an image, the artist's MusicStation 



star-rating, the number of downloaded tracks, a list
of the downloaded tracks and the total playtime of
these downloaded tracks. From this screen the user can
view and play all tracks or albums available for this
artist.10.3.4. Artist Profile - Get new tracks See
Figure 111. The user can view the list of all
available tracks for the selected artist. From this
screen the user can play and rate tracks. 10.3.5.
Artist Profile - Get new albums See Figure 112. The
user can view the list of all available albums for the
selected artist. From this screen the user can view,
play and rate tracks from the album. 10.3.6. Rate
artist The user may rate any artist using the Rate
option from the More menu. See section 8.3. 10.4.
Albums See Figure 113. The Albums screen gives the
user access to all albums available in the
MusicStation catalogue. The user can view Albums from
which they have downloaded tracks in the past. The
user can use the Get new albums option to view and
listen to albums of general or personal interest to
this user. 10.4.1. My Top Albums In the My Top Albums
section of the Albums screen, the user can view a
selective list of their albums from which they have
downloaded tracks. The list will be composed of albums
that the user downloads from and listens to
frequently. This provides the user with easy access to
downloaded tracks. 10.4.2. Get New Albums See Figure
114. The Get new albums option provides access to
lists of albums that have been generated by
MusicStation, either automatically, using user
listening habits and feedback or editorially. These
are based on two main categories: popular albums e.g.
Top artists, Top Pop, Top Rock etc and recommended
albums e.g. You might like, Just released. The user
can play or view any easily. The lists on these
screens will updated nightly or weekly by
MusicStation.See Figure 115. 10.4.3. Album home page
See Figure 116. The user can view the details of an
album including the number of tracks on the album, the
star-rating of the album and a track listing. The user
can play individual tracks or all the tracks from the
album. Using the ALL, TRACKS option at the bottom of
the Album home page, the user can select to play all
tracks from the album. 10.4.4. Rate album The user can
rate any album within the user interface. See section
8.3. 10.5. Tracks See Figure 117. The Tracks screen
gives the user access to all tracks available from the
MusicStation catalogue. The user can see a selective
list of tracks, which they have downloaded in the
past. The user can also use the Get new tracks option
to view and listen to tracks of general or personal
interest to this user. 10.5.1. My Top Tracks In the My
TopAlbums section of the Albums screen, the user can
view a selective list of their downloaded tracks. The
list will be composed of tracks that the user listens
to frequently. All tracks in this list can be listened
to immediately. The user does not need network
coverage to listen to any of these tracks.10.5.2. Get
New Tracks See Figure 118. The Get new tracks option
provides access to lists of tracks that have been
generated by MusicStation, either automatically, using
user listening habits and feedback or editorially.
These are based on two main categories: popular tracks
e.g. Top Tracks and recommended tracks e.g. You might
like, Just released. The lists on these screens will
updated nightly or weekly by MusicStation. 10.5.3.
Rate track The user may rate any track. See section
8.3. 10.5.4. Add track to Playlist The user may add
any track to a playlist. During this process the user
may select an existing playlist or create a new one.
See section 10.1.4 Create playlist. 10.6. Charts
10.6.1. Charts listing See Figure 119. The Charts
screen provides a listing of charts generated from the
listening and rating habits of the users of this
service. A selection of charts is available including
daily, weekly and monthly. 10.6.2. Chart details See
Figure 120. The user can view the details of a
particular chart including its name, the chart's total
playtime, the full sequential track/ /artist listing
for the chart and play any track from the chart.10.7.
Search See Figure 121. 10.7.1. Artist search See
Figure 122. The user may search for any artist within
the MusicStation catalogue by entering search terms
into the Search text box and selecting the Artists
radio button on the Search for menu. The user may then
view any artist profile returned by their search.
10.7.2. Track search See Figure 123. The user may
search for any track within the MusicStation catalogue
by entering search terms into the Search text box and
selecting the Tracks radio button on the Search for
menu. The user may then play any track returned by
theit search. 10.7.3. Album search See Figure 124. The
user may search for any album within the MusicStation
catalogue by entering search terms into the Search
text box and selecting the Albums radio button on the
Searchfor menu. The user may then view or play any
album profile returned by their search. 10.8. Play Top
Track See Figure 125. The Play Top Track option on the
home menu adds a random track from the list of tracks
already on the handset to the end of the Uneup. If the
Lineup is empty then this track would start playing
immediately. Network coverage is not required for this
option as the tracks are already downloaded. 10.9.
Options See Figure 126. The Options screen provides
the user with access to general information and
options to control their MusicStation application.
10.9.1. Membership Status See Figure 127. This option
displays the status of the user's membership. It will
show renewal details such as the date and time of the
next renewal, the renewal fee and the frequency of the
renewal. The user can also cancel their membership
using the CancelMembership option. The following table
describes the different stages in the membership
process.EPIGENETIC REGULATORY COMPLEX FOR CONTROL OF
GENE EXPRESSION FIELD The invention is in the field of
epigenetic regulation of gene expression. In
particular the invention relates to compositions and
methods comprising histone methyltransferase activity
that are targeted to control gene expression in vivo
and in vitro. BACKGROUND Epigenetics concerns the
transmission of information from a cell or
multicellular organism to its descendants without that
information being encoded in the nucleotide sequence
of genes. Epigenetic controls are typically
established via chemical modification of the DNA or
chromatin structure. Gene expression can be moderated,
for example, via the methylation and acetylation of
histones that are associated with the genomic DNA.
Methylation and acetylation of histones tends to occur
in the histone tail, a domain that is surface exposed
and has a net positive charge due to an abundance of
amino acid residues such as arginine (R) and lysine
(K). The chemical modification of the histone tail is
moderated by enzymes having a histone
methyltransferase activity (HMTases) and histone
acetyltransferase activity (HATs). Epigenetic
modifications can occur at different times in the
normal development of an organism, and also during
transformation of normal cells into cancerous cells.
Such modifications often result in the silencing or
activation of certain genes. In cancer, it is well
documented that the majority of tumour cells display
abnormal DNA epigenetic imprints (Feinberg AP &
Vogelstein B, (1983) Nature 1(5895):89-92). Stem cells
are cells that are able to both extensively self-renew
and differentiate into progenitors. As such, stem
cells are also potential candidates for the origin of
cancers. Stem cells can have a long lifespan in which
they acquire genetic mutations and epigenetic
modifications that can increase the tendency toward
malignancy. It is postulated that since stem cells
occupy a niche that is so finely balanced between the
competing interests of proliferation and
differentiation, small but profound epigenetic changes
can tip the balance towards a cancer stem cell
phenotype. An appreciation of why and how epigenetic
modifications are regulated is critical to the
understanding, detection and treatment of cancer and
particularly the treatment of cancer stem cells.
Indeed, it is believed that one of the factors present
in cases of recurrent and aggressivecancers that are
difficult to treat is that the tumours may contain
cancer stem cells that do not respond to conventional
therapies. Somatic cell nuclear transfer (SCNT) is
used to generate animals for livestock production (for
cloning or for stem cell therapy), biomanufacturing of
proteins and for disease modelling (Wilmut I, Beaujean
N, de Sousa PA, Dinnyes A, King TJ, Paterson LA, Wells
DN, Young LE. (2002) Nature. Oct 10;419(6907):583-6).
One of the problems associated with the efficiency and
success rates obtained for SCNT is that the somatic
cell genome comprises extensive and stable epigenetic
marks that can hinder successful reprogramming. In
addition, the recipient egg cell can comprise factors
that exert epigenetic effects that can also contribute
to the failure of the procedure. Hence, there is a
need to provide compositions and methods to improve
the efficiency of SCNT and, thus, the bioprocessing
applications that are facilitated by this procedure.
The specification of primordial germ cells (PGCs) in
the mouse has provided an attractive experimental
model for analysing the effects of epigenetic
modifications in vivo. A founder population of about
45 PGCs is first detected at E7.5 in mouse embryos
(Ginsburg, M., Snow, M. H. & McLaren, A. (1990)
Development 110, 521-8). Thereafter, these PGCs
migrate and enter the genital ridges from E10.5
onwards, where further extensive epigenetic
programming of germ cells continues. By E13.5, germ
cells enter into meiotic prophase in the female and
mitotic arrest in the male gonad. Significant
epigenetic modifications ensue immediately after the
specification of PGCs, including methylation and
acetylation of histone tails by HMTases and HATs, 



respectively (Surani et al., 2004 (CSH Symposium);
Seki et al., 2004; Lachner, M., O'Sullivan, R. J. &
Jenuwein, T. (2003) J Cell Sci 116, 2 117-24, and
Vaquero, A., Loyola, A. & Reinberg, D. (2003) Sci
Aging Knowledge Environ 2003, RE4). Among the
candidate genes postulated to have a role in
regulating these epigenetic changes in PGCs are the
HMTases that belong to the conserved SET/PR domain
protein family. Hence, there is a need to provide
reagents and methods for improving the control of
epigenetic regulatory mechanisms within the cell. In
particular, there is a need for compositions and
methods that allow for greater control of gene
expression so as to influence cell fate decisions in
stem cells and in cancer cells.SUMMARY A first aspect
of the invention provides for an isolated polypeptide
complex comprising at least a first domain having
site-specific DNA binding activity and at least a
second domain having an arginine methyltransferase
activity, wherein the second domain is capable of
methylating an arginine residue located in the tail
region of a histone H2A. In a specific embodiment of
the invention, the second domain has an arginine
methyltransferase activity that provides a symmetrical
NG.N'G-dimethylation of an arginine residue, suitably
an arginine residue located at position 3 in the tail
region of a histone H2A (H2AR3). Optionally, the
second domain is further capable of methylating an
arginine residue located in the tail region of histone
H4, suitably an arginine residue located at position 3
in the tail region of a histone H4 (H4R3). In an
embodiment of the invention the arginine
methyltransferase activity is comprised within a Prmtd
arginine methyltransferase domain or a derivative or
homologue thereof. According to the invention, the
first domain can be specifically directed towards
binding to one or more consensus sequences in the
genomic DNA of a mammal that are involved in control
of gene expression. Typically, but not exclusively,
such sites can be located in non-coding promoter
regions, untranslated regions or in introns. In a
specific embodiment, the DNA binding domain of the
invention is capable of binding to a PRDI/Blimp1-type
binding site having a consensus sequence of four
GGGAAAG motifs two in the in the 5' promoter region of
the target gene and two downstream of the
transcriptional start site. Suitably, the DNA binding
domain comprises a Blimpi protein, a DNA binding
portion of a PRDI/Blimp1 polypeptide or a homologue or
derivative thereof. A second aspect of the invention
provides for a nucleic acid expression vector
construct, that is suitable for inducing expression of
a polypeptide complex in a mammalian cell, the vector
comprising: one or more coding sequences operably
liked to a promoter sequence, wherein the one or more
coding sequences encode at least a first polypeptide
domain having site-specific DNA binding activity and
at least a second polypeptide domain having an
arginine methyltransferase activity, wherein the first
domain is specifically directed towards binding to one
or more consensus sequences in thegenomic DNA of a
mammal that are involved in control of gene expression
and the second domain has an arginine
methyltransferase activity that provides a symmetrical
NG.N'G-dimethylation of an arginine residue located
within a polypeptide substrate. In accordance with a
specific embodiment of the invention the polypeptide
substrate is a histone. Optionally, the second
polypeptide domain is capable of methylating an
arginine residue located at position 3 in the tail
region of a histone H2A (H2AR3), and also an arginine
residue located in the tail region of histone H4.
Suitable expression vectors include plasmids, cosmids,
viral vectors and artificial chromosomes such as YACs.
Optionally, the promoter sequence can be selected from
either a constitutive promoter or an inducible
promoter. Suitable inducible promoters include the
well-characterised Tet or Tamoxifen regulated systems.
Alternative systems may include heat shock sensitive
promoters. In one embodiment of the invention the
expression vector comprises an expression cassette in
which a first coding sequence encodes the first
polypeptide domain and a second coding sequence
expresses the second polypeptide domain. Optionally,
the first coding sequence encodes a PRDI/Blimp1
polypeptide and the second coding sequence encodes the
Prmt polypeptide. In particular embodiments it may be
advantageous for the first and second coding sequences
to be separated by one or more intervening sequences.
Suitably, the one or more intervening sequences can
comprise at least one internal ribosome entry sequence
(IRES) so as to facilitate bicistronic expression of
the first and second coding sequences within the cell.
The expression vectors of the invention can also
comprise one or more nucleic acid sequences that
encode a polypeptide selected from: a selection
marker; an antibiotic resistance marker; and a
reporter. A third aspect of the invention provides for
a method for controlling gene expression in a
mammalian cell comprising inducing formation within
the cell of a polypeptide complex comprising at least
a first domain having site-specific DNA binding
activity and at least a second domain having an
arginine methyltransferase activity, wherein the
second domain is capable of methylating an arginine
residue located in the tail region of a histone H2A.
In a specific embodiment, formation of the polypeptide
complex is induced within the cell by inducing
expression of a PRDI/Blimp1 polypeptide, or a
homologue or derivative thereof, within the cell.In a
specific embodiment, the expression of the PRDI/Blimp1
polypeptide is induced within the cell by transfection
of the cell with an expression vector that encodes a
Blimpi polypeptide, or a derivative or homologue
thereof. Optionally, the expression of the PRDI/Blimp1
polypeptide is induced within the cell by transfection
of the cell with the expression vector described
previously. Typically the mammalian cell is a human
cell derived from tissue or in the form of a cell
line. In a particular embodiment of the invention the
mammalian cell is a neoplastic or cancerous cell or
cell line. Suitably the method of this aspect of the
invention can be carried out in vitro or in vivo. In a
specific embodiment of the invention, the control of
gene expression results in the control of expression
of one of more of the genes selected from the group
consisting of c-Myc; Dhx38; Pcdh7; Q8C9T7; XyItI;
DnaH1; Baip2; Nek7; Dusp2; ENSMUSG00000027041; Sirt4;
and Blimpt The induction of the polypeptide complex in
the cell can lead to a reduction in expression of one
or more of these genes. A fourth aspect of the
invention provides a method for promoting self renewal
and inhibiting differentiation within a stem cell
comprising inhibiting the formation of a Blimp1/Prmt5
complex within the stem cell. Optionally the stem cell
is a mammalian stem cell, suitably a human stem cell.
In particular embodiments of the invention the stem
cell is selected from the group consisting of an adult
stem cell; a stem cell progenitor; and a pluripotent
stem cell. It will be appreciated that the invention
is in no way directed at reproductive cloning of
humans or the manipulation and use of human embryos
for the purpose of facilitating human reproductive
cloning. In a specific embodiment of this aspect of
the invention, inhibition of the formation of a
Blimp1/Prmt5 complex within the stem cell is achieved
by exposing the cell to a Blimpi inhibitor compound, a
Prmtd inhibitor compound and/or a Blimp1/Prmt5 complex
inhibitor compound. Suitably, the inhibitor compound
can be selected from a small molecule inhibitor; a
siRNA molecule that binds to Blimpi or Prmtd mRNA; an
antisense oligonucleotide that binds to Blimpi or
Prmtd mRNA; and a dominant negative version of the
Blimpi or Prmtd polypeptide. A further aspect of the
invention provides a method of controlling Prmtd
localisation within a cell, typically localisation of
endogenous Prmtd, comprising inducing expression
within the cell of a Blimpi polypeptide, thereby
inducing formation of a Blimpi/Prmt dcomplex within
the cell. The Blimpi induced within the cell can be
either exogenous Blimpi or endogenous Blimpi.
Suitably, the cell can be a mammalian stem cell. Still
further aspects of the invention provide for uses of
the polypeptide complexes of the invention in the
treatment of cancer, and to cells - suitably
mammalian/human cells - comprising the expression
vector constructs described above. DESCRIPTION OF THE
DRAWINGS Figure 1 shows (a) a summary of key events
during mouse germ cell specification and development
from E7.5-E12.5, and (b) expression analysis of
candidate SET/PR domain genes by PCR of single cell
cDNAs from 2 representative founder PGCs (grey) and 2
somatic cells (white). Black fields indicate detection
of expression in PGCs and somatic cells; Figure 2
shows immunoprecipitated mouse Blimpi complex exhibits
an arginine methyltransferase activity, (a) Myc-tagged
mouse Blimpi or corresponding control were expressed
as indicated in 293T cells. Myc immunoprecipitates
were analysed by western blotting using Myc
antibodies; (b) the same immunoprecipitates were used
for HMTase assays against purified histone H3; H2A and
recombinant H2A (rH2A). Fluorogramme (F) and
Ponceau-stained membrane (P) are shown for each; (c)
microsequencing of radiolabeled rH2A, the x axis shows
amino acids 1 to 14 of rH2A, the y axis indicates the
[3H]- incorporation of individual amino acid residues
as counts per minute (cpm); and (d) Alignment showing
the sequence conservation of the extreme N-terminus of
H4 and H2A.1; Figure 3 shows overlapping expression of
Blimpi and Prmtd in germ cells leads to specific
pattern of H2A/H4R3me, (a,b,c) Expression pattern of
Blimpi , Prmtd and Prmti in PGCs at different stages
of development was detected by immunostaining with
Blimpi (a), Prmtd (b) and Prmti (c) specific
antibodies, germ cells were detected as shown, using
antibodies against stella/PGC7, Oct4 or TG1/SSEA1 ,
merged images are shown with DNA stained with DAPI;
(d,e) Myc-tagged mouse Blimpi or corresponding
controls were expressed as indicated in 293T cells,
Myc, Prmtd or Prmti immunoprecipitates were analysed
by Western blotting using Prmtd, Myc or Prmti
antibodies, the asterisk marks a non-specific signal;
and (f) H2A/H4 R3 methylation in germ cells was
assessed by immunostaining in PGCs at different
indicated developmental stages with H4R3me2s
antibodies, germ cells are co-stained withantibodies
against stage specific markers, namely Oct4 or
TG1/SSEA1 , merged images are shown with DNA stained
with DAPI, scale bar: 10 mm (scale is identical for
each picture). Figure 4 shows in vivo identification
of a Blimp1/Prmt5 binding elements within the genomic
locus of Dhx38, (a) positions of putative Blimpi
binding sites in the vicinity of Dhx38 transcription
start (TS) and start codon (ATG), amplified sequences
for the ChIP assay are also shown (A, B, C, D), (b)
Interaction of endogenous Prmt5 with genomic DNA of
the Dhx38 locus by ChIP assay, supernatant (s) or
nuclear (n) fractions of cell 



extracts from isolated genital ridge cells from E10.5
embryos were immunoprecipitated with either Prmtd or
IgG antibodies, tail genomic DNA (+) and water (-)
were used as controls. Figure 5 shows Dhx38 expression
is up-regulated in germ cells upon translocation of
Blimpi and Prmtd from the nucleus to the cytoplasm,
resulting in a decrease in the levels of H2A/H4R3me2s
modification, immunostaining of (a) Dhx38, (b) Blimpi
and Prmtd, and (c) H2A/H4R3me2s, were performed on
cryosections of genital ridges at the developmental
stages as indicated, germ cells were detected using
specific antibodies; stella/Pgc7, Oct4 or TG1/SSEA1 ,
merged images are shown with DNA stained with DAPI,
scale bar : 10 mm (scale is identical for each
picture). Figure 6 shows analysis of Blimpi , Prmtd
and Dhx38 in pluripotent EG and embryonic carcinoma
(EC) cells (a) Immunostaining for Blimpi, Prmtd and
Dhx38 was performed on EG cells, merged images are
shown with DNA stained with DAPI, note the inverse
relationship between the expression of Dhx38 and
Blimpi; (b) Western blot analysis ES, EG or EC (P19)
extracts for Blimpi and Oct4; (c) Myc-tagged mouse
Blimpi was expressed as indicated in P19 pluripotent
EC cells, Prmtd immunoprecipitates were analysed by
Western blotting using Prmtd, Blimpi or Dhx38
antibodies, tubulin levels showing equal input lane
loading were detected using anti tubulin antibody,
note repression of Dhx38 when Blimpi is introduced in
EC (P19) cells; (d) Increased levels of H4R3me2s on
the Dhx38 locus in Myc-Blimp1 transfected EC (P19)
cells assayed by ChIP, cell extracts from P19 cells
were immunoprecipitated with either Myc or H4R3me2s
antibodies, A, B, C, D refers to regions in the Dhx38
locus containing Blimpi binding sites as explained in
Figure 4.Figure 7 shows (a) immunofluorescence
analysis of candidate SET/PR domain genes from the PCR
expression screen at E7.5 shown in Figure 1;
immunostaining of isolated cells from E8.5 embryos
with specific antibodies against specific Histone
Methyl Transferases as indicated, germ cells were
detected using germ cell-specific antibodies, Oct4 or
Stella/PGC7; (b) co-immunostaining of Blimpi and Prmtd
using corresponding antibodies in E8.5 PGCs, germ
cells are marked by the expression of tissue
non-specific alkaline phosphatase (AP), merged images
are shown with DNA stained with DAPI, scale bar: 10 mm
(scale is identical for each picture). Figure 8 shows
characterisation of H4 R3me2s antibodies, arginine can
be modified with a single methyl group (a), or with
two methyl groups that can be arranged symmetrically
(b) or asymmetrically (c); the antibody against H4
R3me2s (Abeam(tm)) was originally generated using an
H4 synthetic peptide with R3 symmetrical
demethylation, to test its specificity, Western blot
analysis was carried out; (d) against calf thymus
histones (H4, H3, H2A, H2B) incubated with and without
immunoprecipitated Myc- Blimpi, and (e) after a
competition assay against H4 peptides including
unmodified, R3me2s and R3me2a, the antibody strongly
recognises the symmetrically dimethylated peptide.
DETAILED DESCRIPTION Prior to setting forth the
detailed description of the invention, a number of
definitions are provided that will assist in the
understanding of the invention. All references cited
herein are incorporated by reference in their
entirety. Unless otherwise defined, all technical and
scientific terms used herein have the same meaning as
commonly understood by one of ordinary skill in the
art to which this invention belongs. The term
'reprogramming' as used herein, refers to the step of
altering or removing epigenetic modifications from the
nucleus of a cell. Reprogramming facilitates a
reduction in cell fate commitment and, thus, the
differentiation state of the cell as a whole and in
particular the nucleus. In essence, reprogramming
consists of returning a somatic differentiated or
committed nucleus to a gene expression, epigenetic,
and functional state characteristic of an embryonic,
germ, or stem cell. Reprogramming of somatic cell
nuclei is a preferred first step in procedures such as
SCNT, but is also of interest in other procedures
where control of cell differentiation state - i.e.
potency - is important.The term 'cancer' is used
herein to denote a tissue or a cell located within a
neoplasm or with properties associated with a
neoplasm. Neoplasms typically possess characteristics
that differentiate them from normal tissue and normal
cells. Among such characteristics are included, but
not limited to: a degree of anaplasia, changes in cell
morphology, irregularity of shape, reduced cell
adhesiveness, the ability to metastasise, increased
levels of angiogenesis, increased cell invasiveness,
reduced levels of cellular apoptosis and generally
increased cell malignancy. Terms pertaining to and
often synonymous with 'cancer' include sarcoma,
carcinoma, tumour, epithelioma, leukaemia, lymphoma,
polyp, transformation, neoplasm and the like. The term
'epigenetic modification' refers to the chemical
marking of the genome. Epigenetic marks can include
DNA methylation (imprints) as well as methylation and
acetylation of proteins associated with DNA, such as
histones. Parent-of-origin-specific gene expression
(either from the maternal or paternal chromosome) is
often observed in mammals and is due to epigenetic
modifications. In the parental germlines, epigenetic
modification can lead to stable gene silencing or
activation. 'Bioprocessing' refers to techniques in
which living cells, or their components are used to
produce a desired end product. In the context of the
present invention, epigenetic modifications to cells
can be used to enhance these cells ability to be used
in bioprocessing. Typically bioprocessing techniques
include SCNT. The terms 'derivative or homologues' of
DNA binding domains and/or arginine methyltransferases
as used herein refer to mRNA and polypeptides that
have substantially similar sequence identity to the
molecules of the invention respectively. Derivatives
and homologues are considered to include orthologues
of the sequences from other species and mutants that
nonetheless exhibit a high level of functional
equivalence. By substantially similar sequence
identity, it is meant that the level of sequence
similarity is from about 50%, 60%, 70%, 80%, 90%, 95%
to about 99% identity. Percent sequence identity can
be determined using conventional methods (Henikoff and
Henikoff Proc. Natl. Acad. Sci. USA 1992; 89:10915,
and Altschul et al. Nucleic Acids Res. 1997;
25:3389-3402). Alternatively, homologues of the
polypeptides of the invention can be those sequences
that are able to demonstrate the ability to hybridise
with the sequences described herein, under conditions
of high, medium or low stringency.The term 'expression
vector' is used to denote a DNA molecule that is
either linear or circular, into which another DNA
sequence fragment of appropriate size can be
integrated. Such DNA fragment(s) can include
additional segments that provide for transcription of
a gene encoded by the DNA sequence fragment. The
additional segments can include and are not limited
to: promoters, transcription terminators, enhancers,
internal ribosome entry sites, untranslated regions,
polyadenylation signals, selectable markers, origins
of replication and such like. Expression vectors are
often derived from plasmids, cosmids, viral vectors
and yeast artificial chromosomes; vectors are often
recombinant molecules containing DNA sequences from
several sources. The term 'operably linked', when
applied to DNA sequences, for example in an expression
vector, indicates that the sequences are arranged so
that they function cooperatively in order to achieve
their intended purposes, i.e. a promoter sequence
allows for initiation of transcription that proceeds
through a linked coding sequence as far as the
termination signal. A 'polynucleotide' is a single or
double stranded covalently-linked sequence of
nucleotides in which the 3' and 5' ends on each
nucleotide are joined by phosphodiester bonds. The
polynucleotide may be made up of deoxyribonucleotide
bases or ribonucleotide bases. Polynucleotides include
DNA and RNA, and may be manufactured synthetically in
vitro or isolated from natural sources. Sizes of
polynucleotides are typically expressed as the number
of base pairs (bp) for double stranded
polynucleotides, or in the case of single stranded
polynucleotides as the number of nucleotides (nt). One
thousand bp or nt equal a kilobase (kb).
Polynucleotides of less than around 40 nucleotides in
length are typically called "oligonucleotides". The
term 'promoter' as used herein denotes a region within
a gene to which transcription factors and/or RNA
polymerase can bind so as to control expression of an
associated coding sequence. Promoters are commonly,
but not always, located in the 5' non-coding regions
of genes, upstream of the translation initiation
codon. The promoter region of a gene may comprise one
or more consensus sequences that act as recognisable
binding sites for sequence specific DNA binding
domains of DNA binding proteins. Nevertheless, such
binding sites may also be located in regions outside
of the promoter, for example in enhancer regions
located in introns or downstream of the coding
sequence.The term 'isolated', when applied to a
polypeptide or complex of polypeptides, is a
polypeptide that has been removed from its natural
organism of origin. It is preferred that the isolated
polypeptide is substantially free of other
polypeptides native to the proteome of the originating
organism. It is most preferred that the isolated
polypeptide be in a form that is at least 95% pure,
more preferably greater than 99% pure. In the present
context, the term 'isolated' is intended to include
the same polypeptide in alternative physical forms
whether it is in the native form, denatured form,
dimeric/multimeric, glycosylated, crystallised, or in
derivatized forms. Reference to a 'complex' as used
herein includes instances where the first and second
polypeptide domains are comprised within a single
polypeptide chain, also where the first and second
domains are included within separate polypeptide
chains that are non-covalently associated with each
other, as well as where post translational covalent
bonds are formed to link separate domains together
into an associated functional unit. In a embodiment of
the present invention, a novel complex between Blimpi
and Prmtd is provided that is able to regulate gene
expression in mammalian cells via an epigenetic
control mechanism. Somatic cells typically develop
along a differentiation pathway progressing from a
less specialised to a more specialised or committed
state. Less specialised somatic cells can demonstrate
the ability to act as progenitor stem cells giving
rise to several different cell types. The amount of
these different cell types that a given stem cell can
act as a progenitor for is typically referred to as
the 'potency' of that stem cell. Hence, pluripotent
stem cells can act as progenitors for very many
different differentiated cell types. If a cell can
differentiate into all cells in the body, it is
totipotent. If it can differentiate into most cell
types, it is pluripotent. Embryonic stem cells are
usually referred to as pluripotent as 



they can generate most cell types in mammals with the
exception of extra-embryonic tissues (i.e.
trophectoderm). The present invention provides a means
for controlling cell fate decisions at the gene
expression control level. The protein complex of the
invention when expressed or otherwise introduced into
mammalian cells biases cell fate decisions away from
pluripotency. Conversely, inhibition of activity of
the protein complex of the invention in stem cells, or
even only of the Blimpi component, can bias cell fate
decisions towards pluripotency and self-renewal.
Another related area of utility for the present
invention is in cancer therapy. Most if not all
cancers undergo epigenetic changes, including
significantly the down-regulation and silencing of
tumour suppressor genes and the up-regulation of
oncogenes. Reactivationof tumour suppressor genes can
ameliorate cancer phenotype as can down-regulation of
oncogenes. Hence, a method of controlling gene
expression and cell fate decisions in vivo is a very
promising avenue to cancer therapy.
B-lymphocyte-induced maturation protein (Blimpi)
Blimpi is a 100 kDa protein which contains five
DNA-binding zinc finger motifs (GENBANK accession no:
NM_007548). The human homologue of Blimpi is referred
to as either PRDI-BF1 or PRDM1 (GENBANK accession no:
NM_000198). Blimpi cDNA was originally isolated in a
subtractive screen of a B-cell lymphoma cell line (BCL
1) following treatment with cytokines IL-2 and IL-5.
Ectopic expression of Blimpi is sufficient to cause
terminal differentiation of BCL1 cells. Blimpi is
considered to be a 'master regulator' of terminal
B-cell development (Yu J. et al. (2000) MoI. Cell.
Biol. 20(7): 2592-2603). In humans, PRDI-BF1 , the
human orthologue of murine Blimpi , is able to form a
complex with the H3 lysine methyltransferase G9a. This
complex has been shown to be able to silence the human
interferon- b (IFN- b) gene via a chromatin-mediated
mechanism in the promoter region of the gene (Gyory I
. et al. (2004) Nat. Imm. 5: 299- 308). Blimpi has
been shown to form a complex with factors that are
involved in epigenetic modifications. A complex
comprising Blimpi and a histone deacetylase (HDAC) is
thought to alter nucleosome structure and inhibit
transcription of genes via deacetylation of lysine
residues in histone tails. As acetylation of lysine
residues effectively neutralises their positive
charge, deacetylation restores the charge and leads to
modification of nucleosome structure due to stearic
and other effects. Known targets of Blimpi include
c-Myc, IFN-b, CD23, CD22, MHC class II, BSAP (Pax 5),
early B-cell factor and CIITA. All of these genes are
subject to transcriptional repression by Blimpi .
Transcription of the c-Myc gene is repressed by Blimpi
during Bcell differentiation and is an important
target of Blimpi in BCL1 lymphoma cells. Multiple
regions of the Blimpi molecule, including the
N-terminal acidic domain and the region between aa 90
and 464, are required for Blimpi to repress the c-Myc
promoter (Yu J. et al., supra).The c-Myc oncoprotein
is critical for regulating growth control, apoptosis,
and/or differentiation, and its dysregulation also
plays a causal role in a wide variety of neoplasms.
Dysregulation of c-Myc expression in B-cells is often
tumorigenic. Chromosomal translocations of the c-Myc
gene to Ig gene loci are present in most human
Burkitt's lymphomas and murine plasmacytomas (Lin K.I.
et al. (2000) MoI. Cell Biol. (20)23: 8684-8695).
Murine ES cells can be maintained as a pluripotent,
self-renewing population by LIF/STAT3-dependent
signalling. STAT3 has been shown to regulate the
expression of the Myc transcription factor. Adult stem
cells are also believed to require Myc activation.
RT-PCR analysis has demonstrated that Myc
transcription is elevated in ES cells. Typically ES
cells require culture media that includes LIF,
otherwise the ES cells tend towards differentiation
rather than self renewal. It has been seen that Myc
levels in ES cells rapidly collapse following
withdrawal of LIF from the culture conditions,
indicating that this may be a requirement for ES cell
differentiation. Experiments suggest that Myc alone
can maintain the ES cell state (i.e. a pluripotent
phenotype) at a level comparable with LIF and when Myc
is inactivated, the stem cell pool declines
(Cartwright P. et al (2005) Development 132: 885-896).
Protein Arginine Methyltransferase 5 (Prmt5) There are
two known types of histone methyltransferases
(HMTases) which include either a SET (Suvar3-9,
Enhancer of Zeste, Trithorax) domain found primarily
in proteins possessing lysine-specific methylase
activity, or an arginine-specific methylase catalytic
domain found in PRMTs. PRMTs are divided into types I
and II: type I PRMTs catalyze monomethylation and
asymmetric demethylation of arginine residues, whilst
type Il PRMTs catalyze the formation of monomethylated
and symmetrically dimethylated arginines. Of the six
known PRMTs, only PRMT5 (GENBANK Accession Nos:
NM_006109 (human); NM_013768 (mouse)) behaves as a
type Il PRMT that can target histones. Specifically,
PRMT5 has been shown to target specific arginine
residues in the H3 and H4 N-terminal tails. PRMT5 can
associate with BRG1- and hBRM-based hSWI/SNF chromatin
remodelling complexes. In such complexes, PRMT5 has
the ability to stimulate cell growth and
anchorage-independent growth by methylating the
arginine 8 residue of histone H3 (H3R8) and thereby
reducing expression of genes such as ST7 and NM23 that
are known to have roles in tumour suppression (Richard
S. et al. (2005) Biochem. J. 388:379-386). PRMT5 has
also been implicated in transcriptional repression of
CYCLIN E and CAD. Blimp1/Prmt5 Complex The present
inventors set out to identify a possible activity of
the Blimpi SET/PR domain since no specific histone
methyltransferase activity has yet been attributed to
Blimpi itself. The inventors have demonstrated that
Blimpi can form a novel complex with PRMT5, a complex
that in vivo persists in the mouse germ cell lineage
until PGC entry into the genital ridges, suggesting
that Blimpi has a continuing role in the early
mammalian germ cell lineage. Further analysis,
described in more detail below, shows that the novel
Blimp1/Prmt5 complex imparts a unique epigenetic
signature by methylating histones H2A and H4. It is
believed that this is the first instance that
methylation of the histone H2A tail has been shown as
an epigenetic regulatory mechanism. Further,
experiments described in more detail below, show that
whilst Prmtd is present in pluripotent EG and ES
cells, Blimpi is not. Expression of Blimpi in a
pluripotent EC cell line P19 results in the repression
of a gene known to be expressed at high levels in
pluripotent cells. The experiments suggest that the
Blimp1/Prmt5 complex is an important regulator of gene
expression and can exert significant effects upon cell
fate choice, particularly in respect of pluripotency
and differentiation. As such, an embodiment of the
present invention provides a mechanism for gene
control based upon utilising the biological activities
exemplified by the Blimp1/Prmt5 complex in vitro or in
vivo. Without wishing to be bound by theory, it is
believed that within the complex Blimpi provides the
gene targeting function as it possess the five zinc
finger DNA binding domains. Prmt provides an arginine
methyltransferase activity that serves as a HMTase
when localised to the DNA, thereby that leading to
repression of gene expression. The human orthologue of
Blimpi is known to bind to the PRDI site in the human
IFN-b promoter region (Keller A. D. & Maniatis T.
(1991) Genes Dev. 5:868-879). As mentioned above, it
is also already known that Blimpi is capable of
repressing c-Myc expression. In accordance with the
invention a novel subset of genes have been identified
that are shown to be specific targets of the
Blimp1/Prmt5 complex and whose expression can be
regulated by the novel complex. This subset includes
genes having diverse functions, but which are
considered to play important roles in regulating
potency,the cell cycle, differentiation, cell
adhesion, epigenetic reprogramming and possibly also
tumour suppression. In accordance with the invention
the presence of the Blimp1/Prmt5 repressor complex
correlates with high levels of H2A/H4R3me2s in germ
cells. However, during differentiation of B cells to
plasma cells, Blimpi directs G9a-dependent H3K9me2.
Thus, Blimpi is capable of direct diverse cell fate
decisions and properties by association with different
binding partners, and chromatin remodeling may be
central to these processes. In addition to the evident
importance of Blimpi during earlier stages of germ
cell specification in mice, the present invention
demonstrates an additional involvement of Blimpi in
the formation of a unique epigenetic chromatin
signature, as seen in germ cells after the
specification of PGCs. However, Blimp1/Prmt5 exits
from PGCs nuclei and enters the cytoplasm after E10.5
when extensive genome-wide programming is detected in
germ cells. An understanding of the relationship
between the Blimp1/Prmt5 complex, the symmetrical
dimethylation of arginine 3 on H2A/H4 and the
subsequent genome-wide epigenetic reprogramming in
germ cells thus provides an insight into the mechanism
underlying this critical process and on how nuclear
reprogramming is controlled within the cell. The
invention also provides insight into the role of
Blimp1/Prmt5 in pluripotent embryonic gonadal (EG)
cells whose derivation from PGCs is evidently
associated with the loss of Blimpi. The present
invention provides direct evidence that Blimpi is
crucial for repressing nascent and migrating PGCs from
acquiring an overtly pluripotent stem cell like
phenotype. Hence, agonists and antagonists of
Blimp1/Prmt5 activity can play an important role in
moderating cell fate decisions either away from or
toward a pluripotent phenotype respectively. Further,
Blimpi expression within cells provides a mechanism
for sequestering Prmtd arginine methyltransferase
activity within the nucleus and away from potential
cytoplasmic substrates. Such and effect can be
desirable during stem cell differentiation, and
general cell cycle progression in the desired cell or
cell line. Particular small nucleic acid molecules
that are of use in the invention as inhibitors of
Blimpi and/or Prmtd are short stretches of double
stranded RNA that are known as short interfering RNAs
(siRNAs). These interfering RNA (RNAi) techniques
allow for the selective inactivation of gene function
in vivo. In the present invention, RNAi can be used to
knock-down Blimpi and/or Prmtd expression in cells. In
this process, double stranded mRNAs are recognized and
cleaved by the dicer RNase resulting in 21-23
nucleotide long stretches of RNAi. These RNAis are
incorporated into and unwound bythe RNA-inducing
silencing complex (RISC). The single antisense strand
then guides the RISC to mRNA containing the
complementary sequence resulting in endonucleolytic
cleavage of the mRNA (Elbashir et al. (2001) Nature
411 ; 494-498). Hence, this technique provides a means
for the targeting and degradation of Blimpi and/or
Prmtd mRNA in somatic cells destined for use in
bioprocessing applications or for when 



promotion of a self-renewing pluripotent phenotype is
desirable. Techniques for generating siRNA for Prmtd
have been described in the art (Richard S., supra).
Examples of suitable siRNA sequences for targeting
human PRMT5 include: 5 ' CTCATTTGCTGACAATGAA 3 ' [SEQ
ID NO: 1 ] 5 ' GGACCTGAGAGATGATATA 3 ' [SEQ ID NO : 2
] 5 ' GTTTCAAGAGGGAGTTCAT 3 ' [SEQ ID NO: 3 ] The
Blimp1/Prmt5 complex of the present invention can be
used to identify other proteins and polypeptides that
interact with it in the cellular environment.
Conventional techniques for determining
protein-protein interactions, such as the yeast
two-hybrid screen, can be used to identify potential
agonists and antagonists of Blimp1/Prmt5 complex
interactivity. It is also within the remit of the
invention to identify small molecules that inhibit the
association of Blimpi with Prmtd, for example, by
masking or disrupting interaction with those domains
of Blimpi that are known to directly interact with
other proteins (Yu J. et al. supra). Blimpi, Prmtd
and/or Blimpi /Prmt d complex proteinprotein
interactions or protein-small molecule interactions
can be investigated using technologies such as a
BIAcore(r) which detects molecular interactions using
surface plasmon resonance (BIAcore, Inc., Piscataway,
NJ; see also www.biacore.com). Screening of molecules
and proteins for binding to the Blimpi/Prmt d complex
can be performed via automated high-throughput
screening procedures. Hence, the invention provides
methods for identifying Blimpi /Prmtd complex
interacting molecules via detection of a positive
binding interaction between the Blimpi /Prmt d complex
and a target molecule. Further screening steps may be
used to determine whether the identified positive
binding interaction is of pharmacological importance -
i.e. whether the target molecule is capable of
moderating Blimpi, Prmtd and/or Blimpi/Prmt d complex
biological activity or function. If a molecule with a
positive moderating effect is identified, the molecule
is classified as a 'hit' and can then be assessed as a
potential candidate drug. Additional factors may be
taken into consideration at this time or before, such
as the absorption, distribution, metabolism and
excretion (ADME), bio-availability and toxicity
profiles of the molecule, for example. If the
potential drug molecule satisfies thepharmacological
requirements it is deemed to be pharmaceutically
compatible. Suitable compositions can be formulated
for testing the activity in-vitro and in-vivo in
accordance with standard procedures known in the art.
EXAMPLES Methods and reagents Embryo isolation.
Primordial germ cells were isolated from embryos at
different stages of development from outbred MF1 mice.
The day of the vaginal plug was designated as EO.5.
Single cell cDNA libraries originated from previously
published work (Saitou, M., Barton, S. C. & Surani, M.
A. (2002) Nature 418, 293-300). Immunostaining.
Dissected embryonic pieces containing germ cells were
treated with trypsin to prepare a single cell
suspension. The cells were subsequently allowed to
settle on poly-L-lysine coated slides, fixed with
2%PFA and washed three times with PBS and processed
further. Whole embryonic genital ridges at E 11.5 were
dissected, washed in PBS, fixed for two hours at 4C in
4%PFA, washed in PBS and allowed to settle in 20%
sucrose overnight at 4C. They were embedded in O.C T
(BDH) and cryosectioned. Single cells or sections were
permeabilised in IF buffer (PBS ; 0,1% triton ;
10mg/ml BSA). Primary antibody incubation was carried
out overnight at 4C, followed by three washes in IF
buffer and incubation with secondary antibodies (Alexa
564, Alexa 488 ; Molecular Probes) for two hours at
room temperature, and washed in PBS. Slides were then
mounted in vectashields with DAPI (Vector
laboratories). Immunofluorescence was visualised on a
BioRad radiance 2000 confocal microscope. The
following antibodies and dilutions were used : PGC7
(from T.Nakano ; 1:2500), Oct4 (BD Transduction
Laboratories ; 1:200), TG1 (mouse germ cell specific
anti- SSEA1 monoclonal antibody ; 1 :1), Blimpi (from
K.Calame ; 1:10), Prmt (Upstate ; 1:250), Prmti
(Upstate, 1:200), H4R3me2s (Abeam ; 1:1000),
Dhx38/Prp16 (Proteintech Group ; 1 :200), Ezh2
(Upstate ; 1 :50), G9a (Abeam(tm) ; 1 :100), Pfm1
(Abeam(tm) ; 1 :50), Set1 (from W.Herr ; 1 :200).
lmmunoprecipitation assays and preparation of nuclear
extracts. The coding region of mouse Blimpi was
amplified by RT-PCR and the product cloned into
pcDNA3-MycHisA resulting in the construct
pCMV-MycBlimpl 293T or P19 cells, transfected with
either the original vector (called pCMV-Myc), or with
pCMV-MycBlimpl were washed with PBS and lysed in IP
buffer containing 15OmM NaCI, 1% NP40, 0,1% triton,
5OmM Tris pH 8.0and a complete protease inhibitor
cocktail (Roche). In a typical lmmunoprecipitation
reaction 2x1 07 cells were used. Whole cell extracts
were incubated with 2 mg of Myc antibodies (New
England Biolabs). Alternatively, either Prmtd or Prmti
antibodies were used (Upstate) overnight at 4C. 30 ml
of protein A/G sepharose beads were then added at 4C
for 2 hours. The beads were washed five times in IP
buffer. Bound proteins were eluted by boiling in
Laemli sample buffer. Nuclear extracts for ES, EG or
P19 cells were prepared according to manufacturer
instruction (nuclear extract kit; Active Motif), and
25mg of nuclear fraction was used per loading. In
vitro methyltransferase assays. Beads from
immunoprecipitation assays from 293T cells transfected
with either pCMV-Myc or pCMV-MycBlimp1, were processed
for two additional washes in HMTase buffer (25mM NaCI,
25mM Tris pH 8.8) and used in HMTase assay as
described 16 with slight modifications. Briefly, 1mg
of H3 or H2A (Roche) or recombinant H2A (kind gift
from A. Brehm) as substrate and 2mCi of S adenosyl-L
[methyl- 3H] methionine ([3H]SAM ; Amersham
Biosciences) as the methyl donor, were incubated in a
mixture of 20ml of HMTase buffer for three hours at
37C. Proteins were resolved in an 18% SDS-Page gel,
transferred on a PDVF membrane and visualized by
Ponceau staining and fluorography. In vitro methylated
rH2A was microsequenced by sequential Edman
degradation (Protein and Nucleic acid Chemistry
Facility, Cambridge University, UK), followed by
determination of 3H incorporation of individual amino
acids by scintillation counting. To examine H2A/H4
specific methylation, H4, H3, H2A and H2B (Roche) were
incubated in the presence of immunoprecipitated Blimpi
complex and SAM as described above and western blot
analysis was performed using H4R3me2s antibodies
(Abeam(tm), Cambridge, UK) that were tested for their
specificity by competition assay (see supplementary
data Fig. 8). Chromatin Immunoprecipitation (ChIP)
cloning and ChIP. Single cell suspensions were
crosslinked in 1% formaldehyde for 10min at room
temperature. The cells were subsequently disrupted and
nuclei were lysed in 5OmM Tris pH8.0, 1OmM EDTA, 1%SDS
followed by sonication. The extract was subjected to
immunoprecipitation as described above, with the
addition of purified IgG (Santa Cruz) as negative
control. Beads were then eluted twice in 5OmM NaHCO3,
1% SDS and the supernatants were treated with
proteinase K for 5hr at 65C, followed by
phenol/chloroform purification and ethanol
precipitation. PRMT5 (Upstate) or H4R3m32 (Abeam(tm))
ChIP samples were then analysed by standard PCR
reaction using the following primers (1for
ccaggaggggtttcatcaactg [SEQ ID NO: 4] and 1rev
tgttaccgtctcacttggtgtttg [SEQ ID NO:5]; 2for
acctcacaactgctgggattac [SEQ ID NO: 6] and 2rev
ttcgttttctgcgtccgtg [SEQ ID NO: 7]; 3for
tttgtcgcagtgtcttatcgtaac [SEQ ID NO: 8] and 3rev
taggaaggtgttggggaggg [SEQ ID NO: 9]; 4for
atgaggtttgagaagtgtggc [SEQ ID NO: 10] and 4rev
atcagcggtggtggtgacagc [SEQ ID NO: 11]). In the case of
the ChIP cloning assay, two successive rounds of
immunoprecipitation using anti Myc antibodies were
performed. This was followed by precipitation of DNA
that was blunted by T4 DNA polymerase and then ligated
to annealed JW102 and JW103 25. Ligation products were
then PCR amplified with JW102 (one cycle 55C 2min ;
72C 5min ; 94C 2min and 20 cycles 94C 30s ; 55C 30s ;
72C 1min and finally one cycle 72C 5min). PCR products
were cloned into pGEM-T (Promega), colonies were
checked for inserts by PCR and the products sequenced
by standard methods. Blast searches were subsequently
done using an online bioinformatics resource such as
Ensembl (http://www.ensembl.org). Example 1:
Identification of Blimpi activity Significant
epigenetic modifications ensue immediately after the
specification of mouse PGCs, including methylation and
acetylation of histone tails by methyltransferases
(HMTases) and acetyltransferases (HATs), respectively.
Among the candidate genes that may have role in
regulating these epigenetic changes in PGCs are the
HMTases that belong to the conserved SET/PR domain
protein family. Twenty-five candidate SET/PR domain
containing genes were analyzed for expression in E7.5
PGCs and surrounding somatic cells and found that
Blimpi, G9a, Set1, Ezh2 and Pfm1 are expressed in the
embryonic region containing PGCs (Fig. 1b and Fig. 7).
However, only Blimpi expression was restricted to PGCs
at E7.5, and its expression persisted thereafter in
germ cells. To investigate the activity of the Blimpi
SET/PR domain, it was first established that a
Myc-tagged mouse Blimpi when transiently expressed in
293T cells could be efficiently immunoprecipitated
using Myc antibodies (Fig. 2a). The immunoprecipitate
was then subjected to a standard radioactive histone
methyltransferase assay on histone H3 (Rea, S. et al.
(2000) Nature 406, 593-9). A comparatively weak signal
corresponding to H3 was observed, but surprisingly,
significant bands were also detected corresponding to
histones H2A and H4 (Fig.2b), the latter being present
as low level contaminants in the H3 preparation as
determined by Western blotting (data not shown). It
was reasoned that the weak signal on H3 in vitro could
be due to Blimp1-associated G9a as reported previously
in B cells (Gyory et al, supra). However, germ cells
do not exhibit significant histone H3 Lysine 9
dimethylation (H3K9me2), which is the
primarymodification attributed to G9a, nor is PGC
specification detectably affected by loss of G9a
function. It was therefore decided to focus on the
observed activity of immunoprecipitated Blimpi on H2A
and H4 histones. Due to the novelty of the discovery
of the H2A tail methylation, it was decided to first
test the methyltransferase activity of the
immunoprecipitate on calf thymus and recombinant H2A
preparations, and found that it has a strong
methylation activity for this histone (Fig.2b). To
identify the target amino acid residue(s) on the H2A
tail, the radiolabeled recombinant protein product of
the methyltransferase assay was subjected to
sequential Edman degradation. Scintillation counting
of the released amino acid fraction detected
radiolabelling of rH2A R3 (Fig.2c). The same results
were obtained with calf thymus and recombinant H4
preparations (data not shown). This is a consistent
finding when considering the amino acid sequence
conservation between the first N-terminal residues of
histones H2A and H4 (Fig.2d). H4 R3 methylation is
known to play an important role in transcriptional
regulation. However, these results predict the
existence of an 



additional novel methylation of R3 on histone H2A.
Example 2: Identification of a Blimp1/Prmt5 complex As
SET/PR domains are associated with histone
methyltransferase activity solely on lysine residues,
it was reasoned that the arginine methylation activity
detected above could not be due to Blimpi , and must
implicate another HMTase present in the
immunoprecipitate. Two protein arginine
methyltransferases, Prmti and Prmt5, have previously
been reported to mediate histone H4 R3 methylation.
Prmti is a class I arginine methyltransferase leading
to NG-monomethylarginine (Rme1) and asymmetrical
NG.N'G-dimethylarginine (Rme2a) on diverse types of
substrates. As mentioned above, Prmtd belongs to class
Il arginine methyltransferase, which is responsible
for monomethylation of arginine (Rme1) and symmetrical
NG1N1Gdimethylation (Rme2s) (Fig.8) 20. To test if
either of these proteins could be associated with
Blimpi in vivo, their expression was analysed in
nascent PGCs and surrounding somatic cells using
single cell cDNA libraries as described above. It was
found that Prmti was excluded from PGCs at E7.5, while
Prmtd was present in both PGCs and somatic cells (data
not shown). At the protein level however, Prmtd showed
nuclear staining and became highly enriched in PGCs
compared to somatic cells from E8.5 onwards (Fig3a, b;
Fig.Sib and see below). Prmti, on the other hand, was
detected mainly in the cytoplasm of germ cells at
these stages (Fig. 3c).Next, it was decided to
investigate whether it is Prmtd or Prmti that
interacts with Blimpi. Indeed, it was found that
Myc-tagged Blimpi could efficiently
coimmunoprecipitate endogenous Prmtd in 293T cells
(Fig.3d). Conversely, Prmtd could also pull down
Myc-tagged Blimpi (Fig.3d). By contrast, detection of
any interaction between Myc-tagged Blimpi and
endogenous Prmti (Fig.3e) could not be found. These
experiments confirmed that Blimpi and Prmtd can form a
complex in 293T cells. Considering the overlapping
expression of these proteins in PGCs (Fig. 3a, b;
Fig.Sib), it is reasoned that Blimpi and Prmtd are
part of the same protein complex in PGCs, and that
this complex can occur elsewhere during development or
in normal as well as neoplastic adult tissues. Example
3: Blimpi/Prmt d complex activity in vivo The
specificity of the antibody raised against H4R3me2s
was tested and showed that it efficiently recognizes
both histones H2A and H4 from calf thymus (Fig.db,
left panel, H2A and H4 are also present as
contaminants in H3 and H2B preparations). In a
competition assay, this antibody was efficiently
titrated out by a H4 (1-9C) peptide containing R3me2s
(Fig.S2c). Moreover, this antibody also recognised the
product of Blimpi /Prmtd HMTase assay on both H4 and
H2A (Fig.S2b, right panel), hence adding further
evidence that it is the symmetrical dimethylation
activity of Prmtd and not the asymmetrical
dimethylation activity of Prmti, which is attributed
to the complex. Using the H2/H4R3me2s
modification-specific antibody, PGCs isolated from
early embryos were analysed by immunocytochemistry. At
E8.6, H2A/H4R3me2s was evident in both PGCs and
somatic cells (Fig.3f), but at E10.d, much higher
accumulation of H2A/H4 R3me2s was predominantly
observed in germ cells (Fig.3f). However, when another
antibody was used, which recognises mono- and/or
asymmetrical di-methylation of H4R3 (H4R3me1 and
H4R3me2a), it was observed that this modification in
PGCs occurred at E8.d, but not at E10.d (data not
shown). The combined data with these two antibodies
shows a progression towards H2A/H4R3me2s in PGCs from
E8.d to E10.6. These results demonstrate the presence
of a specific chromatin signature during germ cell
development, which is believed to be due to the
combined presence of Prmtd and Blimp! It is important
to note that there are multiple additional histone
tail modifications contributing to the germ cell
specific chromatin state. It has recently been shown
that loss of function of Blimpi leads to aberrant
development of founder PGC-like cells that cease to
proliferate (Ohinata, Y. et al. (200d) Nature d, d)
.Example 4: Identification of in vivo targets of the
Blimp1/Prmt5 complex As shown previously, Blimpi can
direct gene regulation during cell differentiation via
the recruitment of interacting factors to specific
sites. To identify putative Blimpi targets, a
chromatin immunoprecipitation cloning approach was
adopted, in which a Myc-tagged version of Blimpi was
first over expressed in 293T cells. Nuclear extracts
from these 293T cells were then immunoprecipitated
with Myc antibodies, and the immunoprecipitated DNA
was extracted, purified, blunted by ligated linkers,
PCR amplified and cloned. A number of clones were
selected and analysed by sequencing, followed by blast
analysis to map the cloned inserts. Out of 32 clones,
11 corresponded to regions located in the vicinity or
within likely regulatory sequences of known genes (see
Table 1). Table 1 Gene hit putative function Dhx38 5'
upstream region signalling / cell cycle Pchl 5'
upstream region cell adhesion Q8C977 intron chromatin
regulation XyM intron metabolism DnaH1 intron
cytoskeleton / sperm motility Baip2 intron signalling
/ cytoskeleton organization Nek7 1st intron cell cycle
regulation Dusp2 S' upstream region signalling /cell
cycle ENSMUSG00000027041 intron metabolism Sirt4 2nd
Intron metabolism / transcriptional regulation Blimpi
3'UTR transcription Example 5: Characterisation of
Dhx38 gene expression control by the Blimp1/Prmt5
complex Among the putative Blimpi targets identified,
Dhx38 was picked for further study. Dhx38 is a
conserved gene encoding a DEAH box containing RNA
helicase (also known as Prp16), which in C.elegans is
essential for post-translational regulation of
sexdetermining genes during the sperm to oocyte switch
(Graham, P. L. & Kimble, J. (1993). Genetics 133,
919-31).When Dhx38 locus was examined in detail, it
was found that it contains four GGGAAAG motifs,
corresponding to the Blimpi consensus binding site;
two in the 5' region and two downstream of the
transcriptional start site (Fig.4a). While the
currently available B!imp1 antibody works for
immunostaining procedures, it cannot be used to
efficiently immunoprecipitate Blimpi (data not shown).
Thus Prmtd was used to address whether Dhx38 is a
target of the Blimp1/Prmt5 complex in germ cells. A
ChIP assay using Prmtd antibodies was performed on
PGCs contained within cell suspensions of genital
ridges from E10.5 embryos, a stage when Blimpi and
Prmtd are co-expressed in germ cell nuclei (see
above). Indeed, it was found that Prmtd could
specifically pull down a selected sequence spanning
nucleotides +7162 to +7641, encompassing exon 11 of
the Dhx38 gene, which contains a Blimpi
consensus-binding site (Fig.4b). The other three
putative binding sites were not associated with Prmtd
in our ChIP assay. These results indicate that Prmtd
is recruited to Blimp1 targets such as Dhx38,
suggesting therefore that the Blimpi /Prmtd complex
regulates expression of such target genes in germ
cells. With the evidence that Dhx38 is a target of the
Blimpi/Prmt d complex in germ cells, the
expression/repression of Dhx38 in PGCs was looked at.
It was found that Dhx38 was undetectable at E10.6 and
E11.6 (Fig.da). However, by E12.5, Dhx38 is up
regulated in both female and male PGCs (Fig.da),
which, strikingly, occurs concomitantly with the
delocalisation of Prmtd and Blimpi from the nucleus to
the cytoplasm in germ cells at E11 .6 (Fig.db). At
E12.6, neither Prmtd nor Blimpi are present in PGC
nuclei (data not shown). Dhx38 up-regulation
immediately precedes meiotic and mitotic arrest of
female and male germ cells, respectively. Hence, there
is an inverse relationship between the expression of
Blimpi/Prmt d and Dhx38. These results indicate that
Blimpi and Prmtd can function in the transcriptional
repression of target genes, such as Dhx38, in the germ
line. This repression appears to be released when germ
cells have entered the genital ridge and both Blimpi
and Prmtd have undergone nuclear-to-cytoplasmic
translocation. It should be noted that histone
arginine methylation has been mainly associated with
transcriptional activation, although recently, Prmtd
associated H3R8me activity has been correlated with
reduced gene expression (Pal S. et al, supra).
Furthermore, since both Blimpi and Prmtd have
previously been reported to be transcriptional
repressors, it is possible that the symmetrical
arginine dimethylation associated with the Blimpi/Prmt
d complex in germ cells described here would favor
gene repression.Example 6: Blimp1-Prmt5 complex in
pluripotent stem cells To gain additional insight into
the role of the Blimp1/Prmt5 complex, it was decided
to examine pluripotent embryonic germ (EG) cells. EG
cells can be derived from isolated PGCs in vitro and
are therefore considered to be the closest cell line
equivalent to PGCs. It was found that EG cells are
also positive for Prmtd, but unlike PGCs, they lack
Blimpi (Fig.6a, b). Consistent with this observation,
it was found that EG cells are also positive for
Dhx38, suggesting that expression of this gene may be
due to the absence of Blimpi (Fig.6a, b). To restore
the Blimp1/Prmt5 repression complex, Myc-tagged Blimpi
was over-expressed in EG cells. However, such attempts
lead to strong cytotoxicity after as little as 12h of
cell transfection, while cell viability of pCMV-Myc
transfected control EG cells was not compromised (data
not shown). Similar results were also obtained with
pluripotent embryonic stem (ES) cells (data not
shown). A pluripotent mouse embryonic carcinoma (EC)
cell line, P19, which also has characteristics of
pluripotency similar to EG and ES cells was then
chosen. Indeed, P19 cells, like ES/EG cells, show
expression of Prmtd and Dhx38, but not of Blimpi
(Fig.6b, c). However, it was found that these cells
could tolerate expression of Blimpi, and therefore
immunoprecipitation was used, which indeed confirmed
that over-expressed Myc-Blimp1 interacts with
endogenous Prmtd in mouse EC cells (Fig.6c). Notably,
this transient Blimpi /Prmtd complex subsequently
caused down regulation of Dhx38 in P19 cells (Fig.6c).
ChIP analysis confirmed this down regulation of Dhx38
to be accompanied by increased levels of H2A/H4R3me2s
at the Dhx38 locus (Fig.6d). These observations
support the notion that Blimpi /Prmtd complex is
responsible for the repression of target genes such as
Dhx38, which is also likely in PGCs. Although
particular embodiments of the invention have been
disclosed herein in detail, this has been done by way
of example and for the purposes of illustration only.
The aforementioned embodiments are not intended to be
limiting with respect to the scope of the appended
claims, which follow. It is contemplated by the
inventors that various 



substitutions, alterations, and modifications may be
made to the invention without departing from the
spirit and scope of the invention as defined by the
claims.CLAIMS 1. An isolated polypeptide complex
comprising at least a first domain having sitespecific
DNA binding activity and at least a second domain
having an arginine methyltransferase activity, wherein
the second domain is capable of methylating an
arginine residue located in the tail region of a
histone H2A . 2. The polypeptide complex of claim 1,
wherein the second domain has an arginine
methyltransferase activity that provides a symmetrical
NG,N'G-dimethylation of an arginine residue. 3. The
polypeptide complex of claims 1 and 2, wherein the
second domain is capable of methylating an arginine
residue located at position 3 in the tail region of a
histone H2A (H2AR3). 4. The polypeptide complex of any
previous claim, wherein the second domain is further
capable of methylating an arginine residue located in
the tail region of histone H4. 5. The polypeptide
complex of claim 4, wherein the second domain is
capable of methylating an arginine residue located at
position 3 in the tail region of a histone H4 (H4R3).
6. The polypeptide complex of any previous claim,
wherein the arginine methyltransferase activity is
comprised within a Prmtd arginine methyltransferase
domain or a derivative or homologue thereof. 7. The
polypeptide complex of any previous claim, wherein the
first domain is specifically directed towards binding
to one or more consensus sequences in the genomic DNA
of a mammal that are involved in control of gene
expression. 8. The polypeptide complex of claim 7,
wherein the first domain specifically binds to a
PRDI/Blimp1-type consensus binding site. 9. The
polypeptide complex of any previous claim, wherein the
first domain comprises the PRDI/Blimp1 polypeptide; a
DNA binding portion of the PRDI/Blimp1 polypeptide; or
derivative thereof.10. An isolated polypeptide
comprising a first domain having site-specific DNA
binding activity and at least a second domain having
an arginine methyltransferase activity, wherein the
first domain is specifically directed towards binding
to one or more consensus sequences in the genomic DNA
of a mammal that are involved in control of gene
expression and the second domain has an arginine
methyltransferase activity that provides a symmetrical
NG.N'G-dimethylation of an arginine residue. 11. The
isolated polypeptide of claim 10, wherein the first
domain specifically binds to a PRDI/Blimp1-type
consensus binding site. 12. The isolated polypeptide
of claims 10 or 11, wherein the arginine
methyltransferase activity is comprised within a Prmt
arginine methyltransferase domain or a derivative or
homologue thereof. 13. A nucleic acid expression
vector construct, that is suitable for inducing
expression of a polypeptide complex in a mammalian
cell, the vector comprising: one or more coding
sequences operably liked to a promoter sequence,
wherein the one or more coding sequences encode at
least a first polypeptide domain having site-specific
DNA binding activity and at least a second polypeptide
domain having an arginine methyltransferase activity,
wherein the first domain is specifically directed
towards binding to one or more consensus sequences in
the genomic DNA of a mammal that are involved in
control of gene expression and the second domain has
an arginine methyltransferase activity that provides a
symmetrical NG.N'G-dimethylation of an arginine
residue located within a polypeptide substrate. 14.
The expression vector of claim 13, wherein the
polypeptide substrate is a histone. 15. The expression
vector of claims 13 and 14, wherein the second
polypeptide domain is capable of methylating an
arginine residue located at position 3 in the tail
region of a histone H2A (H2AR3). 16. The expression
vector of any of claims 13 to 15, wherein the second
polypeptide domain is further capable of methylating
an arginine residue located in the tail region of
histone H4.17. The expression vector of claim 16,
wherein the second domain is capable of methylating an
arginine residue located at position 3 in the tail
region of a histone H4 (H4R3). 18. The expression
vector of any of claims 13 to 17, wherein the arginine
methyltransferase activity is comprised within a Prmtd
arginine methyltransferase domain or a derivative or
homologue thereof. 19. The expression vector of any of
claims 13 to 18, wherein the first domain is
specifically directed towards binding to one or more
consensus sequences in the genomic DNA of a mammal
that are involved in control of gene expression. 20.
The expression vector of claim 19, wherein the first
domain specifically binds to a PRDI/Blimp1-type
consensus binding site. 2 1. The expression vector of
claim 20, wherein the first domain comprises the
PRDI/Blimp1 polypeptide; a DNA binding portion of the
PRDI/Blimp1 polypeptide; or derivative thereof. 22.
The expression vector of any of claims 13 to 2 1,
wherein the promoter is an inducible promoter. 23. The
expression vector of any of claims 13 to 21, wherein
the promoter is a constitutively active promoter. 24.
The expression vector of any of claims 13 to 23,
wherein the vector comprises an expression cassette in
which a first coding sequence encodes the first
polypeptide domain and a second coding sequence
expresses the second polypeptide domain. 25. The
expression vector of claim 24, wherein the first
coding sequence encodes the PRDI/Blimp1 polypeptide
and the second coding sequence encodes the Prmt5
polypeptide. 26. The expression vector of any of
claims 13 to 24, wherein the first and second coding
sequences are separated by one or more intervening
sequences.27. The expression vector of claim 26,
wherein the one or more intervening sequences comprise
at least one internal ribosome entry sequence (IRES).
28. The expression vector of any of claims 13 to 27,
further comprising one or more nucleic acid sequences
that encode a polypeptide selected from: a selection
marker; an antibiotic resistance marker; and a
reporter. 29. A method for controlling gene expression
in a mammalian cell comprising inducing formation
within the cell of a polypeptide complex comprising at
least a first domain having site-specific DNA binding
activity and at least a second domain having an
arginine methyltransferase activity, wherein the
second domain is capable of methylating an arginine
residue located in the tail region of a histone H2A.
30. The method of claim 29, wherein formation of the
polypeptide complex is induced within the cell by
inducing expression of a PRDI/Blimp1 polypeptide, or a
homologue or derivative thereof, within the cell. 3 1.
The method of claim 30, wherein expression of the
PRDI/Blimp1 polypeptide is induced within the cell by
transfection of the cell with an expression vector
that encodes a Blimpi polypeptide, or a derivative or
homologue thereof. 32. The method of claim 30, wherein
expression of the PRDI/Blimp1 polypeptide is induced
within the cell by transfection of the cell with the
expression vector of claims 13 to 28. 33. The method
of any of claims 29 to 32, wherein the mammalian cell
is a human cell. 34. The method of any of claims 29 to
33, wherein the mammalian cell is a neoplastic or
cancerous cell. 35. The method of any of claims 29 to
34, wherein the method occurs in vitro. 36. The method
of any of claims 29 to 34, wherein the method occurs
in vivo. 37. The method of any of claims 29 to 36,
wherein the control of gene expression results in the
control of expression of one of more of the genes
selected from the groupconsisting of c-Myc; Dhx38; p c
dh7; Q8C9T7; XyItI; DnaH1; Baip2; Nek7; Dusp2;
ENSMUSG00000027041; Sirt4; and Blimpi. 38. The method
of claim 37, wherein induction of the polypeptide
complex in the cell leads to a reduction in expression
of one or more of the genes set out in claim 37. 39. A
method for promoting self renewal and inhibiting
differentiation within a stem cell comprising
inhibiting the formation of a Blimp1/Prmt5 complex
within the stem cell. 40. The method of claim 39,
wherein the stem cell is a mammalian stem cell. 4 1.
The method of claims 39 and 40, wherein the stem cell
is a human stem cell. 42. The method of any of claims
39 to 41, wherein the stem cell is selected from the
group consisting of an adult stem cell; a stem cell
progenitor; and a pluripotent stem cell. 43. The
method of any of claims 39 to 42, wherein inhibition
of the formation of a Blimp1/Prmt5 complex within the
stem cell is achieved by exposing the cell to a Blimpi
inhibitor compound, a Prmt5 inhibitor compound and/or
a Blimp1/Prmt5 complex inhibitor compound. 44. The
method of claim 43, wherein the inhibitor compound is
selected from the group consisting of a small molecule
inhibitor; a siRNA molecule that binds to Blimpi or
Prmtd mRNA; an antisense oligonucleotide that binds to
Blimpi or Prmtd mRNA; and a dominant negative version
of the Blimpi or Prrntd polypeptide. 45. A method of
controlling Prmtd localisation within a cell,
comprising inducing expression within the cell of a
Blimpi polypeptide, thereby inducing formation of a
Blimpi /Prmt d complex within the cell. 46. The method
of claim 45, wherein the cell is a mammalian stem
cell. 47. An isolated polypeptide complex of any of
claims 1 to 12 for use in the treatment of cancer.48.
Use of an isolated polypeptide complex of any of
claims 1 to 12 in the manufacture of a medicament for
treating cancer. 49. A cell comprising an expression
vector of any of claims 13 to 28. 50. The cell of
claim 49, wherein the cell is a mammalian cell. 5 1.
The cell of claim 50, wherein the cell is a human
cell. 


