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A cloud management platform receives a vector generation request for a plurality 
of data items from a tenant

The cloud management platform determines, based on the vector generation 
request and status information of a plurality of compute nodes, a first compute 

node with the lowest load from the plurality of compute nodes according to a load 
balancing algorithm, and sends the vector generation request to the first compute 

node, where each of the plurality of compute nodes is configured with a capability 
of processing the vector generation request

202

201

The first compute node generates, based on the vector generation request, a 
plurality of vectors corresponding to the plurality of data items, and stores the 

plurality of vectors in a plurality of storage nodes

203
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A cloud management platform receives a vector query request for a first vector 
from a tenant

The cloud management platform determines, based on the vector query request 
and status information of a plurality of compute nodes, a first compute node 
with the lowest load from the plurality of compute nodes according to a load 
balancing algorithm, and sends the vector query request to the first compute 

node, where each of the plurality of compute nodes is configured with a 
capability of processing the vector query request

402

401

The first compute node obtains, based on the vector query request from a 
second vector stored in the first compute node or from a plurality of vectors 
stored in a plurality of storage nodes, a third vector matching the first vector, 

where the plurality of vectors include the second vector

403

FIG. 4 



5/12 

Tenant

Compute node 2

Memory pool

Vector group

Object storage pool

Detect 
whether the 
vector that 
matches the 

target 
vector exists 
in a vector 

group 
cached in 

the compute 
node 1

Read a 
vector 
group

Cache the 
vector group

Cache the 
index

Vector 
status table

Vector index 
status table

Compute node 
status table

Select a 
compute node

Perform recording 
and update on a 

table

Compute node n

Index

Evaluation 
value of a 

compute node

Distribute the 
vector query 
task for the 

target vector

Index

Report the 
latest vector 

storage status

Report the 
latest index 

storage status

Vector query request 
for the target vector

Read remaining vector 
groups and indexes

If the 
vector that 

matches 
the target 

vector does 
not exist

Vector that matches 
a target vector

Vector that 
matches the 
target vector

If the vector 
that matches 

the target 
vector exists, 

return the 
vector that 
matches the 
target vector

Obtain the vector that 
matches the target vector 

from remaining vector 
groups and return the 

vector

Cache a 
vector group 
in which the 

matched 
vector is 

located and 
an index

Vector group

Cloud management platform

Compute node 1

FIG. 5 



6/12 

A cloud management platform receives a vector addition request for first data, 
where the first data is new data written by a tenant into a plurality of storage 

nodes

The cloud management platform determines, based on the vector addition request 
and status information of a plurality of compute nodes, a first compute node with 
the lowest load from the plurality of compute nodes according to a load balancing 
algorithm, and sends the vector addition request to the first compute node, where 

each of the plurality of compute nodes is configured with a capability of 
processing the vector addition request

602

601

The first compute node generates, based on the vector addition request, a fourth 
vector corresponding to the first data, and stores the fourth vector in the plurality 

of storage nodes

603

FIG. 6 
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A cloud management platform receives a vector deletion request for a second 
vector, where second data is data deleted by a tenant from a plurality of data 

items stored in a plurality of storage nodes

The cloud management platform determines, based on the vector deletion 
request and status information of a plurality of compute nodes, a first compute 
node with the lowest load from the plurality of compute nodes according to a 

load balancing algorithm, and sends the vector deletion request to the first 
compute node, where each of the plurality of compute nodes is configured with 

a capability of processing the vector deletion request

802

801

The first compute node deletes, based on the vector deletion request from a 
plurality of vectors stored in the plurality of storage nodes, a fifth vector 

corresponding to the second data

803

FIG. 8 
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