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902~

Executing a subset of a neural network on each of a plurality of
processing units interconnected through an interposer or in direct
communication with one another, wherein each processing unit
comprises a high-bandwidth memory (HBM) stack and a compute
layer integrated into a single stack

904~ v

Partitioning compute tasks for a machine learning model across
the plurality of processing units to reduce latency, including
broadcast and reduction processes for inputs and outputs

906~ v

Managing allocation of samples in a batch to specific master
processing units within the plurality of processing units

FIG. 9

1002~

Enabling localized execution of machine learning model
computations to reduce data transfer latency by integrating the
HBM stack with the compute layer

1004~ v

Compiling a scheduling process without synchronization, where
the scheduling process accounts for worst-case latency variations
and is determined during compile time and implemented during
runtime

1006~ v

Fine-tuning weights of a machine learning model on the plurality
of processing units where the weights are stored

FIG. 10
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Broadcasting data in a deeply pipelined fashion from a master
processing unit to all other processing units in the same row and
column within the plurality of processing units

1104~ |

Implementing data reduction during the transfer of data across
the plurality of processing units, where data is accumulated with
a current processing unit's partial sum during transfer to a
destination processing unit of the plurality of processing units

1106~

Representing multicycle commands by packets, which include
layer metadata, memory pointers, and scheduling information,
and are compiled on various processing units within the plurality
of processing units

1108~ v

Partitioning compute tasks including the execution of
multi-headed attention blocks, where each attention head is
processed independently on different processing units within

memory stacks

1110~ v

Normalizing outputs within each processing unit after the
computation of multi-headed attention and fully connected layers,
ensuring that normalization occurs on a single processing unit
within each memory stack
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