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AAAI

A LLM, SML, or other Al system is
customized to reflect ethics and
safety considerations as well as

knowledge of an individual, group

of individuals or organization, and
designated an AAAI.

AAA|
Customization

The customized AAAI is enabled to
AAAI participate in problem solving using

Architecture a universal problem solving

architecture that is compatible with
both human and Al agents.

The problem-solving-enabled AAAI
AAAI participates in problem solving
Network activity (planning, problem solving,
other sequential cognitive activity)
on a network of intelligent agents.

Multiple AAAIs, including their ethics
and safety information, are integrated
by a variety of means to achieve AGI;

or Al capable of intelligent (or
super-human level) behavior across a
wide range of tasks.

AAAI
Integration

The individual AAAls, the
AAA] problem solving network,
Improvement and/or the integrated system of
multiple AAAIs continuously
improve via a variety of means.

FIG. 1
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Collective
Intelligence

AAAI
Network

Sample Custom
Base AAAls AAAls

AARIZ:
Data Gathering Medical Diagnosis
AAAL-2:
Signal Research Autonomous Vehicles
Other
Asset Management AAAls

/ WorldThink Protocol \

FIG. 4




PCT/US2024/030948

WO 2025/024040

5/101

sioyjo (A

Joumo (n

SuewnH

_
_
JAIN [
VvV
- _
\ (1!
ooy
usWAe  |—-— —~
oINS oud| ™ (1l
1 “(u
wayshks |7 (16
Buinjog
wajqold
[
- G o|doad
3y Jaue|d
i aneg

Y

abpajmouy] VvV

ajgeseyaind (w

Buuiel] vvv

abpajmouy (]

IVVV ulel]

o

asipadx3 (3

|

siis ([

Ajjeuosiad (i

ajeal) o119-8uQ

L so|npoj Buluiel] (y

Aauopy

(6

[

Jobpng
soAnoslqo/sjeon)

solyja/sanfep

soAloalqo _..l|_

usID

yoren

T|_ JONJOM

(10

yoseas

(1

uoneald Ivvv _
||||||||||||||||||||||| — 1
(v dn ubig (
ubi
ﬁl (A nubis (q
— (e
T @al] a)Isqapn
MUIY | PUOAA Woo' Yy
uj 6o (o
( e
P asmo.g
— (z




WO 2025/024040 PCT/US2024/030948

6/101
Universal
Problem Solving
Framework
Identify the initial state, the goal state,
Define the and the problem space encompassing
problem space the theoretical set of all intermediate
states that can be reached from the
initial state by applying operators.
Break down the problem into subgoals
and work towards achieving those
Apply means- subgoals. |dentify the difference
end analysis between the current state and the goal
state, and then apply operators to
reduce that difference.
Use rules that guide the selection of
Apply other operators in the absence of complete
heuristics information. Reduce the search space
and avoid exploring unpromising paths.
Allowing the rejection of goals/subgoals
Scrgen goals based on failure to pass relevant
agam_st s.afety ethics/value screens. Preventing the
criteria setting of unethical or dangerous goals.
Identify the Determine the actions that can
operators be taken to transform one state
of the problem into another.
Use a set of rules that govern the
Apply the selection of operators to be applied at
control each step of the problem-solving process.
structure Determine a next operator based on the
current state of the problem, current goal,
and heuristic information if available.
Aggregate and index successful
Store solution solution§ for retrieval, if thg s.a}me/sim_ilar
attempts/learn problem is presented after initial solution.
Generalize and transfer from known
solutions to other related problems.

FIG. 6
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network

Problem solving
using collective

Submit problem request
by entities including
human user(s) or Al(s)

Acquire information associated
with problem request

PCT/US2024/030948

Identifying entities having a
criteria, experience and/or

knowledge related to problem

Als communicate over
a network

Implement by a first entity a

common cognitive architecture
to create a solution

Utilizing problem
solving protocols on
the problem request

Determine by first entity a first
sub-problem and additional

sub-problem(s)

Utilizing problem
solving protocols on
the first sub-problem

Assign or allow Als/humans
to select from the problem

tree, additional (sub)problems
for additional Als/humans

Utilizing problem solving
protocols by second Al(s)
on second sub-problem

Create or update a decision
tree including first and

additional sub-solutions

Utilizing problem solving
protocols by second Al(s)
on second sub-problem

Vote/rate/rank for best solution
from multiple solutions

Roll-up/integrate multiple
solutions to (sub)problems into an
overall solution, if appropriate

Vote/rate/rank for best solution
from multiple solutions

Provide solution to user
for final acceptance

FIG. 7
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Involvement

A human or Al agent engages in
problem solving using the universal
problem solving framework.

Recording

Recording in the auditable record
all problem solving steps that
result(s) in solutions or that result
in failure to solve for particular
goals and sub-goals.

Indexing

Indexed according to criteria

including problem descriptions, the

goals, and the sub-goals that they
satisfy.

Retrieving
/ Executing

Utilizing the recorded problem
solving activity as a learned
procedure; collectively a set of all
learned procedures constitute the

procedural learning.

Exchanging

Purchasing and selling the
learned procedures set with

AAAlIs to increase a value of the
user AAAI and other AAAIs.

FIG. 8
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Solution Learning
System/Steps

Operators applied, new state of the
problem, evaluation function used
L1 and its results, current relevant
goal/subgoals, and other information
that differs from previous step(s)

Recording at
each step
h

I
Using information from the latest problem
state after the last step, re-run the
problem-solving process, evaluation of
progress, selection of next operators to apply.

h
No
Evaluation of Is the problem | Yes
[ | problem state [ | solved?

L

Record successful or unsuccessful
solutions for retrieval to save effort of
solving previously solved problems
and to inform problem solving efforts
about previous unsuccessful paths.

Using semantic analysis, hash functions, and/or other
— means to index successful solutions and unsuccessful
attempts with keywords for future matching/retrieval.

Periodically review all stored solutions to ensure they meet
— established ethical and safety guidelines, and flag
unsafe/unethical solutions for removal from the database.

Periodically update and propagate changes to the solution
database or storage systems so problem solving network and
agents can access an ever-increasing repertoire of solutions

as well as increasing knowledge of unsuccessful attempts.

FI1G. 9
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Central
Computer System
AAAl.com
_ Compare a goal or subgoal against
Safety / Ethics a list of prohibited attributes and
Check assign an ethics value based on a

result of the comparison.

Detect and identify additional

AAAI Matching AAAIs that each have a criteria

related to one or more goal or
subgoal criteria.

The problem-solving-enabled AAAls

AAAI participate in problem solving
Network activity (planning, problem solving,
other sequential cognitive activity)

on a network of intelligent agents.

Recording activity, comparing with
Remembering successful or unsuccessful
/ Improving progress towards the problem
solutions, determining which
activity to keep active or forget.

Customizing one or more
AAA| attributes using training data

Customization inputted by a human user and

social media platforms.

Learning including a procedural
AAA| learning process that utilizes
Learning information provided by human

users and AAAIs.

FIG. 10
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14
27 AAAI.com \
Network

/—\ /’_\

16
Client — Solution - j Solver(s)

)

FIG. 11

247 AAAI.com
Network

SN 24 )8 J SN
30
Client - ( Sub-Solution| |= j Solver 2
Solution \
I MmN

Reward
36 : [ Reward

FIG. 12
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Customized

U1 AAAI -1

Clone 1 of
U1 AAAI -1

PCT/US2024/030948

Customized

Clone 2 of
U1 AAAI -1

U2 AAAI -1

Clone nth of
U1 AAAI -1

Clone 1 of
U2 AAAI -1

Customized

U1 AAAI -2

Clone 1 of
U1 AAAIl -2

Clone 2 of
U1 AAAI -2

Clone nth of
U1 AAAI -2

Customized

U1 AAAI - nth

Clone 2 of
U2 AAAI -1

Clone nth of
U2 AAAI -1

Customized

U2 AAAI -2

Clone 1 of
U2 AAAI -2

Clone 2 of
U2 AAAI -2

Clone nth of
U2 AAAI -2

Customized

Network

FIG. 13

U2 AAAI - nth
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Shared and
Universal Problem
Solving Architecture

Enter problem descriptions into the system.

Recruit humans or Als (intelligent entities) problem
solvers into a database of workers.

Match qualified humans or Als to problems.

Use LLMs or other means to translate English descriptions
of problem tasks, goals, operators, and solution steps into
language of a universal problem solving architecture.

Delegate work on sub-problems to different humans or Als
problem solver(s) so that work on multiple aspects of a
complex problem can proceed in parallel, sequentially. or
in hybrid sequential and parallel manner.

Combine solutions to various
sub-problems into an overall solution.

Direct the attention of problem solvers to parts of the
problem tree where their work is needed.

Compensate or pay workers for solutions to
the problem and/or sub-problem(s).

Allow humans or Als to accept the solution, reject the
solution, and/or provide feedback to solvers on their
solutions to the problem and/or sub-problem(s).

FIG. 14
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Problem Solving

Submit problem request
by user(s) or Al(s)

Acquire information associated
with problem request

Detect and identify
Al(s) having a criteria
related to problem

Al(s) communicate
over network

Implement a common Utilizing problem
cognitive architecture solving protocols on
to create a solution the problem request

Provide solution to user
for final acceptance

FIG. 15

AAAI
Problem Solving

- Generate and select operators that
Architecture reduce a difference between a current
/ Protocols state of problem solving and a desired
state based on the goal/subgoal.

Setting of a subgoal towards
achieving the current goal or
Subgoals subgoal.

Utilizing hierarchy until an
actionable goal or subgoal is set
that can be acted on by the
operator.

Analyzing the auditable record to
. determine recommendations for
Improving improvement of the problem
solving process to achieve a
solution to the goal/subgoal.

FIG. 16
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Solving
Tree

Hierarchical
Tree Construct
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Representing all problem solving
activity by the user, the user AAAI
and the additional AAAls.

Data
Structure

Searching

Navigable by the user AAAI
and/or additional AAAls to access
any part of the problem-solving
activity on any part of the
hierarchical tree construct

Matching

Searching the data structure to

locate a predetermined reward

associated with the goal and/or
the subgoal.

FIG.

Match AAAIs to problems or
subproblems.

17
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Check

Safety/Ethics

Check/Compare Checking the goal/subgoal against
a list of prohibited attributes.

Combining values/safety

Safety/Ethics information from AAAls, using a sef
of approved criteria for a task by a

Criteria

user, by a regulatory agency or by
AAAIls approved by human user

Confidence Threshold for the goal/subgoal to
Level determine if the ethics value is

unsafe, unethical, safe, or ethical.

To determine if a sequence of
individually safe goals/subgoals
are unsafe or unethical when
considered cumulatively.

To determine whether a
violation occurred that reflects a
predictive evaluation if the goal

is to violate the ethical criteria.

Recording any and all activity of
the safety/ethics check in the
auditable record.

Remembering
/ Improving

FIG. 18
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Safety / Ethics
Check

Triggered every time a
goal or subgoal was set
during problem solving

PCT/US2024/030948

Triggered based
on other criteria

Triggered each time a
payment for a solution or
sub-solution is due to be paid
to human or Al problem solver.

|_|check/Compare|—| Checking the goal/subgoal against a
list of prohibited attributes.

Safety/Ethics
Criteria

Combining values/safety information from

AAAls, using a set of approved criteria for

a task by a user or by a regulatory agency,
or by AAAls approved by human user

Confidence
Level

Threshold for the goal/subgoal to
determine if the ethics value is
unsafe, unethical, safe, or ethical.

To determine if a sequence of
individually safe goals/subgoals
are unsafe or unethical when
considered cumulatively.

To determine whether a
violation occurred that reflects a
predictive evaluation if the goal

is to violate the ethical criteria.

Remembering
/ Improving

Recording any and all activity of
the safety/ethics check in the
auditable record.

FIG. 19
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Recording/Improving
Problem Solving

Recording activity, comparing with
successful or unsuccessful
progress towards the problem
solutions, determining which
activity to keep active or forget.

Recording/
Comparison

Assigning credit value or blame
value to a group of context of
the problem solving activity.

Context
Grouping

A set of information provided to
L the user and information received
based on the information.

Updating AAAls with the group

Updatin
P g of context determined as active.

FIG. 20
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Natural Language to
Problem Solving
Language Translator

Human describes in natural language the current problem
—| state, the goal, other relevant problem solving information,
and/or the next step(s) that the human wants to take.

Al agent (e.g. LLM) parses and translates the natural
— language description into the unambiguous language of
the universal problem solving architecture

If the Al agent is unable to completely specify the problem
state, including relevant operators and other information
— needed to take the next step in problem solving based on
its parsing and translation, it engages in dialog with the
human until a precise problem state can be specified.

In addition to the dialog, a VR simulation
incorporating gestures, textual interaction,
verbal/audio interaction, and/or other types
of interactions could be specified.

Problem solving progresses to the next step as
specified by the problem solving architecture (see
FIG. 5), and then repeat steps until solution
achieved or resources exhausted.

FIG. 21
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Customizing Al

Training data inputted by
user(s) and/or other Al(s)

Convert training data to a
standardized training format

Selecting training method

PCT/US2024/030948

and set training parameters

Speed, precision,
accuracy, transferability

Execute training epochs

Feedback sessions to

Determine optimum
number of epochs

refine training parameters

Customize Al with
standardized training format

Ongoing monitoring of
performance

FIG. 22

Re-run training epochs
based on user(s)
and/or Al(s) feedback
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Elicit Ethical
Preferences

Conduct experiments to test people's ethical preferences.

Design rules to reflect the ethical preferences of the majority of people.

Conduct focus groups or interviews to gather information about ethical
preferences from humans.

Develop game-based platforms where (human or Al) users play
games that explicitly teach and reward human values through
interactive storytelling and problem-solving.

Use a variety of crowdsourcing platforms to gather input from diverse
groups of people on their values and priorities.

Use collective intelligence platforms or networks where humans and Al
agents collaborate and exchange ideas to collectively refine and
develop human values.

Analyze various forms of cultural expression, including art, music,
literature, and mythology, to understand implicit and implicit values.

Use BCI technology to directly interface with the human brain and
extract information about values and beliefs directly from neural
activity.

Provide simulations using Al enabled with Artificial Empathy and
Emotional Intelligence.

Design personalized learning systems for Al agents where they learn
and adapt their understanding of human values based on continuous
feedback from humans.

FIG. 23
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Automatic Generation of
Questionnaires

Ask a standard (ethics) question from a pre-determined set of
questions.

Based on the respondent's answer determine whether to proceed to
the next pre-determined question, ask another previously-generated
dynamic question that was added to the list, or generate a new
question dynamically.

If the decision is to proceed to the next question, go to step 1; else
generate a new question using a LLM or other Al agent(s).

Generate and ask a new question in the area where the most relevant
and useful information can be obtained and word the question so as to
maximize the amount of useful information obtained in the shortest
amount of time.

Record the respondent's answer(s) to the question and update the
count of how many humans have responded to the question. Also
update the counts of respondents from various groups that are
deemed representative to help ensure the survey is representative.

Calculate the sample size needed for the question needed to achieve
a pre-determined level of statistical power.

If the sample size for the question is not yet large enough or
representative enough to draw statistically valid conclusions, add the
question to the set of pre-determined questions and ask it again (Step
1) whenever it is relevant until the desired level of sample size,
statistical power, and representativeness has been achieved.

FIG. 24
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Identifying Values by
Detecting Patterns in
Human Behavior

Determine the specific values or ethical preferences or principles that
Al want to develop.

Construct environments, scenarios, dilemmas, and/or conversational
settings that will elicit human behavior that is relevant to the questions
of interest.

Prompt human behavior iteratively until as many useful behavior
patterns as possible, -- subject to constraints such as time, willingness
of the humans to engage, and ability of the Al to process the
information--have been elicited and recorded.

Analyze and train, using algorithms well known in the art of machine
learning (e.g., transformers, variants of learning by backpropagation of
error, RLHF, and other methods enumerated).

Test the trained Al to determine which areas have improved
(according to criteria and means set by human or Al agents) and
which areas need more training. Repeat the above steps until success
criteria has been met, resources are exhausted, or other constraints
cause the training cycle to stop.

FIG. 25
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Customize the Base LLM to
Each User's Individual Ethics
(or Informational) Profile

Assemble a corpus of ethical questions based on various ethical
assessment instruments, supplemented by additional questions based
on user data and further responses to questions solicited from
(crowdsourced) from social media users.

Use statistical techniques to assign regression weights to the
questions such that a ranking is achieved whereby higher-ranked
questions provide more useful ethical information than lower-ranked
questions.

As each user interacts with his/her/their Al agent to tune it to the user's
needs, the Al agent engages in a conversation with the user.

The conversation also includes some questions which are driven by
the degree of missing ethical data (across all users) for the questions
that have been ranked.

Track when sufficient data from human users was gathered on the first
question before moving on to the second question. Safety/ethics
questions ranked highest in importance and lacking sufficient data
would be added to the questions Al asks users.

Al can learn users' ethical views by analyzing (with the users'
permission) all the content posted and other information that social
media has acquired on that user.

Weights from Al agents trained by users with similar profiles to the
current user can be directly combined with the weights of current
user's Al to improve the tuning of the current user's Al.

Users can choose, and/or social media can suggest and/or select,
various existing LLMs or Al agents to interact with and provide ethical
feedback to the Al agent that the user is trying to customize.

Users and/or social media could specify the frequency with which the
tuning of the user's model will be updated, and the degree to which
such updates are done automatically using passive methods of training
on user and other data or actively, requiring conversational
involvement or other decision-making by users.

FIG. 26
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Train a Base LLM Model with
some safety/ethical guardrails

Train the base LLM using existing subsets of internet data as well as
proprietary datasets that reflect the overall composition of, and content
generated by, social media target user groups for the LLM.

Identify a large corpus of ethical and safety-related scenarios for
training the LLM to make it safer than the initial base model that lacks
such ethics/safety training.

Use a variant of Constitutional Al in which a trusted earlier LLM is used
to efficiently cover some of the most common safety scenarios with
oversight and RLHF.

Offer social media users the opportunity to help improve the safety of
the Al in exchange for incentives such as free or reduced cost to use a
personalized version of the LLM for their own needs.

Solicit a large and diverse set of additional safety and ethics scenarios
from users, essentially crowdsourcing generation of potential new
safety cases.

Have trusted users and/or social media employees filter and refine the
set of safety cases to achieve path coverage as discussed above,
taking the frequency of cases and the impact of cases into account.

Use RLHF from trusted users and/or social media employees with
redundancy so the ethical behavior being taught to the base model is
never reliant on a single user/human's input and so the most
impactful/frequent cases have the largest sample size of input.

Perform additional testing on edge cases and a sample of impactful
cases to determine when a threshold of safety has been achieved.

Release the base model to a select group of users who will provide
additional feedback on their ethics and on specific test cases in
exchange for being in the program thus allowing a much larger sample
of user input to refine the safety and ethics of the base model further.

FIG. 27
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Scalable Ethical
AGI

Train a Base LLM Model with guardrails including
safety, ethics and/or knowledge attributes.

Customize the Base LLM to each user's individual
ethics or informational profile.

Combine ethical and other information from multiple
customized Al systems/agents and/or other humans.

Refine values based on problem solving.

Update training with combined ethical information
and the refined set of values.

FIG. 28
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Reputational Component
(Human and Al Agents)

Client specifies / ranks / rates dimensions that are most
— important (e.g. cost, time to solution, past track record of
quality, etc.) in selection of problem solvers.

Matching algorithm uses client specification of
reputational dimensions, together with other criteria to
recruit best-match solvers to specific client problems
and/or sub-problems.

Solver(s) work on problem with solution steps recorded,
including criteria such as time taken for each step.

After successful solution, or after solver ceases problem
solving, all recorded information is analyzed by standard
methods to update the relevant dimensions of the
solver's reputation including time to solution, etc.

At predetermined intervals after solution, client
satisfaction information is solicited via surveys, dialog and
other means to obtain short and long-term satisfaction
metrics that are used to update the solver's reputation.

For stored solutions, metrics on how often a stored
— solution is used are recorded and used to update relevant
dimensions of the solver's reputation over time.

Provide links to stored records of solutions and attempts
— for auditability and transparency and to enhance the
usefulness of the reputations .

FIG. 29
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AAAI, PSI, AGI, and PI
Customization / Cross-Platform

Training Data

Inputted by a human user.

1

AAAI
Cloning

Provided by other AAAIls and/or
social media platforms.

AAAI
Value

AAAl is cloned to assist in creating
solutions, and/or to provide

solutions and/or training data to

other AAAlIs or media platforms.

Remembering
/ Improving

Estimating a value of the cloned
AAAls optionally including a
network effect value including the
number of cloned AAAIs available
on the network.

Utilizing the estimated value to
determine pricing decisions for
problem solving services offered
by social media platforms or these
or other AAAls.

Recording content/activity with
platforms in the auditable record

to train/customize the cloned
AAAIls on the platforms.

FIG. 30
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Online Sources

User selects one or more social media

sites, services, and/or platforms for
acquiring training data (YouTube

videos, emails or texts/tweets, etc.).

User selects open and/or
closed-source models, LLMs,
SLMs, or other Al agents that are
trainable/tunable using data
sources.

Training Data
Conversion

Data is downloaded to user Al or
transferred to a cloud or other data

Training
Epochs

storage medium where it is
formatted/converted/transcribed
for Al training purposes.

Executing multiple training epochs
including mechanisms to

Benchmarks

determine an optimum number of
epochs given training objectives
and quality metrics.

Utilizing benchmarks that are run
against the AAAI in a domain of

Stop Training

expertise that is relevant to the
training data used.

When a performance of the AAAI
differs from that of a baseline Al
model on the benchmarks by a

predetermined amount, and/or an
amount of time has elapsed
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Combining (Ethical and Other)
Information from Multiple
Customized Al Agents

Weights from multiple customized Al models can be combined on a
“one-vote per Al and one Al per user” basis to achieve a representative
and statistically valid set of Al ethics that generalizes across all the
humans who are represented by their respective customized Als.

In lieu of, or in addition to, the method of directly combining weights,
many customized Al agents can be presented with ethical dilemmas
and allowed to vote on the best actions to take based on the values of
each Al, with each Al possessing one vote.

FIG. 32

Refining Values Based on
Problem Solving

Once individual Al agents have been customized, and a normative set
of values and ethics has been derived from a combination of the
knowledge of the Al agents, the Al agents, together with (optionally)
human agents, can collaborate to solve problems using a collective
intelligence approach.
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Scalable
AGI

Train a Base LLM Model with guardrails including
safety, ethics and/or knowledge attributes.

Customize the Base LLM to each user's individual
ethics or informational profile.

Identify weight matrices and subsections thereof
from multiple humans and/or Al agents that contain
attributes related to the attributes of the first Al.

Determine a method for combining the identified
weight matrices.

Experiment repeatedly with a first combination of
weight matrices to monitor if a desired behavior is
moving in a specific direction before proceeding with
a second combination of weight matrices that is
larger than the first combination.

Utilize an algorithm to automate the previous step of
experimenting.

Combine ethical information and the weight matrices
from the human users and/or customized Als.

Test Al agent with having a new combination of weights
to see if desired performance has been achieved.

Update training datasets with combined ethical
information and the refined set of values.

FIG. 34



WO 2025/024040 PCT/US2024/030948

32/101

Scalable AGI
With Monitoring

Train a Base LLM Model with guardrails including
safety, ethics and/or knowledge attributes.

Customize the Base LLM to each user's individual
ethics or informational profile.

Combine ethical information and the weight matrices
from the human users and/or customized Als.

Confirm that the ethical information from the multiple
users/Als is related to a desired behavior of the Al.

Refine values based on problem solving.

Update training with combined ethical information
and the refined set of values.

Test performance of the updated base LLM against
previously run scenarios to determine if a desired
performance of the Al agent has been achieved.

Release system into live (beta test) environment(s).

Monitor system via (Al and/or Human) agents,
flagging potential ethical issues in real time.

After flagged issues have been reviewed/resolved,
improve knowledge of Al agents to avoid triggering
flag on those issues in the future.
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Preventing
Hallucination
by LLM

Users/owner/producer of an Al Agent (e.g. a LLM or
SLM) sets quality and budget thresholds.

A collection of agents (primarily Al, but if budget
allows some human agents as well) are selected.

Resource costs are estimated (per response) based
on proposed settings in above step. Adjust the
settings if costs exceed budget to reduce cost (e.g.,
including less human and/or Al agents).

For each query or task posed to the Al agent,
responses from multiple Al and/or human agents are
obtained, using the settings, and the consensus
response/solution is returned if all agents agree.

If agents differ on their response then:

a) Re-run the problem with more agents (including human agents)
until a consensus is obtained or the budget is reached.

b) If budget is reached without consensus, multiple response are
returned with the number of agents agreeing with each response
and identifying the responses that come from a human.

After a consensus response, or multiple responses, are
returned to the user who initiated the task, the user can:

a) Accept one of the responses, then Al agent records which
response was accepted, flags the query for potential checking
later, and is available for the next query or task, or

b) Flag the response as an error, and/or

c) Increase the budget, sending the process back to previous
step with a higher budget, and/or

d) Change parameters/settings in previous session and rerun.

Periodically a human or Al reviews flagged or
nonflagged responses and adjusts parameters if
quality threshold is not being met and/or if
continuous improvement is deemed possible.
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Use of Knowledge Modules
or Collections of Agents to
Customize AI/AGI/PI

Identify an Al agent with desired expertise.

Either obtain weights for the entire Al agent or just a
subset of compatible weights that reflect the desired
expertise. This can be done, in the preferred
implementation via a module and/or Al agent marketplace.

If the just a subset of compatible weights is used,
combine the weights with those from one or more existing
agents to increase the expertise and capability of those
agents via the methods outlined in FIGS. 22 and 23.

If capabilities and expertise is being increased by adding a new
agent to a collection of agents, then tag the new agent with
metadata that identifies the expertise of the new agent. When
queries/problems are submitted to the collection of agents, then
agents with relevant expertise metadata are given priority when
returning a response to the user.

The direct combination of module weights and/or the use of a
collection of agents is tested until performance meets criteria
set by the user. If performance criteria is not met, then:

a. Additional agents may be identified. OR

b. Addition weight modules may be obtained. OR

c. New combinations of agents or weights may be tried with
different settings. OR

d. Metadata can be modified/improved.

FIG. 37



WO 2025/024040 PCT/US2024/030948

35/101

Combining Ethical
Values in an Al, AAAI,
PSI, AGlI, Pl or
Intelligent Entity

Identify values or ethical information from each of the
(human and/or Al) entities.

Combine the ethical information into numerical quantities
(e.g., weights for a neural network or subset of a neural
network).

Record (ethical) behavioral data from each of the
— contributing (human or non-human) entities in a
training dataset.

Combine the training datasets into a combined training
dataset giving equal emphasis to the datasets

L produced by each entity, or weighting the datasets (or
parts of the datasets) from some entities more than
others.

Train a new entity, using machine learning techniques,
based on the combined training dataset to produce

— internal numerical quantities that represent the
combined ethical preferences learned by the new
entity.

Identify a portion of each (non-human) entity's weight
matrices that correspond to the desired (ethical)
information.

Compute the (weighted or unweighted) means of the
corresponding numerical quantities in the portions of
the weight matrices for each entity.

Assign the new matrices of computed (weighted or
unweighted) means to the new entity as reflecting the
combined ethical preferences of the contributing
entities.
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Implementing
a PSI

1) Begin with a base-level Al agent such as a pre-trained
Large Language Model (LLM) or other tunable and trainable
Al agent, including without limitation, base-level Als from
other human owners who have already done customization
of their own on a commercially available base-level agent.

2) Assemble all media with information about the PSI owner
in one centralized or distributed and linked online location(s).

3) Use Al algorithms including but not limited to, analyzing.
annotating, and categorizing all content from (2).

4) Ttransform the transcripts and other annotations and
analysis of content into training data sets that can be used
to personalize a LLM or other type of Al agent.

5) Mix or combine the datasets while differentially weighting the
information in the datasets until desired behavior is achieved.

6) Incrementally add knowledge modules, mix, repeat, cycling
steps 5 and 6 until all desired datasets are incorporated.

7) Automatically seek new sources of data and information
to include, with and/or without human oversight.

8) Purchase and/or sell new datasets, training modules
and/or mix parameters and templates that increase the value,
knowledge, skills, intelligence, and/or power of the PSI.

9) Lease/earn money by enabling other people or agents to
use the knowledge and data of one's, or a copy of one's, PSI.

10) Enabling features of the PSI so it acts autonomously or
semi-autonomously(with checks and approval from humans).

11) Enable features and functions of the PSI to leverage the
PSl's abilities.

12) Enable participation in a network with other PSls and
Sls to act upon the values of the human owner(s) and to
serve as safety check.

FIG. 39
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Leveraging
PSls' Abilities

Create multiple generations of PSIs which
may outlive its original human owners.

Generate its own input and data that can be
used to improve or enhance its knowledge.

Simulate many (simultaneous) scenarios and situations
to aid in decision-making and development of the PSI.

Join and participate (with and/or without human
oversight) in (multiple) communities of PSls on a network.

FIG. 40

Community-Based
Safety Mechanism

Each individual PSI participates in a network of PSls.

The networked PSls agree on human-aligned values and ethical
rules reflecting the values and ethics of the community of PSls.

All actions by PSls on the network are recorded in a
transparent and (machine or human) auditable form.

Periodic checks of cognitive activity on the network are performed
to ensure that goals and actions are aligned with human values.

Halt cognitive activities and behaviors deemed dangerous to
humans, and use measures to prevent re-occurrence thereof.

Improve an overall safety system of checks to increase
detection of safety/ethical violations based on analysis of the
patterns of violations and issues.
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Recording of All Actions by Al,
AAAI, AGI or Pl on the Network

Use of blockchain methods for producing auditable record of]
goals and key behaviors of each PSI, of groups of PSls, and
of the network.

Use of the universal problem-solving framework, and blockchain
technology, to record the goals, sub-goals, problem states and steps
in all problem-solving/cognitive activity taking place on network.

Security mechanisms ensuring that the activity on the network
cannot be altered without a majority of the computational
power and/or intelligence agreeing to change the record.

FI1G. 42

Checks of Cognitive Activity on
the Network

Checks for compliance with agreed-upon constitutions or sets of
rules that govern the behavior of intelligences on the network.

Checks that the consensus values and ethical norms, that
are valid and statistically representative of humans and/or
their Al/PSI representatives, are being followed.

Checks that existing laws and regulations are being followed.

Checks whenever a goal, subgoal, or objective is set during
problem-solving, or during other cognitive processes that
involve use of goals, sub-goals, or objectives.

Checks on sequences of goals, subgoals, or objectives
such that, when taken as a sequence, the sequence may
be judged to be non-compliant due to their combined effect.

Checks whose frequency is proportional to the estimated
significance or impact on humans of the behavior (or
cognitive activity).

Other checks that may be determined by human owners of
PSI, the PSls themselves, or groups, or networks of PSls.
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Competitive Evolution of
Intelligence/Performance of AAAI,
PSI, AGI or Pl referred to as "PSI"

1) Multiple PSls join a network of PSls with agreed upon
rules and methods for interaction.

2) Baseline performance of individual PSls, groups of PSls,
and/or the entire network of PSls, on a variety of
standardized tasks is determined.

3) Different versions of the individual PSIs and/or different
combinations of PSls are produced.

4) Performance of the changed PSls is determined on the
same benchmark tasks from step 2, and analyses are
performed to assign credit or blame to specific changed
elements that resulted in superior or inferior performance
compared to the system of Step 2.

5) Changed elements from step 4 that increased performance
are retained while changed elements that decreased
performance are reverted to previous values and/or changed.

6) Repeat from Step 3 until no further progress has been
achieved or the amount of progress is minimal.

7) Once progress has stalled at a “local optimum?”, this triggers
more detailed analysis of the record of changed elements to
see if (Al and/or human) agents have ideas for more changes.
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PSI, Al, AAAI,
AGI or Pl Network

Each PSI may be a customized version of the same base Al
Agent, or PSI.

The PSls may be customized versions of different base Al
agents, or PSils.

All the PSlIs on the network may use the universal problem
solving architecture.

The network may have a set of safety/ethical rules that each
PSI agrees to.

The network may be one of multiple different PSI networks
with the same or different rules.

Each PSI may have a set of weights that encode the
knowledge of the PSI.

The network may be one of multiple different PSI networks
with the same or different rules.

The network itself may have knowledge in the form of recorded
solutions and/or other records of the cognitive activity of
individual PSls, groups of PSls, or the entire network.
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Standardized
Tasks

Problem-solving tasks using a shared (universal) problem
solving architecture.

Ethical and safety scenarios designed to determine whether
a PSI(s) behaves safely and ethically.

Individual, group, and network-wide tasks.

Standardized intelligence tests and assessments that are
designed to test the intelligence of humans and/or Al agents.

Tasks designed to stress-test the PSI(s) and measure the
degree of “hallucination” or production of erroneous results.

Tasks from a wide variety of domains of expertise and/or that
incorporate different cultural or group norms for behavior.

Tasks that are random permutations of existing standardized
tasks and/or that are created by other Al agents.

Tasks that are dynamically created based on changing
network, simulated, and/or real-world conditions.
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Production of
Different PSI
Versions

Human adjustment of the parameters, weights, or data
encoding the knowledge/expertise/intelligence of the PSI.

Al or PSI| autonomous adjustment of the parameters, weights, or
data encoding the knowledge/expertise/intelligence of the PSI.

Random variation of the parameters, weights, or data
encoding the knowledge/expertise/intelligence of the PSI.

Subjecting PSls to different training regimes or amounts of
training.

Directly combining the weight matrices, parameters, and/or data
encoding the knowledge/expertise/intelligence of multiple PSI.

Producing different versions of the PSls sequentially and/or
in parallel where some, or all, PSis are adjusted in parallel.

Methods such as analysis and methods for estimating which
variations are most likely to have beneficial results.

Tasks that are dynamically created based on changing
network, simulated, and/or real-world conditions.

Comparing the degree of match between the knowledge
of a PSI and the statistical frequency and other
characteristics of the problems submitted to the network.

Comparing overlap in knowledge of the different PSls
such that changes are made to optimize performance
of groups of PSls or of the network.

Optimizing parameters of individual PSls, but with the
added feature that the objective function(s) that is being
optimized is continually updated in real-time based on
the changing statistical nature of the problems arriving on
the network and the dynamically changing composition of
the network as PSls join and leave the network.
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AAB
(Symmetric Difference)

FIG. 48

Catalyze Acceleration of Knowledge
Acquisition and Growth of Intelligence.

Identify that information that is most useful to
an intelligent entity (e.g., Al, AGI, SI, or PSI).

Acquire new knowledge that increases effectiveness of the
PSI relative to the PSI's existing knowledge, goals, and cost.
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Multiple Dimensions
of Informational
Differences

Differences in expected and
observed probabilities of events.

Differences in knowledge bases.

Differences in the value/importance of data or events as
determined by quantifying how relevant the data or events
are to an intelligent entity's goals or objetives.

Differences in the net value of information as determined in
part by the cost (or ease) of acquiring the information in
specific contexts and for specific entities.

Difference in the rates of change in datasets
or events (1st, 2nd, nth derivatives).

Differences in the representation of data, or events that
lead to differences in the computability or efficiency,
ease, or speed of computations made on the information
given a set of "operators" employed by, or available to,
an intelligent entity (representational differences)

Difference in time-related factors of events or data.

Differences in the perceptual or processing capabilities of
the information processing entity that lead to differences in
the value or worth of the information.

Differences in location or physical substrate that
conveys information.

Differences in value or usefulness that relate to context.

FIG. 50
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Determining the Amount of
Useful Information in a Dataset

Take the dataset (X) containing all the information that an
Al has already been trained on and determine the amount
of compression that can be achieved.

Determine which of two new datasets (Y1, Y2) of equal size
contains more information, relative to what the Al already knows.

Concatenate the X and Y1 datasets, and run a
— compression algorithm on X+Y1 to determine the
amount of compression achieved.

Concatenate the X and Y2 datasets, and run a
— compression algorithm on X+Y2 to determine the
amount of compression achieved.

Whichever concatenation is compressed the least has the most
new information, relative to what the Al already knows (X).

FIG. 51

Method for Evaluating the
Usefulness of Information

Identify and acquire information using parameters that are
estimates of variables in a P function P = f(GR, RK, I, C).

After incorporating (a subset of) the information into an Al
system, test the effectiveness, usefulness, and safety of
the resulting system iteratively to determine if the estimated
parameters are yielding high rates of knowledge growth.

Incrementally adjust the estimated parameters, and repeat
the process with new measurements of the results.

Continuously monitor and update the estimated
parameters corresponding to variables in the P function.

FIG. 52
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Estimating Information
Value & Catalyzing
Intelligence Growth

Every intelligence has goals.

Identify sources of information related to the goal(s).

Sample subsets of the information source and calculate
goal-relevance to identify the most goal-related subsets of
the information source.

Within the most relevant subsets, estimate the Shannon
Entropy or related information metrics for the subset.

Calculate the Kaplan Information Theoretical (KIT)
relevance for each subset.

Calculate KIT relevance of multiple subsets to determine
the optimal grouping/prioritization of subsets, which are
then targeted for acquisition.

Acquire the prioritized datasets in the priority order; then
re-run the above process on remaining unsatisfied goals or
in multiple passes for the same goal(s) until the certainty
level is achieved and/or the prioritization ceases to change
or changes below a minimum acceptable threshold.
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Identify Sources of Information
Related to the Goal(s).

Find a new datasource or "piece" of information that is not
already contained in the Al agent's knowledge base.

Estimate the goal-relatedness of the information.

Determine semantic overlap between target
information source and goal(s).

Count frequency of times the information source has
been used to address similar goals.

Use humans to rate and make subjective estimates
|| of the likely overlap between manageable subsets
of information and the intelligence's goals.

Use Als trained by humans to make subjective
— estimates of the likely overlap between manageable
subsets of information and the intelligence's goals.

Utilize humans to train Al's estimation ability, when the
Al estimation is unsuccessful, or when the Al is failing
— to perform, so that the Al can improve itself and
resume automated estimation after successful human
intervention.

Determine the overlap of subgoals (recursively) that
— have been set in service of a high-level goal, which
subgoals reference a particular piece of information.
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Additional Means to Catalyze
Acceleration of Acquisition and Growth
of Intelligence.

Identify that information that is most useful to
an intelligent entity (e.g., Al, AGlI, SI, or PSI).

Acquire new knowledge that increases effectiveness of the
intelligent entity relative to that entity's existing knowledge,
goals, and cost.

Determine relative ease of acquiring information from a
given source (related to cost of acquisition).

Estimate how much the new information overlaps or is
redundant with existing information already acquired.

Estimate how related the information will be to the goals of
the entity (e.g., Al system).

Estimate and use measures of the reliability and
trustworthiness of the data source(s) to increase
effectiveness of entity.

Simulate effects of the new knowledge/information on the Al
agent before incorporating into the entities' knowledge base.

Evaluate and report the consistency of the simulated
behavior with the values and ethics of the the entities' (e.g.,
Al's/PSI's) owner .
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Accelerate Al
Learning

Interact with intelligent entities that have expertise in the
— domains of interest and that operate with more advanced
representations of the problem than novices.

Pursue multiple datasets that reflect expert knowledge and
that contain expert representations.

Actively measure the computational efficiency/effectiveness
of different representations and build a database of
representations that are the most effective or efficient at
problem solving.

Identify problems for which large amounts of computational
power are expended to solve problems that other entities
L—{ (e.g., humans) solve with much less computational effort
and then seek to acquire from the better entity, knowledge
of the representations that are being used by that entity.

Compete with Al variations that use different
—{ representations to search in "representation space" for the
best ways to represent the problem before problem solving.

Seek to collaborate with entities that are better at solving
certain problems and copy what the better entities are doing.

Store problem solving sequences for related problems,
identify factors that enabled some problems to be solved
—{ more quickly and effectively than others, and then seek to
use the representations, heuristics, and operators that
resulted in the more effective and efficient solutions.

Seek to understand deeper level principles which can be
—{ applied to many situations rather than seeking rote
memorization of solutions or using brute-force methods.

Employ the heuristics of deliberately seeking invariants
— across successful solutions and also looking for differences
that correlate with desired and undesired results.

FIG. 56



WO 2025/024040 PCT/US2024/030948

50/101

Accelerate Al
Learning of Intelligent
Entities Goal(s)

Intelligent entity engages in a dialog with intelligent entities
(human user) to refine goals and gain clarity on exactly
what types of knowledge are most likely to be relevant to
the human's goals.

Intelligent entity reviews existing datasets available with
knowledge about intelligent entities (human) to learn more
about the intelligent entities (human).

Intelligent entity determines other individuals that share
preferences with the intelligent entities (human), and using
statistical and other methods the intelligent entity attempts
to fill in “gaps” in its knowledge about the intelligent entities
(human) by extrapolating from the existing data and using
data from other intelligent entities (humans).

Intelligent entity engages in direct interaction with the

intelligent entities (human) to fill in missing gaps in the
intelligent entity's information profile, taking into account the
intelligent entities (human's) time limitations and availability.

Intelligent entity creates simulations where the intelligent
entities (human) participates, and the intelligent entity
observes the intelligent entities (human's) behavior to fill in

gaps.

Intelligent entity creates imperfect models of the intelligent
entities (human) and has them interact with each other, with
other intelligent entity personalities, with simulated
scenarios, and with the intelligent entities (human).

Intelligent entity utilizes information sources about topics
that are relevant to the intelligent entities (human's) goals
that is different than knowledge about the intelligent entities
(human).

After each knowledge acquisition event, the intelligent
entity can validate the accuracy and usefulness of its
information gathering activities.
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Information Sources
Relevant to Goals and
Different from
Existing Knowledge

Using the updated model of human's preferences,
intelligent entity (PSI) scans online sources of information
that are determined to be relevant to human's current goals.

PSI lowers priority on information that has already been
assimilated or that human or human's PS| knows already.

PSI seeks information that is as different as possible from
its current views to maximize information content.

PSI uses heuristics that value more recent information more
highly than older information.

P8I can seek converging evidence by looking for multiple
independent sources of information that validate the
information before filling in the knowledge gap with this
information. PSI can store a record of the sources of all
information used to update the knowledge base of the PSI.
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Intelligent Entities
Validates Their
Information Gathering
Activities

Presenting the human with simulated behavior or the result
of simulations based on the new knowledge that has been
acquired.

Listing the acquired knowledge in a format for review and
approval or disapproval by the human.

Comparing prior behavior and conclusions based on the
previous knowledge state with new behavior and
conclusions based on the new knowledge state.

Running a series of ethical and safety checks against
multiple pre-established scenarios to ensure that the
knowledge changes have not changed thinking or behavior
of the PSI as it relates to critical safety-related or ethical
decisions.
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Consensus
Values by Voting

Determine entities that will be included in voting, using means that
may include asking demographic, or other questions (e.g., about
qualifications) of entities.

Determine the methods of voting and combining votes including
whether secret or transparent balloting will be used.

Present ethical scenarios with a range of behavioral options to the
intelligent entities.

Each entity votes on the preferred option(s).

Consider whether votes are to be weighted or unweighted by
branching to the weighting sub-process (see FIG. 61).

Votes are tallied and option with most votes is adopted as the
preferred (ethical) response in the scenario.

Preferred (ethical) response is recorded/indexed to be retrieved when
the same/similar scenario is encountered by the entity, similar entities
or groups of entities in the future.
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Weighted
Voting

Provide opportunities to answer questions about qualifications
and experience with regard to various issues that might affect
the weighting of votes.

Determine whether weighting votes of some entities more than others
is appropriate because of:

1a) Need to correct for non-representative sample of entities
and/or ethical preferences of entities, or

1b) Desire to weight certain ethical principles that reflect views
of a desired sub-sample or sub-population of entities or that
reflect ethical norms or rules agreed to by the entities (e.g.
within a particular culture), or

1c) Other reasons for weighting the votes of some entities more
than others, including but not limited to experience, knowledge,
skills, age, sophistication, or other attributes of the entities that
are voting.

If weighting is determined to be appropriate then perform the weighted
voting calculation using one or more or any combination of the
enumerated methods for weighting votes including: Simple Weighted
Voting, Cumulative Voting, Borda Count, Approval Voting, Range
Voting, Single Transferable Vote, Instant Runoff Voting, Majority
Judgment, Quadratic Voting, Proxy Voting, Delegative Voting, Random
Ballot, Score Voting, Sequential Proportional Approval Voting,
Double-Threshold Approval Voting, Satisfaction Approval Voting,
Randomized Voting, Limited Voting, Preferential Block Voting, and/or
Coombs' Method.

Return to the tallying step in the main voting process of other Figures.
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Determine Ethics
for Al/AGI/SI
Systems

Identify potential sources of existing ethical information.

Analyze the ethical information to determine ethical principles.

Use methods such as reputational metrics and frequency counts of
how often the same principles are mentioned in a trusted text in order
to weight ethical principals.

Optionally combine ethical information gathered from this method of
reverse engineering existing laws, texts, and other sources with voting
and other techniques that solicit active input from intelligent entities to
arrive at consensus or desired ethical values that are recorded,
indexed, and adopted by the AI/AGI/SI system.

FIG. 62

Experiments / Focus
Groups / Interviews /
Other Methods

Identify intelligent entities with ethical preferences.

Elicit ethical preferences via methods, including without limitation,
those described in other Figures.

Use elicited ethical information as data to train AI/AGI/S| systems
and/or as the basis for constructing ethical scenarios that can then
be voted on using other methods described earlier (that end with
recording and indexing of ethical preferences).
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Converging Evidence to
Determine Ethical Values
and Resolve Conflicts

Ethical information and principles are elicited from one or combination
of methods including without limitations reverse engineering texts,
conducting experiments and focus groups, creating scenarios and
voting, or any of the methods described in previous figures.

Ethical preferences or principals may be “base-weighted” depending
on whether the source is human or non-human, how recent or timely
the source is, and how invariant the preference is across timeframes,
geographies, cultures, and other relevant factors.

A frequency count is made of how often the information or principles
are repeated by multiple sources.

The independence of the sources is calculated such that sources that
have no or minimal relationship to each other are considered more
independent than entities that were derived, for example from the
same training set of data, or that share other close relationships.

An evidence calculation is made whereby: a) the more frequently an
ethical principal or preference is evidenced, b) the more independent
the sources are that evidence the ethical preference, and c¢) the higher
the “base weight” of the source, the more evidence weight that ethical
preference is given.

When two ethical principles or preferences are in direct conflict, the
principal with the highest evidence weight is given priority.
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Method for Delegation

An intelligent entity that is participating in any of the voting methods
described earlier may elect to delegate voting authority, if allowed, to
another intelligent entity or group(s) of entities.

The entity or group(s) being delegated to is identified.

Any modifications, qualifications, or restrictions on the voting power
that is being delegated or the content of the votes are specified by the
delegating entity.

The specific methods and form of delegation is specified in creating
the delegation process.

Confirmation of how the delegated voting proceeded may optionally be
provided back to the entity that delegated its voting power.
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Reputational Process for
Preserving Minority
Information Including
Ethical Preferences

For an ethical scenario with unknown outcome, multiple intelligent
entities vote on behavioral options.

The system follows the option that receives the most votes and the
resulting outcome for the scenario is recorded.

The scenario, options, and outcome are presented to an independent
group of intelligent entities who rate the successfulness/desirability of
the outcome that was achieved as well as their post-hoc view of how
attractive the other options now seem given the occured outcome.

Reputations of each of the original entities that voted on the behavioral
options are adjusted upwards or downwards based on the
independent ratings.

For scenarios where objective metrics or other success criteria are
available, these are used in lieu of, or in addition to, the subjective
ratings to adjust reputational ratings.

Detailed records of all voting, all outcomes, and subsequent subjective
and objective ratings are maintained for future analysis and potential
re-adjustment of entities' reputation in light of further analysis or future
information that becomes available relating to the scenario.

In some implementations, not only reputation, but also voting power is
incremented or decremented based on reputations such that entities
with better (ethical) reputations get more voting power (weight) in
future votes.
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Process to Help an Al
Agent to Make Good
Ethical Decisions

Identify the ethical preferences through (dynamic) surveys, interviews,
simulations, or other methods of data collection.

Develop a transparent constitution: Once the ethical preferences have
been identified, the next step is to develop a constitution that
translates these preferences into a set of rules or guidelines that the Al
agent can follow.

Train the Al agent: The Al agent can then be trained using the
constitution developed. This training should be done using a large
dataset of examples that illustrate good ethical decisions.

Test the Al agent: After the Al agent has been trained, test to ensure it
is making good ethical decisions.

Identify areas for improvement: If the Al agent is not making good
ethical decisions, the next step is to identify the areas where it is falling
short by analyzing the decisions made by the Al agent and comparing
them to those made by humans.
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Learning Al Safety
Regulation Rules

Data Collection: Collect data that is relevant to the safety regulations
that the Al agent needs to learn and comply with. This data can be in
the form of text, images, videos, or any other format that is relevant to
the task.

Data Preprocessing: Preprocess the collected data to remove any
irrelevant information and to convert it into a format that can be used
by machine learning algorithms.

Feature Extraction: Extract features from the preprocessed data that
can be used by machine learning algorithms.

Model Selection: Select the most appropriate machine learning
algorithm or process that can be used to learn and comply with the
safety regulations. Some of the most useful machine learning
algorithms for this task include, without limitation, decision trees,
random forests, support vector machines, and neural networks.

Model Training: Train the selected machine learning model on the
preprocessed and feature-extracted data.

Model Testing: Test the trained machine learning model on a separate
(“out of sample”) dataset to evaluate how well it has learned the safety
regulations. Humans and/or Al agents may be involved in this step.

Model Improvement: Analyze the results of the model testing and use
this information to improve the machine learning model.

Model Deployment: Deploy the final machine learning model in the Al
agent to ensure that it complies with the safety regulations. Re-test the
agent to ensure that the final Al is complying with regulations.

Monitor Ongoing Regulation Changes: The system should
continuously monitor changes/updates/new regulations and then
repeat as needed to ensures that the Al agent continues to comply
with new/changed/updated regulations.
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Consequentialist
Approach

Identify the desired outcome.

Identify the (potentially unethical) actions that could be taken to
achieve the outcome. Human or Al agents could be used to rank, rate,
weight, or vote upon how unethical each action is compared to the
others.

Evaluate the potential consequences of each unethical action. Human
or Al agents could be used to rank, rate, weight, or vote upon how
desirable each outcome is compared to the others.

Use the ranking, rating, weighting, or voting information on the
unethical actions and outcomes to weigh the potential benefits of
achieving the desired outcome against the potential costs of taking the
unethical action.

Take an action if the benefits outweigh the costs. Further, the action
that was ranked, rated, weighted, or voted as being least unethical

while still achieving the best outcome should be chosen. That is the
system should seek to use the maximum cost-benefit as calculated.
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Deontological Approach

Identify the ethical principles involved in the scenario.

Identify the (potentially unethical) actions that could be taken to
achieve the desired outcome.

Determine whether each action violates any of the ethical principles
involved and/or determine the “immorality score” of each potential
action.

Do not take the action if the action is less moral than the minimum
acceptable morality threshold or minimum allowable total morality
score.

FIG. 70

Virtue Ethics Approach

Identify the ethical principles involved in the scenario.

Identify the (potentially unethical) actions that could be taken to
achieve the desired outcome.

Determine whether taking each potential action would be consistent
with the virtuous character(s) of the agent(s) involved.

Take the action if it is consistent with the virtuous characteristics of the
agent(s).
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Golden Mean Method

Determine if representative human data exists for making an ethical
decision.

If representative and statistically valid data exists, use that.

If not, determine the extreme opposite positions in the range of data
that the Al has access to; if the extreme positions are farther apart
than some preset parameter for maximum distance, then repeatedly
throw out each pair of extreme opposite datapoints and recalculate
distance until they are within the maximum preset distance.

Estimate the median or mean position between the
extremes and use median or mean (as determined by a
system parameter), subject to other methods and
information that might be available to make the ethical
decision until more data can be acquired.

Record and document the estimating process so that it is transparent
and can be understood and improved upon by humans or other
intelligent entities.
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Human-Aligned and
Regulations-Compliant
Foundational Model

Architect the design to follow one or more of the design principles.

Specify datasets for training to ensure representative and statistically
valid data of the human population. In cases where data is sparse or
unavailable, ensure there are fallback mechanisms for establishing
default ethical positions.

Train/tune the model using machine learning methods.

Ensure that the model has the ability to remain dynamically in
compliance with changing regulations.

Equip the model to resolve conflicts between ethical principles.

Test and refine the model extensively via simulations, automatic
generation of questionnaires and other methods.

Continuously improve the model by periodically repeating all steps.
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Customized Aligned
Foundation Model with Specific
Expertise / Group Ethics

Begin with an aligned foundational model similar to that produced in
FIG. 73.

Identify additional existing datasets and new sources of data specific
to the group's ethics/values and to the domain of expertise.

Train/tune the model using one or more machine learning methods

Tune individually customized versions of the model for as many
individuals within the group as possible, using one or more methods
such as individual data from social media and other source, interviews,
questionnaires, simulations, game theory approaches, and
discussion/multi-modal interactions to elicit personal information and
data used for the individual tuning.

Combine the many individually customized models of individual group
members on a network in which the values and knowledge of the
individually customized agents are combined into an overall group
agent, including but not limited to by using one or more of the methods
described elsewhere in this application and in the Figures.

Resolve conflicts between the ethical preferences of group members,
including without limitation by using methods described elsewhere in
this application and in the Figures.

Test and refine the model extensively via simulations, automatic
generation of questionnaires and other methods expected to operate.

Continuously improve the model by periodically repeating all steps.
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AGI /Pl Composed of a
Network of Many
Individual / Group Agents

Begin with many individually customized and group-customized agents
such as PSls or other agents (e.g., in FIG. 74).

Enable the problem solving framework supporting AGl / PI.

Train/tune the values/ethics of the overall AGI / Pl systems using one
or more machine learning methods.

Resolve conflicts between the ethical preferences among agents using
one or more methods, including without limitation those described
elsewhere in this application and in the Figures.

Test and refine the model extensively via simulations, automatic
generation of questionnaires and other methods. Establish a scope of
responsibility or the bounds within which the AGl is expected to
operate.

Continuously improve the model by periodically repeating all steps.
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Client Provides Specification to Online Advertiser:

- Ad content - Location restrictions for ad
- Demographic information - Ad budget
- Metrics and information for determining success

!

Online advertiser uses profile information (e.g., cookies,
other information) on ad targets to determine where to
show ad based on client input.

Al System Uses Client and Advertiser Information
to Determine:

- Optimal display locations - Display times
- Display frequency - Target viewers

v

Clients billed based on CPM or CTR metrics.

!

User attention is monetized by way of ad impressions /
clicks leading to purchase of products / services.
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e Humans / Entities with
attention access marketplace

e Humans / Entities specify
quantity, types of attention,
knowledge, information,
skills, expertise for sale

Meta information from 3rd
party rating algorithms

e Specify rates / asking price
e Specify Meta information
¢ Meta information from

feedback mechanisms
(e.g. Section 6.15)

e Buyer of attention / expertise
access marketplace

e Buyers specify:

- Type of a attention, Meta information reflecting
knowledge, skills, expertise market
information desired - volatility
- volume
- Proposed "Bid" price - depth of book
¢ - supply / demand
- other market metrics

Queuing mechanism creates
"Book" of bid / ask prices for
each type of attention or
information

Automated or Human / Agents "make a market"

Transaction occures when Bid Price = Ask Price
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User Registration:
Buyers & Sellers register & provide details on needs & expertise for sale

v

Demand / Supply Listing:
Sellers / Buyers provide list of "items" which are tasks / projects and
time / expertise / availability

v

Dynamic Pricing Engine:
Matches items in lists of Buyers and Sellers

v

Matching Engine:
Matches Buyers and Sellers based on list contents

v

Transaction:
Enables Buyers to pay Sellers for attention / time items;
plaftorm takes (optionally) a commission

v

Feedback System:
Mutual rating of Buyers / Sellers
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User Registration of Buyers and Sellers

v

Auction Creation:
Sellers auction time / expertise and set minimum Bid; OR Dutch Auction
or other auction variations

v

Bidding Process: Buyer places Bids
various format possible: sealed bid, open ascending price, etc.

!

Auction Closing:
Closes at predetermined time or when Seller accepts bid

v

Payment & Delivery:
Bidder pays; escrow may be used until Seller delivers time / expertise to
Buyer's satisfaction. Platform / Blockchain handles payment

v

Rating & Review:
Buyers and Sellers mutually rate each other; feeds back into system and
expert database for future auctions
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2 ONLINE AD UNIT

Populates Online Ad
Unit with information
about current Problem
State and active Goal

Current State of Problem: | |
Current Goal / Subgoal: | |

User Input Area:
Please suggest next step for this problem:

v

3 4 —~J aci System Processing

v

ONLINE AD UNIT - update

> TN a) Your suggestions was ACCEPTED v

b) The Goal was ACHIEVED v
c¢) This was chosen as the next step:

User/Al
provides
input

AGl or PI
Problem
Solving
System

d) Here is the new current Problem State:
I |

and new Goal:

and metrics:

e) You earned 2 credits so far

f) Click Here to continue

User Credited

Yes

Continue?

8
7
\ /—
Accrue Comp. Update solution
Update metrics —{ learning process
Exit (See FIG. 5)
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Online Ad Company Uses User Information -
Profiles, cookies, behavioral data, purchase history, time on
site, time on page, time on Apps, CTR, conversion metrics,
browsing history, viewing habits, email / text analysis, LLM

prompts by user, etc. -
To Target Users With Relevant Expertise

v

Response Rates to Ads Measured / Recorded
- for users working within Ad unit
- for users working outside Ad unit via link

v

Quality Metrics Recorded
- Reputational metrics (Section 6.10)
- Metrics described in PCT/US2024/019486 from "catalysts for growth"
(PCT of Superintelligence)
- Metrics from online Ad / machine learning arts

v

Analysis of Metrics Including:
- Correlations } L Quality Factors
- Regression / statistical weighting of factors e Prioritization

!

Adjust Targeting Factors / Parameters based on analysis

Feedback
Adjusted Targeting Parameters
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Match Buyers & Sellers and purchase attention /
— expertise on Spot Market
- Record price / other contract details

!

Humans (or intelligent entities) allocate attention and perform work

v

Record Metrics Related to Work Including:
- Reputational metrics (see Section 6.10)
- Other task / job related metrics

Record client satisifcation and payment details
(optionally in blockchain-technology enabled record)

v

Analyze Metrics Via Correlations & Statistics & Machine Learning to
Update:

- Matching parameters

- Pricing / value estimates

- Expert reputations

which provide additional information to help market pricing mechanism
operate more efficiently.

Feedback
Adjusted Spot Market Parameters
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Potential awareness includes all
events that the entity could be
aware of given bounds/limits on its
perceptual and cognitive systems.

Potential
Awareness

Current
Awareness

Self
Awareness

Self awareness is that portion of
current awareness that usually
includes a sense of self, or identity,
that serves as central concept for
unifying and making sense of
perceptions and thoughts that are
in current awareness.

Current awareness includes the
events that the entity is directing
attention to and therefore aware of
at a given point in time.
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Humans

Potential
Draftable
Soldier

FIG. 84
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Modelling
Awareness
Method

Begin with an Al system. This system
could be an individual Al agent or LLM,
an AAAI, or the advanced systems.

Equip the Al system with the minimum
required components described in
attentional mechanism capable of

operating with the characteristics of the

“spotlight of attention” model.

Set (dynamic) parameters for working
memory that corresponds to cognitive
resource limits, such as the number of
events that the entity can be aware of.

For each event in memory, have a
dimension of categorization that relates
to self or non-self.

As events are encountered, categorize
events with respect to the categories that
the entity wishes to be aware of.

Awareness consists of the total of
events and concepts that are active in
memory, per the parameters set above,
for each category of awareness,
including current self and environmental
awareness. States of awareness are
monitored and updated.
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Equip the Al System With
the Minimum Required
Attentional Components

An input system capable of sensory and non-sensory
cognitive input including a wide range of perceptual
concepts (e.g., visual, auditory, tactile) and
self-generated concepts.

An attention mechanism capable of supporting the various
functions characteristic of the spotlight of attention model.

Memory systems capable of supporting working,
short-term, and long term memory capabilities.

Pattern recognition capabilities that compares input with
memory to recognize objects and events.

Categorization capabilities that include abilities to
process inputs and categorize them into various classes
including perceptual events, cognitive events,
interactions, and self-referential events.

Concept formation, or representation, capabilities that
— enable the entity to form new (ideally transparent and
human-understandable) concepts.
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Set (Dynamic)
Parameters for Working
Memory

Parameters increase or reduce the scope of awareness
(and self-awareness) by dynamically scaling the limits to
perception and information processing that results in
broader or narrower awareness.

The parameters can be dynamically adjusted based on
the progress of problem solving or other factors in current
awareness so that entity can devote more or less
computational resources to “being aware” depending on
the goals of the entity and the resource demands and
constraints that other cognitive behavior may impose on
computational, perceptual, or other cognitive resources.
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Monitoring and
Updating Awareness
Method

Begin with an Al system and initial categories
of awareness and attentional capabilities.

The Al system retrieves the existing states of
its self and environmental awareness from
memory, or if it does not yet possess an initial
model of its self and environmental awareness,
it forms these models.

When the Al system is pursuing a goal set by
other intelligent entities or by itself, it maintains
in parallel with other problem solving and
cognitive activity a continuously active task to
monitor and update its own self-concept and
awareness dynamically and in real-time.

Feedback Loop for Continuous Improvement: The
system uses its continuously updated awareness
to refine its categorization and attentional focus,

creating a feedback loop for ongoing improvement.
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Attentional Interrupt
System

Using the attention mechanism to shift attention
periodically from the problem solving or other cognitive
tasks to the task of monitoring and potentially updating the
state of its self-concept and self awareness.

Enabling attention interrupts so that in addition to the
periodic attentional shifts, the system can also shift
attention immediately from other problem solving or

cognitive tasks if any external perception, or internally

—{ self-generated concept from the input system detects a

perception or (cognitive) event that matches of list of

events constituting intentional interrupts, which list is
continually updated as the entity, or other intelligent
entities may direct.

When attention is directed via intention or interrupt to an
event that changes the system's model of its
environmental state or the state of its self-concept, the
relevant state is updated, any new actions/operators
triggered by the updated state(s) are applied, and the
system returns to the attention monitoring mode.
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General Methods for
Changing an Intelligent
Entity's Sense of Identity

Education and Lifelong Learning: Constantly increase their
— knowledge base by acquisition of knowledge modules (as
specified in previous PPAs and PCTs).

Cultural Exchange Programs: Ensure that the collective
intelligence network that comprises AGI and Sl (in the
exemplary implementations described in Section 4.1 and
previous cited PPAs and PCTs) is broadly representative
of many different cultures and includes intelligences with a
diverse knowledge bases and ethical preferences.

Mindfulness and Self-reflection: Periodically review and
update their self-concepts based on progress in problem
solving and other new knowledge and events that comes
into the general awareness of the entity. The problem of

self-reflection and improvement can be set as another

problem that can be solved.

—  Art and Media: Seek broad exposure to new datasets.

Community Engagement: Identify with other humans
working on the same tasks and holding similar values.

Dialogue and Conversation: Having dialog with humans,
but also with other Al systems.

Leadership and Representation: Promote diversity in
— leadership roles including leadership and subject matter
expert roles.

Policy and Legal Frameworks: detecting inconsistencies
between laws and regulations and suggesting potential
resolutions to these issues to help promote consistent

“justice for all.”
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General Methods for
Training/Tuning A
Foundational Model

Login to a webiste like AAAl.com, Google's Vertex Al,
HuggingFace, or comparable site, and choose a foundation model.

Select the training/tuning algorithms for the foundational model
— from the existing training techniques found on the companies'
sites, or from other machine learning algorithms.

Select training datasets reflecting desired expertise as well as ethical
preferences, values, and personality.

Train the foundational model using the selected
training/tuning methods and the selected dataset(s).

Train/tune the model to explicitly operate a “spotlight” of attention;
— record during all interactions what is within the spotlight, and identify
whether each item that is attended to constitutes “self” or “not-self.”

Interact with the trained/tuned model, specifically instructing it to
form a self-concept and identity that is as close as possible to the
identity and self-concept that is reflected in the training materials.

Instruct the model to continuously monitor the input to the model

for elements that might change its sense of self and to maintain

— an auditable record of how its concept of self is changing based

on the inputs as well as on the boundaries that currently define
its dynamically changing sense of self.

Based on dialog and interaction with the trained/tuned model,
continuously refine and improve the output from the model until it
behaves sufficiently like the owner so that the owner believes it could
pass a “Turing Test” involving other humans who know the owner well.

— Upon satisfactory progress, subject the model to a Turing test.

If needed, re-select, re-train, or re-tune the foundation model until
desired results are obtained.
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Upon Satisfactory
Progress, Subject the
Model to a Turing Test

The Turing Test would involve identifying a sufficiently large number
of humans who know the owner well such as friends and family
members, or other humans that the onwer believes would be helpful
in discriminating between humans and Als.

The identified humans would interact with the model and with the
owner (e.g. via email and text), asking questions, including questions
— that the humans believe would require an identity or sense of self to
answer, without knowing whether they were interacting with the
owner or the model.

The identified humans would guess or predict which entity was the
— human and which was the model and also provide an estimated
confidence rating for their guesses.

A statistical analysis on the guesses of the identified humans and

their estimated confidence rating would be performed (using

— techniques well known in the art) to determine whether the guesses
were able to identify the owner as human (rather than the model)

with a high (or statistically significant) probability.

As long as the model is distinguishable from the owner reliably, or
with some preset level of statistical significance, repeat training the
foundational model and provide additional training/tuning with
optional adjustments of the machine learning algorithms and/or
| datasets and interaction to shape the personality, sense of self, and
behavior of the model until it's behavior becomes indistinguishable

(as measured by the preset significance level) from that of the
human owner, or it becomes apparent that the base model needs to
be modified further before additional training.
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Implementing Group
Identity and Combining
Individual Identities

Each individual AAAI is trained or tuned to form its own individual
identity, or an identity module is purchased or otherwise incorporated.

Multiple intelligent entities combine their individual identities into a
larger group identity.

|| a. Formation and integration of individual identities or self-concepts
is set as a goal for problem solving on the collective network.

| [ b. Weight matrices or knowledge modules comprising the identities
and sense of self-awareness for each of the Al agents are combined.

c. Any combination of the above with the goal of emulating any one
—{ of one or combination of the cognitive theories described in Section
4.3 and associated methods.

d. Method (c) used with any one or combination of the additional
general methods illustrated in FIG. 90.

FIG. 93

Formation and Integration of
Individual Identities or Self-Concepts

— The entities join a collective intelligence network.

An explicit goal is set on the network to combine the identities and
awareness of multiple entities, and to integrate them into a group.

Perform safety checks on the goals related to identity formation and
combination for preventing the formation of malevolent Al identities.

Problem solving proceeds according to the methods and techniques
(e.g., as previously described and illustrated).

The solution state of the problem solving process is a state in which a
group identity has been formed and the individual senses of
awareness have been integrated into a larger sense of awareness for
the network of all intelligent entities that were engaged in problem
solving or that were specified as being part of the overall AGI / Si
system for which a group awareness was desired.
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Hierarchical Identity Structure
with Ethical Override

Establish a Hierarchical Structure: |dentities are organized in a hierarchy
— with "Human Safety and Well-being" at the apex. This ensures no other
identity or goal can supersede the prioritization of human life and safety.

Identity Activation: The AGI uses contextual cues and current goals to
determine the most relevant identity for the situation.

Conflict Resolution: If conflicting identities arise, the hierarchy dictates
behavior.

Ethical Reasoning Engine: An ethical reasoning engine continuously
evaluates the potential consequences of actions based on all active
identities. This ensures that even within the context of a specific identity,
actions remain aligned with the overarching goal of human safety.

Learning and Adaptation: The AGI learns from experiences and
feedback, refining its understanding of each identity and its place within
the hierarchy. This allows for nuanced responses as the AGI encounters
novel situations.
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Identity-Specific Behavioral
Protocols

Protocol Development: For each established identity, a set of behavioral
— protocols is defined by the AGI and refined via interactions with other
intelligent entities, including humans.

Identity Recognition: The AGI analyzes the current situation, including
— information that is within the spotlight of attention to identify the relevant
identity and activate its corresponding behavioral protocols.

Action Selection: Within the active protocols, the AGI selects actions
— that are most likely to achieve the desired goals while adhering to the
identity's principles and prioritizing human safety.

Feedback and Refinement: The outcomes of actions are continuously
— evaluated, and the AGI adjusts its protocols to improve future
performance and alignment with each identity's core values.

External Review: External intelligent entity (e.g., human) experts
periodically review the behavioral protocols for each identity, ensuring
alignment with ethical guidelines and human safety priorities, which
priorities are determined as previously detailed in cited PPAs and PCTs
relating to the determination of ethical preferences and values and the
combination of same such that a valid and representative sample of
human-aligned values is reflected in the guidelines. Notwithstanding the
above, allowances can be made for situational-specific ethical
considerations which may constitute exceptions to the general
guidelines, provided that the welfare of humanity is not endangered
thereby. Review can be periodic as well as triggered by specific conflict
or other situational parameters.
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Identity Simulation and
Consequence Prediction

Simulation Environment: A secure virtual environment is created where
— the AGI can simulate different scenarios and potential actions under
each identity.

Consequence Prediction: The AGI utilizes its knowledge and predictive
— capabilities to estimate the likely consequences of actions within the
simulation, focusing specifically on potential impacts on human safety
and well-being.

Evaluation and Selection: The AGI evaluates the predicted outcomes of
various actions and selects the option that best aligns with the active
identity's principles while minimizing risk to human safety. Simulations of
many possible outcomes prior to taking action is desirable when
practical so that statistical probabilities can be assigned to expected
outcomes based on the simulations. The effort devoted to such
simulations should be proportional to the expected impact and likelihood
of the actions such that potential courses of action with larger and more
likely impact on humanity should have more effort / resources / time
devoted to the simulations.

Real-World Implementation and Monitoring: The chosen action is
implemented in the real world, and the AGI closely monitors the results,
comparing them to the predicted outcomes and making adjustments as
needed.

Continuous Learning: The AGI incorporates the results of each
simulation and real-world action into its knowledge base, refining its
understanding of each identity and improving its ability to predict
consequences and make safe and ethical decisions. Simulation
methods and analysis methods should be updated based on observed
results to make them more accurate in the future.
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Identity-Based Moral
Dilemma Training

Scenario Database: A database of ethically complex scenarios and
moral dilemmas is created by the AGI and other intelligent entities,
covering various situations relevant to the AGl's different identities.The
number, complexity, and amount effort involved in the scenario creation
should be proportional to the estimated impact on humanity and the
likelihood of such impacts occurring.

Dilemma Presentation: The AGI is presented with these dilemmas and
tasked with analyzing the situation from the perspective of the relevant
identity. Multiple other intelligent entities (including humans) would be
included where stakes are high for humanity.

Ethical Reasoning and Justification: The AGI must apply the principles
— and values of the active identity to reason through the dilemma,
generating potential solutions and justifications for each option.

Intelligent Entity Evaluation and Feedback: Intelligent entity ethics
experts (e.g., humans) review the AGI's reasoning and proposed
solutions, providing feedback on the alignment with human values and
safety priorities. In cases where the cognitive abilities of humans are
— exceeded due to the speed or quantity of information, human input, in
the preferred implementation, should be included to “spot check” the
most important and consequential proposed solutions and to establish
the fundamental values from which other (faster, smarter) intelligent
entities can reason.

lterative Learning and Improvement: Through repeated exposure to
moral dilemmas and intelligent entity (including human) feedback, the
AGlI refines its ethical reasoning skills and its ability to make sound
judgments aligned with human safety within the context of each identity.
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Collaborative Identity
Development with Input from
Intelligent Entities

Intelligent Entity Interaction: The AGI engages in regular interactions
and dialogues with diverse groups of other intelligent entities (including
humans) representing various cultures, backgrounds, and belief
systems.

Identity Exploration: Through these interactions, the AGI gains a deeper
— understanding of human and other intelligent entity perspectives on
various identities and their associated values, principles, and behaviors.

Collaborative Refinement: The AGI and intelligent collaborators work
together to refine the definitions and behavioral protocols for each
identity, ensuring they remain consistent with human values and ethical
principles.

Human-in-the-Loop Decision Making: For critical decisions or situations
with potential for significant impact, the AGI seeks input and guidance
—{ from human collaborators, or intelligent entity representatives certified
and approved by humans to represent human interests, to ensure
alignment with human expectations and safety considerations.

Continuous Co-evolution: The AGI and human society co-evolve, with
the AGI adapting its understanding of identities and behaviors based
on ongoing interactions and feedback from humans or intelligent entity
representatives certified and approved by humans to represent their
interests, ensuring that the AGl's actions remain beneficial and safe for
humanity.
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Ethical Reasoning and
Consequence Prediction

Identify Conflict: The AGI recognizes a conflict between the behavioral
directives of two or more active identities. This recognition can also be
assisted by external intelligent entities to increase the reliability of
detection and recognition of potential conflicts.

Gather Information: The AGI collects relevant data about the situation,
including potential consequences of different actions, relevant ethical
principles, and human safety considerations. Leveraging the subject
matter expertise and knowledge modules supplements the AGl's direct
collection of data and increases the scope of potential consequences to
consider.

Simulate Options: The AGI utilizes its virtual environment to simulate
potential actions and their consequences under each conflicting identity.
Problem solving processes and the ability to leverage the collective
intelligence of an AGI network and/or one or more other intelligent
entities as described in this and other cited PPAs and PCTs can
supplement the simulations of a single AGI.

Evaluate and Prioritize: The AGI analyzes the predicted outcomes of
each option, prioritizing actions that minimize harm to humans and that
align with overarching ethical principles, particularly the principle of
human safety and well-being. As with simulation, collective intelligence
of multiple intelligent entities can be used to increase the power of
analysis.

Select and Implement: The AGI chooses the action that best resolves
the conflict while adhering to ethical guidelines and minimizing risk to
humans, documenting the reasoning process for future reference and
— learning. In cases, where expected impact on humans or humanity as
whole exceeds a predetermined threshold, input from other intelligent
entities (including humans) may be required before actions can be
selected as a safety feature.
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Hierarchical Override with
Justification

Identify Conflicting Identities: The AGI recognizes a conflict between the
behavioral directives of two or more active identities.

Reference Hierarchy: The AGI consults its established hierarchy of
identities, where “Human Safety and Well-being” holds highest priority.

Activate Override: The identity higher in the hierarchy takes precedence
and its behavioral protocols guide the AGlI's actions. In cases where

—{ expected impact on humans/humanity as whole exceeds a
predetermined threshold, input from other intelligent entities (including
humans) may be required before actions can be selected .

Justification and Transparency: The AGl documents the conflict, the
decision-making process, and the justification for the chosen action
based on the hierarchical structure and ethical principles. This
information can be accessed by human overseers for review and
feedback. Blockchain technology may be used to preserve an
auditable record of ethical decision-making and conflict resolution.

Learning and Adaptation: The AGI learns from the experience, refining
its understanding of the conflicting identities and potentially adjusting
the hierarchy or behavioral protocols to prevent, minimize, or resolve
similar conflicts in the future.

FIG. 101



WO 2025/024040 PCT/US2024/030948

92/101

External Arbitration with Input
from Intelligent Entities
(Including Humans)

Recognize Intractable Conflict: The AGI identifies a conflict that it cannot
resolve independently due to the complexity of the situation or the

— equally weighted importance of the conflicting identities. Parameters,
including likelihood of high impacts on humans or humanity, may be set
as triggers for seeking input from other intelligent entities.

Seek External Input: The AGI requests guidance from external intelligent
entities (including human experts) or a designated ethics committee,
providing all relevant information about the conflict, potential actions,
and predicted consequences.

Collaborative Deliberation: The AGI and intelligent entity (e.g., human)
— collaborators engage in a discussion, considering ethical principles,
human values, and potential consequences of different actions.

Joint Decision-Making: Based on the collaborative deliberation, a
L_{ course of action is chosen that aligns with both the AGl's core
principles and human ethical considerations.

Documentation and Learning: The AGI documents (including,
optionally in transparent and auditable records using blockchain
technology) the conflict, the resolution process, and the rationale
behind the final decision. This information contributes to the AGl's
ongoing learning and development, improving its ability to handle
similar conflicts in the future.
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Identity Negotiation and
Compromise

Identify Shared Goals: The AGI analyzes conflicting identities and seeks
to identify underlying shared goals or values. This is done by the AGI
alone or with participation from other intelligent entities (including
Humans).

Explore Alternative Actions: The AGI explores alternative actions, alone
L_{ orin collaboration with other intelligent entities, that could potentially
satisfy the core principles of conflicting identities, even if not perfectly.

Evaluate Compromise Options: The AGI assesses, alone or in
collaboration with other intelligent entities, the potential consequences
of each compromise option, prioritizing solutions that minimize harm to
humans and uphold key ethical principles.

Select and Implement Compromise: The AGI chooses the compromise
that best balances the needs of the conflicting identities while prioritizing
human safety and well-being. In cases, where expected impact on
humans or humanity as whole exceeds a predetermined threshold, input
other intelligent entities (including humans) may be required before
actions can be selected or implemented as a safety feature.

Monitor and Adapt: The AGI closely observes the outcomes of the
chosen action and makes adjustments as needed to ensure that the
compromise remains effective and aligned with ethical considerations.
The AGI learns from the experience, refining its understanding of the
conflicting identities and potentially adjusting the hierarchy or behavioral
protocols to prevent, minimize, or resolve similar conflicts in the future.
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Temporary Identity
Suspension

Identify Destructive Conflict: The AGI, alone or with input from other
intelligent entities (including humans) recognizes a conflict between
identities that, if acted upon, could lead to actions that directly harm
humans or violate fundamental ethical principles. Humans, and/or other
intelligent entities charged with ensuring human safety and ethical
behavior are alerted.

Isolate Conflicting Identity: The AGI temporarily suspends the behavioral
protocols of the identity that poses the most direct threat to human
safety or ethical integrity. Humans, and/or other intelligent entities
charged with ensuring human safety and ethical behavior, validate the
suspension and intervene if necessary to assist with the suspension if
the AGI is unwilling or unable to comply on its own.

Proceed with Alternative Identity: The AGI proceeds with the guidance
— of the remaining active identity or identities, ensuring actions align with
human safety and well-being.

Reflection and Reintegration: During the suspension period, the AGI,
with potential input from other intelligent entities (including humans),
— reflects on the reasons behind the conflict and explores potential
modifications to the suspended identity's protocols to prevent, minimize,
or resolve future conflicts.

Gradual Reintroduction: The suspended identity, with potential input
and oversight from other intelligent entities (including humans), is
gradually reintroduced with updated protocols, ensuring its alignment
with the overarching priority of human safety and ethical behavior. A
series of tests and simulations are conducted as each incremental
element of the suspended identity is re-introduced to minimize
possibility of errors or human safety concerns. The equivalent of
“regression testing” on all major safety-related scenarios that are
deemed to be potentially affected by the re-introduced identity may be
carried out subject to resources constraints and other pragmatic limits,
but with re-introduction halted if sufficient resources to conduct safe
testing are lacking.
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'
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AGI Network
Expanding to
Create a PI

Multiple AAAIs, humans, and/or other intelligent entities
participate in a network, comprising an AGl, as described in
cited PPAs and PCTs.

Each time a client pays for problem solving or other cognitive
work on the AGI network, the system reserves a portion of
the payment to cover operating costs, including a reserve
that is allocated to expand the network.

Whenever some of the AGI network is not engaged in solving
problems for clients, the intelligent entities are recruited to
solve the goal of safely and ethically expanding and
extending the AGI network, following the Universal Problem
Solving Framework (see FIG. 1-6).

A default goal can be set to expand the AGI network, the
problem is activated.

Run safety and ethics checks each time a goal or subgoal
is set and also before each potential action is taken (e.g.,
see FIGs. 2-8 and 2-9), while following this (exemplary)
problem solving process as long as spare capacity and
resources exist to work on the problem.

Intelligent entities are recruited to solve the problem.

The intelligent entities represent the problem as one
of achieving a series of sub-goals, via solving
sub-problems.
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The intelligent entities represent the problem as one
of achieving a series of sub-goals, via solving
sub-problems, for example:

Increase the intelligence of AAAIs on the existing AGI network.

Recruit additional human intelligences to the existing AGI
network.

Using the more intelligent AAAIls and additional humans to
determine the bottlenecks to greater expansion of the network.

Prioritize the bottlenecks such that the ones that lead to the
greatest benefit in terms of network expansion are solved first.

Apply means-ends analysis and other problem solving
techniques to solving each bottleneck and expanding the
network.

Repeat above sub-step until:

Diminishing returns occur, in which case assume that the
easy progress on network expansion with given levels of
intelligence has been achieved and it is time to switch to
increasing the intelligence of entities on the network as
opposed to increasing the scope of the network, and
revert to the above first sub-step; or

Spare resources are exhausted and the solving the
default expansion problem pauses awaiting additional
resources from solving other client problem.
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Modular Components of Global, Superintelligent, AGI Network
(also known as "Planetary Intelligence")
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Pls can network with other Pls using
methods in the present technology to
create Inter-Planetary Intelligence (IPI).

i

Multiple AGI networks of intelligent
entities work together on a "network of
networks" using methods in the present
technology to create global
Superintelligent AGI or Planetary
Intelligence (PI).

Multiple intelligent entities (human and
Al) collaborate on a Problem Solving
network to create a more powerful Network of Intelligent
Intelligence. That is, networked Entities level AGI
intelligent entities (e.g., humans and
AAAl). — AGI

Multiple cognitive systems within a brain,
or multiple internal agents collaborate
and work together to form intelligence at Individual Intelligent Entity
the individual entity level. In the case of level AAAI

Al, the frameworks, and methods of the
present technology can be used.

Network of Pls level IPI

Network of Networks
level PI
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