
 

 1

 

 

 

 

 5 

 

 

 

10 

Area Under Curve AUC

(Model Agnostic Meta Learning, MAML)

MAML15 

MAML

 

 

 20 

 

 

N

N 125 

N

N

 



 

 2

 

i  5 

10 

i N

 15 

20 

 

25 

 

30 

 



 

 3

i

N

 5 

GPU

AlltoAll

 

10 

i

N

 

GPU15 

AllReduce

 

N

N20 

i i i N

 

 

P P

1 P Q25 

Q

P  

GPU N

NVLink RDMA  30 

DLRM  

N N

1



 

 4

 

N5 

N

10 

 

15 

 

 

 

20 

 

1  

2  

3  25 

4  

5  

6  

7  

8  30 

 

 



 

 5

 

5 

“ ” “ ” “ ”

“ ” “ ” / “ ”

/ /

/ /  

10 

 

15 

 

“X A B C ” X A X

B X C X A B C A

B C / A B C A B C AB

AC BC ABC  20 

“A B ” A B

A B B “A B ”

A B AB A B A

B A B AB A B25 

 

 

Meta Learning

30 



 

 6

“ ”

 

Advertisement Search Recommendation ASR

embedding layer GB

GB embedding vector5 

 

Deep Learning Recommendation Model DLRM ASR

 

AlltoAll: All-To-All Collective Communications

AlltoAll10 

ALLGATHER ALLGATHER

ALLTOALL  

AllReduce: AllReduce

AllReduce

 15 

MAML Ggraph Processing Unit GPU

AllReduce MAML GPU

DLRM

GPU  

20 

DLRM  25 

1 8

 

1 001

001 001 001

100 001 00130 

100  i  j  001



 

 7

 

2 002

002 1 100 002

0025 

 

002 210 220

230 I/O 240 250 210 220 I/O 240 250

230  

210 21010 

002 220

220

210 graphics processing unit GPU central 

processing unit CPU 210

digital signal processing DSP field programmable gate array FPGA15 

programmable logic Array PLA

210

 

210 worker

002 worker 1 10020 

1 worker1 2 worker 2

2 002 210 002

/

002 210

A B A B 21025 

A B

A B  

220

(Flash Memory) (Read-Only Memory, ROM) 

(Random Access Memory, RAM) 22030 

220



 

 8

Android Android IOS IOS

 

210 220 230

210 220 0025 

220

220

 

I/O 240 002 / I/O 240

10 

I/O 240

 

250 002 250

002 260 250  15 

002

002

002 Wireless 

Fidelity WiFi  

3 P10020 

001 P100

002

P100 3 P100  

S120  

3 1 task 1 a 225 

task 2 b 3 task 3 c task 2

b task 1 task 2

task 3 001

task 1- task 3

“ ” task 230 

task 2

b  



 

 9

 

3 P100  

S140 N

N

5 

 

N

001

001 N worker

10 

 

DLRM 4

003 4 DLRM 310

320 330 340 31015 

ID ID

310

GB GB 310

GB 310 “ ”20 

DLRM 310 “ ”  

 

DLRM25 

 

3 P100

30 

DLRM  

3 P100  



 

 10

5

task_id 5 1- 4

“T1” 1- 4 T1 5

“T2” 5 T2 6 7 “T3”

6 7 T3  5 

P

P 1 P

Q

Q P  

10 

5 task_id

task_id

batch_id task_id 5

1 batch 1 1 2 2 batch 2 3 415 

3 batch 3 5 4 batch 4 6 7

batch

 

ASR hdd

Hadoop Hadoop Distributed File System HDFS20 

Tensorflow

TFRecords PyTorch WebDataset

 25 

5 kb

offset

(offset*i, offset*i +total_samples/N)

worker 

I/O  30 

worker

task_id batch_id worker



 

 11 

6 worker 1 2 3 worker 2

4 1  

5

0015 

 

7 004

410-430

worker 7 410

i worker i j worker j  10 

GPU CPU GPU

GPU  

15 

7 worker i a

8  20 

8 P200

001 P200

001

P200 8 P200  

S210 N25 

i i i

N  

001

worker

worker30 

 



 

 12

N  

8 P200 S220-S260  

S220  

5 65 

6 worker 

1 1 2 2 3 S220 worker 1

1 2 worker 1 2 3

 

worker 1 2 310 

3 support set query set

support set query set

worker i

worker i

15 

 

7 worker i a a

a1 a2 worker j b

b b1 b2  

S23020 

 

worker i 001

worker i

worker i 001

7 worker i a125 

worker i 001 7

j 7 ξ
i

Sup

7 worker j b1 worker j

001 7 i

7  30 

GPU worker

AlltoAll AlltoAll worker



 

 13

worker i

7 AlltoAll worker i

ξ
i

Sup

5 

 

S240

 

S24010 

7

worker i worker j

S210 7 worker 

i θi worker j θ θi θ15 

 

worker i ξ
i

Sup

(1)  

       (1) 

20 

ξ
i

Sup

(2) (3)  

       (2) 

        (3) 25 

worker i task-specific model 

parameters Bi  

worker i

worker i

30 



 

 14

meta parameters [ , ] 8

SS250 S260  

S250  

stale gradients

5 

S230

S1 “ ”

S10 “ ” “10 

” S10 S1

’i
Query

S1 S1015 

stale gradients

S10

S10 S23020 

S230

 

7 a2 a1 worker i

25 

a2 a1 S230

7

b2 b1 worker j

b2 b1 S23030 

 



 

 15

S260

 

7 worker i

worker j5 

 

worker i

(4)  

        (4) 

S1-S4 DLRM S110 

worker i worker i

(5)  

          (5) 

S2 worker i

 15 

GPU 7 AlltoAll

 

S3 S4

i

(6)  20 

        (6) 

N DLRM

 

S1’-S4’ DLRM S1’  

worker i worker i25 

(7)  

          (7) 

S2’ worker i

 

GPU 730 

AllReduce  



 

 16

S3’ S4’

i

(8)   

        (8) 

DLRM5 

 

MAML

(9) (10)  

        (9) 

        (10) 10 

MAML

(6) (8)

worker

MAML

 15 

8 worker i S220-S260 S270

S220-S260 S270

[ ]  

Meta DLRM

AlltoAll AllReduce20 

RemoteDirect Memory Access RDMA

NVLink Peripheral Component Interconnect express PCIe

 25 

Parameter Server

server worker

GPU AllReduce

MAML

GPU AlltoAll30 

NVLink RDMA



 

 17

embedding lookup

stale gradients

 5 

GPU

10 

CPU 22%

62.29%

16 3.7

1.2 Conversion Rate CVR Cost Per Mile15 

CPM 6.48% 1.06%

 

P10020 

P100

 (Compact Disc Read Only 

Memory, CD ROM)

25 

(Random 

Access Memory, RAM) (Read-Only Memory, ROM)30 

(Easerable Programable ROM, EPROM) (CD ROM)



 

 18

(Radio Frequency, RF)

5 

— Java C++

— “C”

 

10 

 

15 

 

“ ” “

” / “ ”

“ ” “20 

” “ ”

 

25 

 

30 



 

 19

/

/  

5 

 



 

 20

 

1. N

N 1  

 

N5 

N

 

 

2. 110 

 

 

 

3. 215 

i  

 

20 

 

 25 

i N

 

 

4. 3  

30 

 



 

 21

 

 5 

 

5. 4

 

10 

 

 

 15 

6. 3

 

 

20 

 

 

 

7. 325 

 

i

 

 

N  30 

 

 

8. 7 GPU  



 

 22

 

AlltoAll

 

 5 

9. 3

 

i

 

 10 

N  

 

 

10. 9 GPU  

15 

 

AllReduce

 

 

11. 2 N20 

 

N  

i i i

N  

 25 

12. 1

 

P P

1  

P Q30 

Q P  

 



 

 23

13. 1 GPU N

NVLink

RDMA  

 5 

14. 1 DLRM  

 

15. N N 1  

 

10 

 

 

1 14

 15 


