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According to a first aspect, an embodiment of the present application provides an image 

processing method based on a neural network, and the method includes: 

obtaining an image; 

processing the image into at least one layer of image data on an input layer of the neural 

network model; 

inputting the image data into a hidden layer of the neural network model for processing to 

obtain local high-dimensional feature data of the image data, wherein the hidden layer of the 

neural network model includes a plurality of processing units, and at least one or more 

processing units among the plurality of processing units are interconnected and connected to 

output of the input layer; and 

outputting a feature map of the image, wherein the feature map of the image is obtained by 

pooling and fusing local high-dimensional features of the image data; where 

in at least one processing unit, the high-dimensional feature data of the image as input of the 

at least one processing unit is undergone a shortcut connection process which sequentially 

include a first depthwise convolutional layer, a first pointwise convolutional layer, a second 

pointwise convolutional layer, and a second depthwise convolutional layer, and the local 

high-dimensional feature data of the image is outputted. 

Compared with the image processing method in the prior art, In the process of image 

processing the present application is capable of： 

(1) alleviate information loss and gradient confusion effectively. 

(2) reduce computational costs and remove of redundant parameters from the neural 

network effectively. 

(3) reduce computational complexity and improve classification accuracy of images. 

(4) the internal structure of the computer system can be more streamlined, allowing image 

processing to be applied in lightweight neural networks such as mobile devices. 

In a possible implementation of the first aspect, the method further includes that the first 

pointwise convolutional layer performs channel reduction on the image data, and the second 

pointwise convolutional layer performs channel expansion on the image data outputted by the 
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first pointwise convolutional layer. Not only parameters and calculation costs are reduced, but 

also a shortcut connection instead of a bottleneck connection can be used to connect a 

representation with a large number of channels. 

In a possible implementation of the first aspect, the method further includes that no other 

convolution operations are performed between the first pointwise convolutional layer and the 

second pointwise convolutional layer. This structure greatly reduces performance by more than 

1%. 

In a possible implementation of the first aspect, the method further includes that the shortcut 

connection is established in a high-dimensional feature space of the image data, and a local 

feature tensor of the image data is extracted, to obtain the local high-dimensional feature data of 

the image data. 

In a possible implementation of the first aspect, the method further includes that a linear 

activation function is used for data outputted by the first depthwise convolutional layer; a 

nonlinear activation function is used for data outputted by the first pointwise convolutional layer; 

a linear activation function is used for data outputted by the second pointwise convolutional 

layer; and a nonlinear activation function is used for data outputted by the second depthwise 

convolutional layer. In this way, more information can be passed from an input tensor to an 

output tensor, and more gradients are allowed to propagate across multiple layers. 

In a possible implementation of the first aspect, the method further includes that the neural 

network model includes an input layer, multiple hidden layers, and an output layer, the hidden 

layer further includes a first convolutional layer, a fully convolutional layer, and a global average 

pooling layer, the fully convolutional layer includes at least one processing unit, the input image 

data is processed by the first convolutional layer including 32 output channels to obtain 32 

feature maps of the image data. The feature map of the image data is processed by the fully 

convolutional layer to obtain the local high-dimensional feature data of the image data. The local 

high-dimensional feature data of the image data is processed by the global average pooling layer 

and is pooled as the feature map of the image. 

According to a second aspect, an embodiment of the present application provides an image 

processing apparatus, including: 

obtaining module, obtaining an image;  
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processing module, processing the image into at least one layer of image data based a neural 

network model; inputting the image data for processing to obtain local high-dimensional feature 

data of the image data, wherein the processing module comprises a plurality of processing units, 

and at least one or more processing units among the plurality of processing units are 

interconnected and connected to the outputting module; and 

outputting module, outputting a feature map of the image, wherein the feature map of the 

image is obtained by pooling and fusing local high-dimensional features of the image data; 

wherein 

in at least one processing unit, the high-dimensional feature data of the image as input of the 

at least one processing unit is undergone a shortcut connection process which sequentially 

comprise a first depthwise convolutional layer, a first pointwise convolutional layer, a second 

pointwise convolutional layer, and a second depthwise convolutional layer, and the local 

high-dimensional feature data of the image is outputted. 

In a possible implementation of the second aspect, the apparatus further includes that the 

first pointwise convolutional layer performs channel reduction on the image data, and the second 

pointwise convolutional layer performs channel expansion on the image data outputted by the 

first pointwise convolutional layer. Not only parameters and calculation costs are reduced, but 

also a shortcut connection instead of a bottleneck connection can be used to connect a 

representation with a large number of channels. 

In a possible implementation of the second aspect, the apparatus further includes that no 

other convolution operations are performed between the first pointwise convolutional layer and 

the second pointwise convolutional layer. This structure greatly reduces performance by more 

than 1%. 

In a possible implementation of the second aspect, the apparatus further includes that the 

shortcut connection is established in a high-dimensional feature space of the image data, and a 

local feature tensor of the image data is extracted, to obtain the local high-dimensional feature 

data of the image data. 

In a possible implementation of the second aspect, the apparatus further includes that a 

linear activation function is used for data outputted by the first depthwise convolutional layer; a 

nonlinear activation function is used for data outputted by the first pointwise convolutional layer; 

a linear activation function is used for data outputted by the  
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in at least one processing unit, the high-dimensional feature data of the image as input of the 

at least one processing unit is undergone a shortcut connection process which sequentially 

comprise a first depthwise convolutional layer, a first pointwise convolutional layer, a second 

pointwise convolutional layer, and a second depthwise convolutional layer, and the local 

high-dimensional feature data of the image is outputted. 

In a possible implementation of the third aspect, the device further includes that the first 

pointwise convolutional layer performs channel reduction on the image data, and the second 

pointwise convolutional layer performs channel expansion on the image data outputted by the 

first pointwise convolutional layer. 

In a possible implementation of the third aspect, the device further includes that no other 

convolution operations are performed between the first pointwise convolutional layer and the 

second pointwise convolutional layer. 

In a possible implementation of the third aspect, the device further includes that the shortcut 

connection is established in a high-dimensional feature space of the image data, and a local 

feature tensor of the image data is extracted, to obtain the local high-dimensional feature data of 

the image data. 

In a possible implementation of the third aspect, the device further includes that a linear 

activation function is used for data outputted by the first depthwise convolutional layer; a 

nonlinear activation function is used for data outputted by the first pointwise convolutional layer; 

a linear activation function is used for data outputted by the second pointwise convolutional 

layer; and a nonlinear activation function is used for data outputted by the second depthwise 

convolutional layer. 

In a possible implementation of the third aspect, the device further includes that the neural 

network model comprises an input layer, multiple hidden layers, and an output layer, the hidden 

layer further comprises a first convolutional layer, a fully convolutional layer, and a global 

average pooling layer, the fully convolutional layer comprises at least one processing unit, the 

input image data is processed by the first convolutional layer comprising 32 output channels to 

obtain 32 output channels of feature maps of the image data; the feature map of the image data is 

processed by the fully convolutional layer to obtain the local high-dimensional feature data of 

the image data; the local high-dimensional feature data of the image data is processed by the 

global average pooling layer and is pooled as the feature map of the image. 
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According to a fourth aspect, an embodiment of the present application provides a 

computer-readable storage medium encoded with a computer program, where instructions are 

stored on the computer-readable medium, and when the instructions are executed on a computer, 

the computer performs the image processing method according to any one possible 

implementations of the first aspect. 

Brief description of the drawings 

FIG. 1 is a schematic structural diagram of a neural network model according to some 

embodiments of the present application; 

FIG. 2(a) is a schematic structural diagram of a classic bottleneck residual block according 

to some embodiments of the present application; 

FIG. 2(b) is a schematic structural diagram of an inverted residual block according to some 

embodiments of the present application; 

FIG. 2(c) is a schematic structural diagram of a processing unit according to some 

embodiments of the present application; 

FIG. 3 is a structural block diagram of an electronic device according to some embodiments 

of the present application; 

FIG. 4 is a flowchart of an image processing method according to some embodiments of the 

present application; 

FIG. 5(a) is a network structural diagram of a bottleneck structure in which a standard 

convolution is replaced by a depthwise convolutions according to some embodiments of the 

present application; 

FIG. 5(b) is a network structural diagram of a bottleneck structure in which a standard 

convolution is replaced by two depthwise convolutions according to some embodiments of the 

present application; 

FIG. 5(c) is a network structural diagram of two pointwise convolution positions in a 
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switching processing unit according to some embodiments of the present application; 

FIG. 5(d) is a network structural diagram of a processing unit according to some 

embodiments of the present application; 

FIG. 6 is a diagram of comparison between a classic bottleneck structure with a depthwise 

convolution and a network structure of a processing unit according to some embodiments of the 

present application; 

FIG. 7 is a schematic structural diagram of an image processing apparatus according to 

some embodiments of the present application； 

FIG. 8(a) is a schematic diagram of a process of searching for a normal cell structure on a 

CIFAR-10 dataset by using DARTS according to some embodiments of the present application; 

FIG. 8(b) is a schematic diagram of a process of searching for a reduced cell structure on a 

CIFAR-10 dataset by using DARTS according to some embodiments of the present application; 

FIG. 9 is a schematic structural diagram of an electronic device for image processing 

according to some embodiments of the present application; and 

FIG. 10 is a schematic structural diagram of an electronic device according to some 

embodiments of the present application. 

 

Detailed description of the embodiments 

Illustrative embodiments of the present application include but are not limited to an image 

processing method and device, and a medium. 

It can be understood that, as used herein, the terms "module" and "unit" may refer to or 

include an application specific integrated circuit (ASIC), an electronic circuit, a processor 

(shared, dedicated, or group) and/or a memory that executes one or more software or firmware 

programs, a combinational logic circuit, and/or other suitable hardware components that provide 

the described functions, or may be a part of these hardware components. 
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each convolutional layer are expanded, and group convolution is applied to intermediate 

bottleneck convolution to gather richer feature representations, or an attention-based module is 

introduced to explicitly model interdependence between channels, so that the classic bottleneck 

structure can be further improved. However, due to complexity of the model, it is only applicable 

to a heavy-weight neural network, and it is difficult to be applied in a lightweight neural 

network. 

To reduce the amount of calculation and improve efficiency of the neural network model, 

depthwise separable convolution is used to replace standard convolution in this field. Specifically, 

for example, a convolution with a weight of k×k×M×N can be decomposed into two 

convolutions, where k×k is a kernel size, and M and N are respectively the number of input 

channels and output channels. The first one convolution is a convolution operation of M 

channels in a depth direction of k×k (that is, channel convolution), to understand a spatial 

correlation between positions of the channels. The second convolution is a pointwise convolution, 

and linear combination of channels is learned to generate new features. The combination of the 

pointwise convolution and the k×k depthwise convolution has significant less parameters and a 

smaller amount of calculation. Therefore, the parameters and calculation costs can be 

significantly reduced by using depthwise convolution when the processing unit is constructed. 

Figure 2(b) is a schematic structural diagram of an inverted residual block according to 

some embodiments of the present application. The inverted residual block is first introduced in 

MobileNetV2 and is specifically made for a mobile device, especially a device with limited 

computing resource budget. As shown in figure 2(b), different from the classic bottleneck 

structure, in order to reduce calculation amount,  a low-dimensional compression tensor is used 

as input and is expanded to higher-dimensional space by using pointwise convolution. Then, a 

depthwise convolution is applied to perform spatial context encoding, and then another pointwise 

convolution is performed, to generate a low-dimensional feature tensor as input of a next residual 

block. The inverted residual block uses two unique architectural designs, namely establishing a 

shortcut connection between low-dimensional bottlenecks and using linear bottlenecks, to 

improve efficiency without causing excessive performance degradation. Compared with the 

classic MobileNet consisting of a 3×3 depthwise convolution, performance is improved, and 

complexity of the model is optimized. 

The inverted residual block is widely used in image processing based on mobile network 
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architectures due to improvement of performance. For example, in ShuffleNetV2, a channel spit 

module (channel spit module) is inserted before an inverted residual block, and a channel shuffle 

module is added after the inverted residual block (channel shuffle module). In HBONet, a 

downsampling operation is introduced to the inverted residual block, to model more abundant 

spatial information. MobileNetV3 proposes to search for an optimal activation function and an 

expansion ratio of an inverted residual block at each stage. MixNet proposes to search for an 

optimal kernel size of a depthwise convolution in an inverted residual block. EfficientNet is also 

based on an inverted residual block, but the difference is that a scaling method is used to control 

network weights, including input resolution, network depth, and network width. 

Although performing well, in the inverted residual block, the feature encoded by an 

intermediate expansion layer is mapped to the low-dimensional feature mapping, and sufficient 

useful information cannot be retained due to channel compression. In addition, a recent research 

shows that a wider architecture is more conducive to alleviating gradient confusion and 

improving the performance of the neural network. Due to low dimensionality expressed between 

adjacent inverted residual blocks, the shortcut connection placed between the bottlenecks may 

prevent the gradient of the top layer from successfully propagating to the bottom layer during 

model training. Unlike all the above methods, the classic bottleneck structure is improved in the 

present application, and it is proved that the performance of the classic bottleneck structure in a 

mobile environment is better than that of the inverted residual block. 

In view of the limitations for image processing of the above inverted residual block, design 

rules of the inverted residual block are reconsidered in the present application, a processing unit 

is proposed, and the above problem can be solved by an operation of inverting inverted residuals. 

Figure 2(c) is a schematic structural diagram of a processing unit according to some 

embodiments of the application. As shown in figure 2(c), a bottleneck structure is used by the 

processing unit, which is similar to the inverted residual block and the classic bottleneck residual 

block, but the design principle and the internal structure are quite different. In the processing unit, 

the thickness of each unit is used to indicate the corresponding number of channels. It can be 

learned that compared with the inverted residual block, the processing unit reverses the idea of 

establishing a shortcut between the bottlenecks, and adds a depthwise convolution at both ends 

of a residual path, so that improved model performance in terms of classification accuracy and 

computational speed. Details are explained below. 
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the image as the input of the at least one sandglass block is undergone the shortcut path process 

which sequentially includes the first depthwise convolution layer, the first pointwise convolution 

layer, and the second pointwise convolution, and the second depthwise convolution layer, and the 

local high-dimensional feature data of the image is outputted. 

In other embodiments, a fully connected layer may be added at the end of process, to 

predict the final score of each category. 

Compared with the image processing method in the prior art, In the process of image 

processing the present application is capable of： 

(1) alleviate information loss and gradient confusion effectively. 

(2) reduce computational costs and remove of redundant parameters from the neural 

network effectively. 

(3) reduce computational complexity and improve classification accuracy of images. 

(4) the internal structure of the computer system can be more streamlined, allowing image 

processing to be applied in lightweight neural networks such as mobile devices. 

Next, with reference to the drawings, the improvements made by the sandglass block in the 

present application with respect to the classic replacement structure and the inverted residual 

block will be described in detail. 

According to some embodiments of the present application, figure 5(a) is a network 

structural diagram of a bottleneck structure in which standard convolution is replaced by 

depthwise convolution. As shown in figure 5(a), the first variant is constructed by directly 

modify the classic bottleneck structure, and the method is replacing the standard 3×3 convolution 

with a 3×3 depthwise convolution. In Table 2, there is listed several different structures from the 

performance comparison table. As shown in Table 2, compared with the sandglass block in this 

application, the performance of the first variant is reduced by about 5%. The main reason is that 

the depthwise convolution is performed in a bottleneck with a low-dimensional feature space, so 

that enough spatial information cannot be captured. 



 18

According to some embodiments of the present application, figure 5(b) is a network 

structure diagram of a bottleneck structure in which the standard convolution is replaced by two 

depthwise convolutions. As shown in figure 5(b), the second variant has been improved on the 

basis of the first variant. The improvement is that another 3×3 depthwise convolution is added to 

the bottleneck. It can be learned that, compared with the structure shown in figure 5(a), the top-1 

accuracy of the second variant is improved by more than 1%. It shows that encoding more spatial 

information can indeed bring good results. The same result can also be obtained by comparing 

figure 5(b) and figure 5(d). 

Figure 5(c) is a network structural diagram of two pointwise convolution positions in a 

switching sandglass block according to some embodiments of the present application. As shown 

in figure 5(c), the third variant moves the depthwise convolution from the high-dimensional 

feature space to the bottleneck position with less feature channels based on the original inverted 

residual block. Compared with figure 5(b), this variant has more learnable parameters and 

calculation costs, but the performance is worse. This also shows that creating shortcuts between 

high-dimensional representations is more beneficial to network performance. 

Figure 5(d) is a network structural diagram of a sandglass block according to some 

embodiments of the present application. The sandglass block in the present application can 

obtain better performance than the other three variants. Comparison of performance is shown in 

Table 2. 

Table2: 

Block structure #Dwise conv Param.(M) M-Adds. (M) Top-1 Acc. (%) 

MobileNetV

2 

1 3.5 300 72.30 

Figure 5(a) 1 3.4 240 68.90 

Figure 5(b) 2 3.4 250 70.11 
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Figure 5(c) 2 3.5 300 69.26 

Figure 5(d) 2 3.5 300 74.02 

Specifically, the reason for the performance improvement can be explained by the following 

two rules: 

(1) To preserve more information from the bottom layers and to facilitate the gradients 

propagation across layers when transiting to the top layers, the shortcuts should be used to 

connect high-dimensional representations; 

(2) The depthwise convolutions with a small kernel size (e.g., 3×3) are light-weight, and 

therefore a couple of depthwise convolutions onto the high-dimensional features can be 

appropriately applied such that richer spatial information can be encoded to generate more 

expressive representations. 

Table 3 shows the network structure of the sandglass block. The sandglass block in the 

present application proves that the method of establishing a shortcut between high-dimensional 

representations in the classic bottleneck structure is also applicable to lightweight neural 

networks. It is understood that this is the first time to use the advantages of the classic bottleneck 

structure over the inverted residual block to conduct a research on an effective neural network 

design. It also proves that, by adding depthwise convolution at the end of the residual path of the 

sandglass block in the present application, the neural network can be encouraged to learn more 

expressive spatial information, resulting in better performance. 

Table 3: 

Input dimension Operator type Output dimension 

Df ×Df ×M 3×3 Dwise conv, ReLU6 Df ×Df ×M 

Df ×Df ×M 1×1 conv, linear 

 t

M
DD ff 
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t

M
DD ff   

1×1 conv,ReLU6 Df ×Df ×N 

Df ×Df ×N 3×3 Dwise conv, linear, stride=s 
N

s

D

s

D ff   

In some embodiments, as shown in figure 5(d), the first pointwise convolution layer 

performs reduction on the image data, and the second pointwise convolution layer performs 

expansion on the image data outputted by the first pointwise convolution layer. As shown in 

figure 5(c), in the inverted residual block, expansion is performed at first and then reduction is 

performed. In order to ensure the shortcut connection to high-dimensional representations, the 

sandglass block in the present application proposes to reverse the order of the two pointwise 

convolutions. FRDf×Df×M is set to be the input tensor of the sandglass block and 

GRDf×Df×M is set to be the output tensor. The depthwise convolution and activation layers are 

not considered at this moment. Then the formula of the sandglass block can be written as 

follows: 

,))(( FFG re   (1) 

Where Φe and Φr denote the pointwise convolutions for channel expansion and reduction, 

respectively. In this way, the bottleneck can be kept in the middle of the residual path for 

reducing parameters and calculation costs. Furthermore, this allows us to use the shortcut 

connection to connect representations with a large number of channels instead of the bottleneck 

ones. 

In some embodiments, no other convolution operations are performed between the first 

pointwise convolutional layer and the second pointwise convolutional layer. Pointwise 

convolutions can be used to encode inter-channel information, but cannot capture spatial 

information. In the sandglass block of the present application, depthwise convolution is used to 

encode spatial information. The inverted residual block adds depthwise convolutions between 

point-wise convolutions to learn expressive spatial context information. 
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Figure 6 is a diagram of comparison between a classic bottleneck structure with depthwise 

convolution and a network structure of a sandglass block according to some embodiments of the 

present application. As shown in figure 6, in the sandglass block of the present application, there 

is a bottleneck structure between two pointwise convolutions. The depthwise convolution is not 

directly put between the two pointwise convolutions, but is added at the ends of the residual path, 

while no other convolution operations are performed between the two pointwise convolutions. 

Mathematically, the basic components can be formulated as follow: 

),(ˆ
,1,1 FG dp

 (2) 

,)ˆ(,2,2 FGG pd 
 (3) 

Where Φi, p and Φi, d denote the ith pointwise convolution and depthwise convolution, 

respectively. Because two depthwise convolutions are conducted in a high-dimensional space, 

richer feature representations can be extracted as compared with the inverted residual block. 

Adding depthwise convolution directly to the bottleneck can reduce the number of filters, so that 

less spatial information needs to be encoded. By experiments, it is found that compared with 

MobileNetV2, the structure greatly reduces the performance by more than 1%. 

In some embodiments, the shortcut path is established in the high-dimensional feature space 

of the image data, and the local feature tensor is extracted to obtain the local high-dimensional 

feature data of the image data. Instead of putting the shortcut between bottlenecks, the sandglass 

block puts the shortcuts between higher-dimensional representations. As shown in figure 6, 

compared with the inverted residual block, the "wider" shortcut connection than the bottleneck 

structure can deliver more information from the input tensor F to the output tensor G and allows 

more gradients to propagate across multiple layers. The shortcut connection is established only 

when the input channel is consistent with the output channel. 

The shortcut connection can improve the cross-layer propagation gradient efficiency in the 

residual block. Experiments show that it is not necessary to extract the global identity tensor of 
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the residual block, but only the local feature tensor of the image. In order to make the network 

more adaptable to mobile devices, a new hyper-parameter identification—identity tensor 

multiplier that is denoted as α[0,1] is introduced, and is used to determine what portion of the 

channels in the identity tensor is preserve, that is, a local feature tensor of a corresponding 

portion of the image is extracted. For convenience, Φ is set to be the transformation function of 

the residual path in the sandglass block. Initially, the formula of the sandglass block can be 

written as G=Φ(F)+F. After applying the multiplier, the sandglass block can be rewritten as 

,)(,)( :::1:1:1 MMMMM FGFFG    (4) 

Where the subscript represents the dimension of the channel. 

The advantages of using α are shown in two aspects. In a first aspect, after reducing the 

multiplier, the number of element-wise additions in each sandglass block can be reduced. As we 

all know, element-wise addition is time-consuming. Choosing a local identity tensor multiplier 

can result in better delays with little performance degradation. In a second aspect, the number of 

memory accesses can be reduced. One of the main factors that affect the model latency is the 

memory access cost (MAC). Because the shortcut connection identity tensor is from the output 

of the last building block, its recurrent nature hints an opportunity to cache it on the chip in order 

to avoid the excessive off-chip memory access. Therefore, reducing the channel dimension of the 

identity tensor can effectively encourage the processors to store it in the cache or other faster 

memory near the processors and hence improve the latency. 

In some embodiments, a linear activation function is used for the data outputted by the first 

depthwise convolutional layer; a nonlinear activation function is used for the data outputted by 

the first pointwise convolutional layer; a linear activation function is used for the data outputted 

by the second pointwise convolutional layer; a nonlinear activation function is used for the data 

outputted by the second depthwise convolutional layer. It should be clear to the person skilled in 

the art that the use of linear bottlenecks can prevent the eigenvalues from returning to zero, 

thereby reducing information loss. Therefore, any activation layers after the  
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reduction layer (the first pointwise convolution layer) are not added. It should be also clear to the 

person skilled in the art that, though the output of the building block is high-dimensional features, 

adding an activation layer after the last convolution can negatively influence the classification 

performance. Therefore, activation layers are only added after the first depthwise convolutional 

layer and the last pointwise convolutional layer. 

According to some embodiments of the present application, an image processing apparatus 

600 is provided. Figure 7 illustrates a structural schematic of an image processing apparatus in 

accordance with some embodiments of the present application. As shown in figure 7, the 

apparatus 600 for video motion recognition using the MobileNeXt model is as follows: 

obtaining module 602, obtaining an image;  

processing module 604, processing the image into at least one layer of image data based a 

neural network model; inputting the image data for processing to obtain local high-dimensional 

feature data of the image data, wherein the processing module comprises a plurality of 

processing units, such as processing unit1, processing unit2, processing unit3,etc. And at least 

one or more processing units among the plurality of processing units are interconnected and 

connected to the outputting module; and 

outputting module 606, outputting a feature map of the image, wherein the feature map of 

the image is obtained by pooling and fusing local high-dimensional features of the image data; 

wherein 

in at least one processing unit, the high-dimensional feature data of the image as input of the 

at least one processing unit is undergone a shortcut connection process which sequentially 

comprise a first depthwise convolutional layer, a first pointwise convolutional layer, a second 

pointwise convolutional layer, and a second depthwise convolutional layer, and the local 

high-dimensional feature data of the image is outputted. 

In some embodiments, the apparatus further includes that the first pointwise convolutional 

layer performs channel reduction on the image data, and the second pointwise convolutional 

layer performs channel expansion on the image data outputted by the first pointwise 

convolutional layer. Not only parameters and calculation costs are reduced, but also a shortcut 

connection instead of a bottleneck connection can be used to connect a representation with a 
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large number of channels. 

In some embodiments, the apparatus further includes that no other convolution operations 

are performed between the first pointwise convolutional layer and the second pointwise 

convolutional layer. This structure greatly reduces performance by more than 1%. 

In some embodiments, the apparatus further includes that the shortcut connection is 

established in a high-dimensional feature space of the image data, and a local feature tensor of 

the image data is extracted, to obtain the local high-dimensional feature data of the image data. 

In some embodiments, the apparatus further includes that a linear activation function is used 

for data outputted by the first depthwise convolutional layer; a nonlinear activation function is 

used for data outputted by the first pointwise convolutional layer; a linear activation function is 

used for data outputted by the second pointwise convolutional layer; and a nonlinear activation 

function is used for data outputted by the second depthwise convolutional layer. In this way, 

more information can be passed from an input tensor to an output tensor, and more gradients are 

allowed to propagate across multiple layers. 

In some embodiments, the apparatus further includes that the neural network model 

includes an input layer, multiple hidden layers, and an output layer, the hidden layer further 

includes a first convolutional layer, a fully convolutional layer, and a global average pooling 

layer, the fully convolutional layer includes at least one processing unit, the input image data is 

processed by the first convolutional layer including 32 output channels to obtain 32 feature maps 

of the image data. The feature map of the image data is processed by the fully convolutional 

layer to obtain the local high-dimensional feature data of the image data. The local 

high-dimensional feature data of the image data is processed by the global average pooling layer 

and is pooled as the feature map of the image. 

Next, advantages of MobileNeXt over MobileNetV2 are explained from different 

perspectives with reference to experimental data. 

The experiment is based on a model trained by using a PyTorch toolbox and using a 

standard SGD optimizer, where both attenuation and momentum of the model are 0.9 and weight 

attenuation is 4×10-5, a cosine learning schedule has an initial learning rate of 0.05, a batch size 

is set to be 256, and four GPUs are used for training. In addition to comparing the performance 

of the complete model (that is, the weight multiplier is 1) for classification, performance is 

compared with other weight multipliers and quantization, and performance advantages of the 
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number of activated bits. When quantization is not performed, the MobileNeXt model improves 

top-1 accuracy by more than 1.7% relative to MobileNetV2. Currently, a more common general 

solution is 8-bit quantization, and therefore the parameters and activation quantization are set to 

be 8 bits. In this case, under the same quantization setting, performance of the MobileNeXt 

model is 3.55% higher than that of MobileNetV2. There are two reasons for such a big 

improvement: First, compared with MobileNetV2, the shortcut connection in each processing 

unit is converted from a low-dimensional representation to a high-dimensional representation, so 

that more useful feature representations can be retained after quantization. Second, more spatial 

information can be retained by using more depth separable convolutions, and this helps improve 

classification performance. 

Table 5 

Model Precision (W/A) Method Top-1 Acc. (%) 

MobileNetV2 INT8/INT8 Post Training Quant. 65.07 

MobileNeXt INT8/INT8 Post Training Quant. 68.62 

MobileNetV2 FP32/FP32 - 72.25 

MobileNeXt FP32/FP32 - 74.02 

 

As shown in figure 6, the processing unit in the present application includes two 3×3 depth 

convolutions, which are used to encode rich spatial context information. In order to prove that it 

is the processing unit that makes the MobileNeXt model more optimized, in this experiment, a 

structural comparison with an improved version of MobileNetV2 is performed, and the 

improvement consists in inserting a deep convolution in the middle of each inverted residual 

block. 

Table 6 

Method #Depthwise 

convolution 

Param. (M) M-Adds(M) Top-1 Acc. (%) 

MobileNetV2 2 (Middle) 3.6 340 73.02 
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2 SSDLite320 MobileNetV2 4.3 0.8 71.7 

3 SSDLite320 MobileNeXt 4.3 0.8 72.6 

 

According to some embodiments of the present application, an application that treats the 

processing unit as a "super" operator with a more powerful conversion capability than a 

conventional convolution operator is provided. 

In some embodiments, a calculation unit for searching is provided and used as a basic 

calculation unit for finally performing structure searching. In order to further study superiority of 

the processing unit in the present application relative to the inverted residual block, the 

processing unit and the inverted residual block are separately added to the search space of the 

Differentiable Architecture Search (DARTS) to view the network performance after the 

architecture search, and view the corresponding results on the dataset CIFAR-10. 

As mentioned above, the DARTS search algorithm is used to search for a cell structure. In 

this embodiment, the search space including the following basic operations is used as the 

baseline (denoted as the original DARTS): 

1) Convolution operation (ConvOp): regular convolution (reg_conv), dilation convolution 

(dil_conv), separable convolution (sep_conv), and depthwise convolution (dwise_conv); 

2) Convolution kernel size (kernel size): 3×3, 5×5, 7×1 followed by 1×7; 

3) Non-parametric operations: average pooling (ave_pool), maximum pooling (max_pool), 

skip connection (skip connection), and none (None). 

In order to be compared with the inverted residual block, architecture search is performed in 

the following two new search spaces in this embodiment: 

1) DARTS + an inverted residual block: The original search space plus the inverted residual 

block is used as a candidate for depthwise separable convolution operations. 

2) DARTS + a processing unit according to this application: The original search space plus 

the processing unit according to this application. 

In the search process, the training strategy is strictly followed, the same hyperparameters 
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Claims 

 

1. An image processing method based on a neural network, comprising: 

obtaining an image;  

processing the image into at least one layer of image data on an input layer of the neural 

network model; 

inputting the image data into a hidden layer of the neural network model for processing, so 

as to obtain local high-dimensional feature data of the image data, wherein the hidden layer of 

the neural network model comprises a plurality of processing units, and at least one or more 

processing units among the plurality of processing units are interconnected and connected to 

output of the input layer; and 

outputting a feature map of the image, wherein the feature map of the image is obtained by 

pooling and fusing local high-dimensional features of the image data; wherein 

in at least one processing unit, the high-dimensional feature data of the image as input of the 

at least one processing unit is undergone a shortcut connection process which sequentially 

comprise a first depthwise convolutional layer, a first pointwise convolutional layer, a second 

pointwise convolutional layer, and a second depthwise convolutional layer, and the local 

high-dimensional feature data of the image is outputted; 

the first pointwise convolutional layer performs channel reduction on the image data, and 

the second pointwise convolutional layer performs channel expansion on the image data 

outputted by the first pointwise convolutional layer; 

no other convolution operations are performed between the first pointwise convolutional 

layer and the second pointwise convolutional layer; 

the shortcut connection is established in a high-dimensional feature space of the image data, 

and a local feature tensor of the image data is extracted, to obtain the local high-dimensional 

feature data of the image data. 
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2. The method according to claim 1, wherein a linear activation function is used for data 

outputted by the first depthwise convolutional layer; a nonlinear activation function is used for 

data outputted by the first pointwise convolutional layer; a linear activation function is used for 

data outputted by the second pointwise convolutional layer; and a nonlinear activation function is 

used for data outputted by the second depthwise convolutional layer. 

 

3. The method according to claims 1-2, wherein the neural network model comprises an 

input layer, multiple hidden layers, and an output layer, the hidden layer further comprises a first 

convolutional layer, a fully convolutional layer, and a global average pooling layer, the fully 

convolutional layer comprises at least one processing unit, the input image data is processed by 

the first convolutional layer comprising 32 output channels to obtain 32 output channels of 

feature maps of the image data; 

the feature map of the image data is processed by the fully convolutional layer to obtain the 

local high-dimensional feature data of the image data; 

the local high-dimensional feature data of the image data is processed by the global average 

pooling layer and is pooled as the feature map of the image. 

 

4. An image processing apparatus, comprising: 

obtaining module, obtaining an image;  

processing module, processing the image into at least one layer of image data based a neural 

network model; inputting the image data for processing to obtain local high-dimensional feature 

data of the image data, wherein the processing module comprises a plurality of processing units, 

and at least one or more processing units among the plurality of processing units are 

interconnected and connected to the outputting module,; and 

outputting module, outputting a feature map of the image, wherein the feature map of the 

image is obtained by pooling and fusing local high-dimensional features of the image data; 

wherein 
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in at least one processing unit, the high-dimensional feature data of the image as input of the 

at least one processing unit is undergone a shortcut connection process which sequentially 

comprise a first depthwise convolutional layer, a first pointwise convolutional layer, a second 

pointwise convolutional layer, and a second depthwise convolutional layer, and the local 

high-dimensional feature data of the image is outputted; 

the first pointwise convolutional layer performs channel reduction on the image data, and 

the second pointwise convolutional layer performs channel expansion on the image data 

outputted by the first pointwise convolutional layer; 

no other convolution operations are performed between the first pointwise convolutional 

layer and the second pointwise convolutional layer; 

the shortcut connection is established in a high-dimensional feature space of the image data, 

and a local feature tensor of the image data is extracted, to obtain the local high-dimensional 

feature data of the image data. 

 

5. The apparatus according to claim 4, wherein a linear activation function is used for data 

outputted by the first depthwise convolutional layer; a nonlinear activation function is used for 

data outputted by the first pointwise convolutional layer; a linear activation function is used for 

data outputted by the second pointwise convolutional layer; and a nonlinear activation function is 

used for data outputted by the second depthwise convolutional layer. 

 

6. The apparatus according to claims 4-5, wherein the neural network model comprises an 

input layer, multiple hidden layers, and an output layer, the hidden layer further comprises a first 

convolutional layer, a fully convolutional layer, and a global average pooling layer, the fully 

convolutional layer comprises at least one processing unit, the input image data is processed by 

the first convolutional layer comprising 32 output channels to obtain 32 output channels of 

feature maps of the image data; 

the feature map of the image data is processed by the fully convolutional layer to obtain the 

local high-dimensional feature data of the image data; 

the local high-dimensional feature data of the image data is processed by the global average 
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pooling layer and is pooled as the feature map of the image. 

 

7. An image processing device, comprising: 

a memory, configured to store instructions executed by one or more processors of a system, 

and 

a processor, being one of the processors of the system, and configured to execute the 

instructions to implement the image processing method，wherein： 

obtaining an image;  

processing the image into at least one layer of image data on an input layer of the neural 

network model; 

inputting the image data into a hidden layer of the neural network model for processing,so 

as to obtain local high-dimensional feature data of the image data, wherein the hidden layer of 

the neural network model comprises a plurality of processing units, and at least one or more 

processing units among the plurality of processing units are interconnected and connected to 

output of the input layer; and 

outputting a feature map of the image, wherein the feature map of the image is obtained by 

pooling and fusing local high-dimensional features of the image data; wherein 

in at least one processing unit, the high-dimensional feature data of the image as input of the 

at least one processing unit is undergone a shortcut connection process which sequentially 

comprise a first depthwise convolutional layer, a first pointwise convolutional layer, a second 

pointwise convolutional layer, and a second depthwise convolutional layer, and the local 

high-dimensional feature data of the image is outputted;  

the first pointwise convolutional layer performs channel reduction on the image data, and 

the second pointwise convolutional layer performs channel expansion on the image data 

outputted by the first pointwise convolutional layer; 

no other convolution operations are performed between the first pointwise convolutional 

layer and the second pointwise convolutional layer; 

the shortcut connection is established in a high-dimensional feature space of the image data, 
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and a local feature tensor of the image data is extracted, to obtain the local high-dimensional 

feature data of the image data. 

 

8. The device according to claim 7, wherein a linear activation function is used for data 

outputted by the first depthwise convolutional layer; a nonlinear activation function is used for 

data outputted by the first pointwise convolutional layer; a linear activation function is used for 

data outputted by the second pointwise convolutional layer; and a nonlinear activation function is 

used for data outputted by the second depthwise convolutional layer. 

 

9. The method according to claims 7-8, wherein the neural network model comprises an 

input layer, multiple hidden layers, and an output layer, the hidden layer further comprises a first 

convolutional layer, a fully convolutional layer, and a global average pooling layer, the fully 

convolutional layer comprises at least one processing unit, the input image data is processed by 

the first convolutional layer comprising 32 output channels to obtain 32 output channels of 

feature maps of the image data; 

the feature map of the image data is processed by the fully convolutional layer to obtain the 

local high-dimensional feature data of the image data; 

the local high-dimensional feature data of the image data is processed by the global average 

pooling layer and is pooled as the feature map of the image. 

 

10. A computer-readable storage medium encoded with a computer program, wherein 

instructions are stored on the computer-readable medium, and when the instructions are executed 

on a computer, the computer performs the image processing method according to any one of 

claims 1-3. 

 


