A HIGH-THROUGHPUT ALGORITHM FOR MULTIVERSION
CONCURRENCY CONTROL WITH GLOBALLY SYNCHRONIZED TIME

ABSTRACT

Throughput is preserved in a distributed system while maintaining concurrency by
pushing a commit wait period to client commit paths and to future readers. As opposed to
servers performing commit waits, the servers assign timestamps, which are used to ensure
that causality is preserved. When a server executes a transaction that writes data to a
distributed database, the server acquires a user-level lock, and assigns the transaction a
timestamp equal to a current time plus an interval corresponding to bounds of uncertainty of
clocks in the distributed system. After assigning the timestamp, the server releases the
user-level lock. Any client devices, before performing a read of the written data, must wait

until the assigned timestamp is in the past.
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